
CASE STUDY

Ibotta, creators of an innovative app that rewards customers for shopping, was 

becoming an extremely data-driven company and needed to transition from their 

original big data deployment and SQL-based analytics model to a solution that would 

allow them to perform big data tasks more easily, more quickly and cost effectively. Not 

only does Ibotta have their own in-house big data needs, they partner with hundreds 

of merchants who rely on them for various kinds of data to drive engagement and, 

ultimately, sales.  

 
IMPLEMENTING A BIG DATA SOLUTION 
 
Jon King, Data Engineering Manager, has worked with data and spearheaded big data 

initiatives for the last decade. He was familiar with Qubole and its robust feature set 

from his previous company, so the decision to implement Qubole was an easy one. 

Implementation was straightforward and swift: Ibotta’s data was mostly stored on 

Amazon Simple Storage Service (Amazon S3) in CSV and JSON formats, which are easily 

readable by Qubole. Additionally, setting up AWS credentials and training staff on 

Qubole took minimal time. Within days Ibotta was up and running. 

 

Ibotta automates big 
data workloads to meet 
customers’ demands for 
data in hours, rather than 
days.
Qubole is an ideal solution for 
organizations who need to streamline 
their analytics operations because: 

• It’s natively designed for AWS and 
tightly integrated with Amazon S3, 
Amazon EC2, Spot instances, and 
security. 

• It eliminates the complexities of 
on-premises deployments such as 
lengthy deployment process (>14 
weeks), complex capacity planning 
exercises, and expensive upgrades. 

• It separates compute (Amazon 
EC2) and storage (Amazon S3) for 
efficient, unlimited scaling.

• It’s cost-effective - uses elastic 
resources effectively with Workload 
Aware Auto-Scaling, Spot Shopper, 
and other Cloud Agents.

Qubole Makes Complex Big Data Technologies Easy
Automate your big data workloads and gain critical insights faster

CHALLENGE
With millions of customers and hundreds of 
commercial partners, Ibotta needed a big data 
infrastructure that could process data and make 
it available to their partners quickly, enabling 
them to satisfy requests for data changes in 
hours, at an affordable cost. Their previous, 
SQL-based solution wasn’t easily scalable 
and required exhaustive team and financial 
resources.

SOLUTION
Qubole allows Ibotta and other customers 
to easily manage big data in the cloud 
while reducing the costs of processing and 
analyzing data in a data lake on AWS. Qubole 
empowers organizations to analyze petabytes 
of structured and unstructured data in real 
time, and to provide big data services to their 
customers at greater speed and with less staff.

RESULTS
Qubole helps provide near-immediate access 
to data so Ibotta can now perform big data 
operations in hours rather than days or 
weeks. This helps the company stay agile and 
competitive while cutting close to 70% of their 
big data costs. 
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STREAMLINING BIG DATA TASKS AND PROVIDING MORE VALUE TO 
THEIR CUSTOMERS 

Qubole is now the largest part of Ibotta’s IT infrastructure and empowers them to: 
 

-                 Circumvent bottlenecks by spinning up an ephemeral big data cluster when   
 needed.

- Monitor workloads for accuracy and SLA with tools like Apache Airflow.

- Spend smarter in big data infrastructure. Reduce approximately 70% of their cost  
 by letting Qubole automatically acquire and re-balance clusters using Amazon  
 EC2 Spot  Instances, reserved instances, and heterogeneous instances.

- Do more with just four data engineers and support a large team of data   
 scientists by automating big data tasks.

- Work with technologies like Hive and Presto. 
 

Qubole also allows Ibotta to provide better and faster data services to their partners. 

Consumer Packaged Goods vendors (CPGs) who partner with Ibotta were frequently 

requesting that Jon and his team provide them with custom data sets featuring specific 

types of data that will help them grow and retain their customer base. Qubole empowers 

Ibotta to turn around such requests in hours rather than days or weeks, using a small team 

of 4 data engineers. 

 QUBOLE’S ARCHITECTURE – MAKING COMPLEX TASKS EASY 

The Qubole Application Tier orchestrates resources on Ibotta’s AWS account using 

customer-provided and revocable IAM roles. Meta-data describing the data on S3 is stored 

in the Hive Metastore in the Qubole tier or, if required, on Ibotta’s account. Workload 

requests are submitted by users via a web-based Workbench or via Spark Notebooks, 

by external applications via REST APIs, and by third party Business Intelligence products 

via ODBC/JDBC drivers. Query results are cached locally by Qubole for future re-use to 

minimize use of compute resources.

Automating Intelligently 
with Cloud Agents™

Qubole Data Service is a 

comprehensive autonomous data 

platform that self-manages, self-

optimizes, and learns from your 

usage, allowing the data team to 

focus on business outcomes rather 

than on managing the platform. 

Qubole is the only data platform 

that offers Cloud Agents™ which can 

intelligently automate typical data 

tasks. You can tell the agents what you 

want (e.g. give it a policy) and it will 

automatically happen.

Cloud Agents provide a number of 

benefits to the Data Team, including:

• Dynamically reducing the number 
of compute nodes required to run 
a workload – which reduces your 
cloud costs by up to 50%. 

• Dynamically resizing clusters based 
on workload requirements.. 

• Intelligently hunt for the best price/
performance for the compute 
nodes you need, which can reduce 
costs by as much as 80% or enable 
you to significantly increase 
performance without increasing 
cost.

• Automation of manual tasks so 
that your team is more productive, 
error rates are lower, and query 
performance increases. 
 

“Qubole empowers Ibotta to turn 
around customer data requests in 
hours, rather than days.” 

Jon King
Data Engineering Manager, Ibotta
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THE PAYOFF – REDUCED COSTS AND INCREASED EFFICIENCY 

Qubole empowers Ibotta’s data scientists and data engineers to be far more productive. 

They no longer have to spend excessive amounts of time managing on-premises big data 

deployments. Qubole is the autonomous data platform that Ibotta needed to eliminate 

the complexity of managing and running their big data projects. The solution has cut 

Ibotta’s analytics costs significantly and has allowed them to fulfill partner requests for big 

data reporting at a pace many times faster than before. 

 
QUBOLE IS PASSIONATE ABOUT MAKING DATA-DRIVEN INSIGHTS 
EASILY ACCESSIBLE TO ANYONE

Qubole is a cloud-native autonomous data platform that removes the complexity 

and reduces the cost of managing big data, allowing data teams to focus on business 

outcomes, rather than running infrastructure. Qubole self-manages and constantly 

analyzes and learns about platform usage through a combination of heuristics and 

machine learning, providing insights and recommendations to optimize reliability, 

performance, and costs. Qubole currently processes nearly an exabyte of data every 

month, making them a leading Big-Data-as-a-Service provider.

ABOUT AWS

For 11 years, Amazon Web 

Services has been the world’s most 

comprehensive and broadly adopted 

cloud platform. AWS offers over 90 

fully featured services for compute, 

storage, databases, analytics, mobile, 

Internet of Things (IoT) and enterprise 

applications from 44 Availability 

Zones (AZs) across 16 geographic 

regions in the U.S., Australia, Brazil, 

China, Germany, Ireland, Japan, Korea, 

Singapore, and India. AWS services 

are trusted by more than a million 

active customers around the world – 

including the fastest growing startups, 

largest enterprises, and leading 

government agencies – to power their 

infrastructure, make them more agile, 

and lower costs. To learn more about 

AWS, visit http://aws.amazon.com.


