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What this session will cover
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Explanation of low-code ML Overview of Amazon Demos of Amazon SageMaker
SageMaker low-code tools low-code tools
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The machine learning workflow

Typical ML workflow

PREPARE > BUILD » : TRAIN & TUNE > DEPLOY & MANAGE

Data exploration, data preparation, and Model development Model training and tuning Live or batch predictions: model

feature engineering deployment, hosting, and
monitoring
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Common challenges with machine learning

@ Requires deep expertise to prepare the data and build the models
@ Experimentation is time-consuming and resource-intensive

@ Data scientists are oversubscribed, and needs are only increasing

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved
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Low-code machine learning

@ @@ 88%

Faster ML workflows Open and customizable Appropriate for both new and
solutions advanced ML practitioners
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Low-code machine learning from AWS

A\ 4

PREPARE

Data exploration, data preparation, and
feature engineering

Amazon SageMaker Data Wrangler
A faster, visual way to aggregate and
prepare data for machine learning

Amazon SageMaker

BUILD > TRAIN & TUNE > DEPLOY & MANAGE
Model development Model training and tuning Live or batch predictions: model
: . deployment, hosting, and
monitoring

Amazon SageMaker Autopilot

AutoML capability that automatically prepares your data, as well as builds,
trains, and tunes the best machine learning models for your tabular datasets

Amazon SageMaker JumpStart

A model hub of pretrained and easily tunable state-of-the-art models for

computer vision and natural language processing tasks

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Amazon SageMaker
Data Wrangler

Prepare
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How SageMaker Data Wrangler works

LOW-CODE TOOL FOR PREPARING DATA FOR ML

0O o
oo /LS
S—

Amazon Connect &
SageMaker import data
Data Wrangler Import data from a
A faster, visual way wide variety of data
to aggregate and sources in various
prepare data for supported formats

machine learning

000

G —
—O—
-O—

Get insights on
data quality

Detect data quality
issues & bias with
automatic analyses
& visualizations

—» &Eo —> = —>
alill

Cleanse & enrich

Perform feature
engineering with 300+
built-in data transforms

Also bring your own
custom transforms

Analyze and
visualize

Leverage built-in analyses
like target leakage, quick
model, and more to
understand your data

=

S,

J

Export prepared
data to train and
deploy models

Export prepared data to
train & deploy ML models
via SageMaker Autopilot,
notebooks, or code scripts

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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uickly understand and iterate

& Amazon SageMaker Studio File Edit View Run Kemel Tabs Settings Help Feedback
[ 7] W untitled x

P import  Prepare Analyze  Export

Imported datasets / Step abc

All analyses

View all analyses or create a new one.

. - ML-powered analyses to diagnose data
. : quality issues
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Survived
o . .
= TARGET COLUMN @ - SageMaker Clarify integration to detect
Titanic
e, 0 .
B Histogram of target column “age” = a8t a n d m Itl a te b I a S
20 i Outliers Missing 1.12%
W 3 @ oceutiier Outliers 0.99%
! Mean 35.65631355932203
16 |
i @ outer Median 28
& i Min 042
£ n | Max 884.0
g 1 Skew 10.48812753659785 ° . . .
s 1 | . [}
g | Kurtosis 117.3756491932089
& 8 g
: .
: | a model you train on your data
I
4 |
2 3
. 1
10 20 30 40 50 60 70 8O0 90 100 110120 130 140 150 160 170 491
The orange bars contain outliers and the value below them is the outliers average.
Q' skewed Target
The target column is skewed and contains outliers. As the outliers induce high errors when optimizing MSE (or similar loss functions) the ML
algorithms tend to facus on them while training the model. That might result in sub-par prediction quality for the non-outlier samples. In case
you are interested in predicting extreme values well or plan to apply an algarithm that has the ability to handle outlier values there is no need for
further action. However, if extreme values are not the point of interest consider removing or clipping them using the _Robust standard deviation
numeric outliers_ transform under _Handle outliers_.
target column includes outliers and it's skew is lar
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Transform with point and click, code snippets,
and code

oooooooooooooooooo

Point and click to implement PySpark-
based transformations

o - Edit code snippets authored in PySpark

Timeieri“ preprocess and manipulate time series. C Write your OWn PySpark, Pandas, Or SQL_
based custom transformations

, Inc. or its affiliates. All rights reserved.
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Process data at scale from Ul or notebooks

Create job

. Configure job
Instance type Instance count
mL.m5.4xlarge v 2
> Job configuration
»  Network configuration
> Tags
w Associate Schedules
Daily @ X
Add another schedule

You can associate a maximum of 2 schedules

@ Schedule and run now
Schedule this job and run it immediately

© Schedule only
Schedule this job to run at a later time

aws
~—

modify.

Create new schedule

Schedule name

MNew Demo Schedule

Run frequency Every x hours

Recurring v 1

Select days
[J Monday Tuesday [] Wednesday

Preview Schedule

5 upcoming occurences

March 30, 2022, 4:00:00 pm UTC-07:00
March 30, 2022, 5:00:00 pm UTC-07:00
March 30, 2022, 6:00:00 pm UTC-07:00
March 30, 2022, 7:00:00 pm UTC-07:00

March 30, 2022, 8:00:00 pm UTC-07:00

Validation complete Oerrors  Done
X
On days Start time
Select Days v 0:00

Thursday [ Friday [ Saturday [J Sunday

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

Schedule serverless processing job

Export orchestration code to notebook
or Python file to use in pipeline

SageMaker Feature Store and Amazon
S3 supported destinations



Feature engineering with SageMaker Data Wrangler

Sample/small
Amazon S3 i t R
medium data U ! SageMaker Manual export g
EI””E Data Wrangler Ul
Amazon Athena
Amazon Redshift SageMaker
Feature Store
Data
—P Orchestration
Jis code
>o& Snowflake
1
.ipynb
Databricks
Full, large SageMgker
u A . dataset Transformed dataset Autopilot
mazon R
. SageMaker Processing job
G& (NEW) » L_ll__l Immediate | Scheduled | Pipeline *
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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SageMaker Data Wrangler in your organization

Development
I | — f/ \“
|
8 % aoc— 1 ;( Explore Feature Preprocess Data split .| Select ML Train, tune Evaluate
8 E% i L data engineering data i algorithm model model
|
Data scientists Data sample \\ Data Wrangler Ul /)
(re)Training
(/’ 7777777777777777777777777777777777777777777 \\‘
8 % E|—| } ‘( Feature Preprocess Data split i Train, Tune Evaluate Register Deploy
8 e — i 'Lengineering data ata spll i model model model model
. |
ML Engineers Training data ‘\\ DW Processing job //1 :
I
R L |
Predictions !

[ \
| |
|
é 3 Prediction | Feature Preprocess \ _—
8 —>
requests ! engineering data | @ Predictions
| |
| |
| |

Prediction Model
ing j ode
consumers N DWProcessingjob /
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Amazon SageMaker
Autopilot

Build > Train & tune > Deploy & manage

aws, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved



How SageMaker Autopilot works

LOW-CODE TOOL FOR BUILDING, TRAINING, AND TUNING MACHINE LEARNING MODELS

O O o
O 8,0
oo —@ 000 ] Ao =
—'\]V\- -—0—
I .;o_
Amazon Upload dataand Automatic model Model leaderboard
SageMaker select target creation
Autopilot Load tabular data from  Automatic feature Review model leaderboard
S3 and select target selection, feature to deploy the best model

A faster, visual way column for prediction engineering, and endpoint for inferencing

to train, tune, and selection of algorithms
deploy ML and training modes

—> = —> = —
allll

Full visibility and
controls

Data exploration, model
insights, and explainability
reports

=

S,

J

Evaluate, deploy, and
register models

Auto-deploy or one-click
deploy Autopilot model;
easily build training,
evaluation, and deployment
ML workflows

Experimentation Customize & optimize

Move to production

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Accelerating model development

Trial 1 Model , {@
—  leaderboard
.. Trial 2 Deployed
Training R — model
dataset
DE]]
Trial N — exploration,
explainability,
and baseline
| J reports
|
AutoML experiment
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Control: Customizable AutoML journey

Create an Autopilot experiment

When you create an Autopilot experiment, Amazon SageMaker analyzes your data and creates a notebook with candidate model definitions.
This notebook provides visibility into how models are selected, trained, and tuned.

Experiment and data details > Training method Deployment and advanced settings Review and create

Training method
Select the training method for solving your machine learing problems.

@ Auto O Ensembling @ Hyperparameter optimization
Let Autopilot automatically decide Autopilot uses an AutoML (HPO)
the training method based on your algorithm that trains a multi-layer Autopilot finds the best version of
dataset size. stack ensemble model to predict a model by tuning
on regression and classification hyperparameters and running
datasets directly from your data. training jobs on your data set.

(1 R TS W ENG G EET el M Next: Deployment and advanced settings

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Auto data preprocessing or bring your own
transforms from SageMaker Data Wrangler

Auto feature selection or select features and
change auto-inferred data types

Auto data split, specify data split ratio, or
upload validation dataset

Training modes
« Ensemble powered by AutoGluon

- Hyperparameter optimization (HPO)
« Auto



Visibility: Understanding your SageMaker

Autopilot model

Explainability Performance Artifacts Network

Download Performance Reports ¥

Metrics table
weighted_recall_best_constant_classifier 0.8296195583755067 0.0009443190327429993
weighted_precision_best_constant_classifier 0.6882686116391709 0.0015670714876057676
weighted_f0_5_best_constant_classifier 0.7125495117369836 0.0014829606855580111
hted_f1_best_c _classif 0.7523625427903435 0.0013245174108124044
d_f2_best_c C ifi 0.7968879017378143 0.001117117677373675

Note:

The values of the performance metrics in this table may differ from the values reported by Autopilot. The differences tend to appear when training on smaller datasets. The values
for the metrics in the table use all the training data once to estimate the performance of a model. Autopilot scores are calculated using k-fold cross-validation resampling method
that train a machine learning algorithm on different subsets of the dataset. A score is then calculated for overall performance by averaging the resulting performance metrics for

each trial.
Confusion Matrix
30,000
g 20,000
i
E current
g
<
10,000
B
3
Predicted label
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Model leaderboard and model assets,
including training and validation data, feature
engineering code, deployable model

Review performance metrics, model insights
charts such as confusion matrix, ROC curve,
etc., with model insights report

Explainability report to understand summary
statistics and feature importance

Data exploration report for insights on data
and data quality



Deploy to SageMaker endpoint

REAL TIME PREDICTIONS

With Autopilot you can deploy your model to make real time predictions
with a SageMaker endpoint.

REALTIME DEPLOYMENT SETTINGS ~

Setup SageMaker endpoint documentation [}
Endpoint name @

oan-defaut-preicton ~ Batchtransorm jb confiurstion * Deploy your model to make real-time

Job name @

Instance type @ titanic-hpoFzwqX14GIr4gjl4f8HXFO-070-09831606-1666908473944 p red iCt i o n S Wit h a S a g e M a ke r e n d p O i nt Vi a
i e \ Ul or invoke with API

Instance count @ titanic-hpoFzwqX14GIrdgjl4f8HXFO-070-09831606

2 2] o o8 .
p il » Get batch predictions on the provided

Data capture @ mLm5.xlarge v 1 .

[] save prediction requests d a t a S et

S3 Encryption key - Optional @

No custom encryption v

e . et © v Additional configuration (optional) ° Experiments launched from SageMaker
. e Data Wrangler will include SageMaker
predcted b X Data Wrangler transforms when deploying

Batch strategy (optional) @

v models for inference

[J save prediction responses

ADVANCED SETTINGS - Optional v
Max invocation retries @ Invocation timeout (seconds) @
3 B soo =
Environment variables

Environment variables for Docker container

Add environment variable

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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SageMaker Autopilot in ML workflow

Development

[

|

i Explore Feature Preprocess Data split Select ML Train, tune Evaluate
: data engineering data P algorithm model model

|

|

|

Data scientists Data sample

Autopilot
(re)Training
!// _______________________________________________________________________ N
— . ]
228% Elﬁ : ‘( Feature Preprocess Data split Train, tune Evaluate || Register Deploy
[ | m— b i i
0= i Lenglneerlng data model model i model model
ML engineers Training data :\ Autopilot ,; :
I
Lo N SSTrE——— [
Predictions ]
I
a8 ‘/ P
|
Prediction I Feature Preprocess l o
8 requests : engineering data ! Predictions
Prediction i I
consumers N Autopilot inference pipeline Model

aws
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SageMaker Data Wrangler and SageMaker
Autopilot in ML workflow

Development
PO RO OO e \\
J { } { \ :
|
‘ Explore Feature Preprocess } Explore Feature Preprocess . Select ML Train, tune Evaluate :
i data engineering data Datasplit i data engineering data EEif) ol algorithm model model :
| |
[ ‘ I
\\ Data Wrangler Ul ) Autopilot /,'
(re)Training
’// 777777777777777777777777777777777777777777 \\’\/ _______________________________________________________________________ N\
‘ Feature Preprocess . ‘ Feature Preprocess . Train, tune Evaluate || Register Deploy
|
} engineering data Dataisplit || engineering data Dafte plt model model ! model model
| |
| | |
l\\ DW Processing job //J\ Autopilot ,’I :
I
. .. - — e — — — —— [
Predictions |
I
P — P — v
I I |
I I |
Prediction \ Feature Preprocess w Feature Preprocess | . ..
requests _’i engineering data i engineering data i Predictions
|
I I I
1 DW Processing job /(‘\ Autopilot inference pipeline Model //’

aws
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Amazon SageMaker
JumpStart

Build > Train & tune > Deploy & manage

aws, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved



SageMaker Jumpstart: ML hub for SageMaker
customers

A L %g% eoo _\_:!/kl/
J -

SageMaker Studio SageMaker Console SageMaker SDK

ooo

aWS, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved



SageMaker JumpStart - Pretrained models

ACCELERATE TIME TO DEPLOY OVER 350 PUBLICLY AVAILABLE MODELS

=
o
12

&5 Amazon SageMaker Studio

File Edit View

.5, SageMaker JumpStart

.5. SageMaker JumpStart

Solutions ML Tasks Data types

Foundation Models

X | @ Demand Forecasting

Run Kemel Git Tabs Settings Help

Notebooks Frameworks

Deploy foundation models trained on broad dataset and usable in wide range of use cases.

Bloom 1b7 a

Featured ) Text Generation

Pre-training Dataset: English Text
Fine-tunable: No

Source: Hugging Face

Vision Models

Fine-tune and depl retrained vision models with

Image Classification 1F
Featured ) Mobilenet V2 1.0...
Dataset: ImageNet

Fine-tunable: Yes

Source; TensorFlow Hub

Bloom 1b1
Text Generation
Pre-training Dataset: English Text

Fine-tunable: No

Source: Hugging Face

one click.

Object Detection
Ssd Resnet50 V1 Fpn 640x64...

Fine-tunable: Yes
Source: Tensorflow
Dataset: COCO 2017

Text Models

Fine-tune and deploy pretrained text models with one click.

Text Classification 1F

Featured | Bert Base Uncased

Question Answering

Featured | Distilbert Base Un...

X | @ Document Understanding X | ¥ Stable Diffusion

Resources

T

Pic-icaining Daigse €OC0 17

Bloom. 560m,

Text Generation
Rfe-training Dataset: English Text

Hine-tunable: No

Shurce: Hugging Face

@bject Detection

{reatured ' Frcnn Resnet 50F...

Dataset: COCO 2017
Fine-tunable: Yes
Source: PyTorch Hub

Sentence Pair
Classification

Featured | Distilbert Base Un...

\ 4

Endpoint Status

InService C 1 minute ago
This endpoint is operational and ready to respond to inference requ

Base model Image Classification
Model task image classification
Endpoint arn arn:aws:sagemaker:us-east-1:4179591
Endpoint name jumpstart-dft-tf-ic-imagenet-mabilen
Instance ml.p2.xlarge
Number of instances 1

Model data location s3://sagemaker-us-east-1-417959117

v

: | import boto3

Image Classification: How to run inference
Download example images.

from IPython.core.display import HTML

region = boto3.Session().region_name
s3_bucket = f"jumpstart-cache-prod—-{region}"
key_prefix "inference-notebook-assets"
s3 = boto3.client("s3")

def (key_filenames):
for key_filename in key_filenames:
s3,download_file(s3_bucket, f"{key_prefix}/{key_filename}", key|

Pretrained model example: Image classification

aws

N1
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Model categories

Foundation/generative

Tabular

Computer vision
Image classification
Object detection
Semantic segmentation
Instance segmentation
Image embedding

Natural language processing
Text classification
Sentence pair classification
Question answering
Text summarization
Named entity recognition
Machine translation
Fill-mask
Text embedding
Text generation

Audio embedding




SageMaker JumpStart — Solutions templates

23 PRE-BUILT SOLUTIONS FOR COMMON ML USE CASES

Template categories

— NN | SN s Demand forecasting

(ETL Job) (Model Dockerlmage) (Model E dpo t)

| @ ﬁg Credit rating prediction
|

Fraud detection
Computer vision

‘E - @@ Extract and analyze documents
Predictive maintenance

AWS Lambda Amazon S3 Amazon SageMaker mazon S3 Amazon SageMaker mazon S3

(Solution Assistant) (Data & Schemas) (Training Job) (T rained Model) (Batch Transform) (Data&Explanations) Ch u rn prediction
Personalized recommendations
Solution example: Explain credit decisions Reinforcement learning

Healthcare and life sciences
Financial pricing

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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SageMaker JumpStart - Example notebooks

SAMPLE NOTEBOOKS WITH BUILT-IN ALGORITHMS, PUBLICLY AVAILABLE MODELS, AND POPULAR
ML SOLUTIONS

An Introduction to SageMaker Random Cut Forests Model categories

Unsupervised anomaly detection on timeseries data a Random Cut Forest algorithm. F 0 u n d a ti 0 n / g e n e ra t i Ve
1. Introduction
2. Setup Ta bUlar

3. Training

e Computer vision

Natural language processing
Introduction . .

Audio embedding

[ 1: import boto3

Amazon SageMaker Random import botocore

behavior, or when changes to| '?MPOH sagemaker
import sys

In this notebook, we will use from time import gmtime, strftime

events by emitting an "anom{
. bucket - sagemaker.Session().default_bucket()

* to learn how to obtain, t prefix = "sagemaker/rcf-benchmarks"

« to create an AWS SageM execution_role - sagemaker.get_execution_role()
« use the RCF model to pel region = boto3.Session().region_name

downloaded_data_bucket - f"jumpstart-cache-prod—{region}"
downloaded_data_prefix = "1lp-notebooks-datasets/nab-nyc-taxi"

Notebook example: Introduction to SageMaker built-in algorithms

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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SageMaker JumpStart in ML workflow

Development

a2

Data scientists

(re)Training

88%

ML engineers

Predictions

88%

Prediction
consumers

aws

N1

/ D\
[ |
[ | m— [ ) |
aoc— ;( Explore Feature Preprocess Data split Select ML | ! | Train, tune Evaluate ||
[ | — “1 i i dat ; [ |
A= L data engineering ata algorithm i model model i
Data sample \ JumpsStart /,'
I‘// _______________________________________________________ \\I
: |
EI_I ‘( Feature Preprocess Data split | | Train, tune Evaluate Register Deploy i
[ — 1 i i
m— Lengmeermg data i model model model model i
Training data \_ JumpStart _: ,/I
I
____________________________ I
=
[
[
‘/"“¢ _____ )
Prediction Feature Preprocess |
requests engineering data :
|
|
|

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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SageMaker Data Wrangler and SageMaker
JumpStart in your ML workflow

Development
/ ‘:
|
8 % ‘ Explore Feature Preprocess Dat lit Train, tune Evaluate I
8 } data engineering data ata spli model model l
| |
| |
Data scientists Data sample ‘\\ Data Wrangler Ul JumpStart /II
(re)Training
}!/ \‘:/ \:
8 % ‘ Feature Preprocess Dat lit I | Train, tune Evaluate Register Deploy l
8 } engineering data ata spli : model model model model i
| |
o | | |
ML engineers Training data \ DW Processing job A JumpStart /

Predictions

—_———————————

requests engineering data

[
|
%& Prediction | Feature Preprocess
|
|
|
|
|

Prediction
consumers \ DW Processing job

aws
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Foundation models now available on

SageMaker Jumpstart

.:235) T, /?/@\/EB

Pretrained on large sets of Applicable to many use cases
data with billions of like text summarization,
parameters question answering, digital

art creation, etc.

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Expensive to train
from scratch



AWS Partner and publicly available models

Al21labs Light®n

v' Data stays in your account — model inputs, model outputs

v" Fully integrated with the suite of SageMaker features

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved
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Al21 Labs

Transform the way people read and write
with Generative Al

Applications Developer platform
> 5M users > 20K developers
aWS © 2022, Amazon Web Services, Inc . or its affiliates. All rights reserved. AI21 Iabs



Al21 Studio and Jurassic-1 language models

Al21 Studio features:

« Developer-friendly API

- No-code playground environment
« 3-click custom model training

« Pay-as-you-go pricing

»

(o

) [
[ Jurassic-1 Large } [Jurassic-1 Grande ] Jurassic-1 Jumbo
(7.5B parameters) (17B parameters) (178B parameters)
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved. AI21 Idbs
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-

New valuable applications are unlocked

every day
4 )
B ¢ B N -
= w ==
Content generation = Summarization Paraphrasing Code generation Repurposing Chat
- l /
citibank @ UBISOFT Capgemini @ D Quora
‘GROUPE. glassdoor
latitude® Y Tweet Hunter jenni @ Queue x EEE%;E;?‘”
aws © 2022, Amazon Web Services, Inc. or its affiliates. Al rights reserved. Al21labs
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What's so exciting about Jurassic-1 models?

é \iu” O

Striking the right price/ Optimal width/depth ratio Designed for
performance balance transformer network architecture safety and robustness
(Levine et al., 2020) (Liang et al., 2022)
D S

(s
_

Trained with 250K items dictionary Dedicated task-specific endpoints

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Al21labs



SageMaker + %:5

Jurassic-1 Grande

aws Al21labs

aWS, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved. AI21 Iabs



Model Overview X

A2labs Jurassic-1 Grande (17B)
By AI21 Labs [4

I\ v EULA

Generative text Al by Ai21 Labs deployed in your private environment. Jurassic-1 Grande Is a Large Language Model (LLM)
that can be applied to any language comprehension or generation task. You can give it natural language Instructions and It
will generalize to new tasks from just a few examples. Get started Immediately with a private inference endpoint on your
secure SageMaker environment. The endpoint comes pre-loaded with the model and ready to serve queries via an easy-to-
use API and Python SDK, so you can hit the ground running. Jurassic-1 Grande Is a 17B parameter Transformer language
model trained on a massive corpus of English text, making it a highly versatile text-generator. You can use it to compose
human-like text and solve complex language tasks such as question answering, text classification and many others.
Popular use-cases include generating marketing copy, powering chatbots, assisting creative writing, summarization and
information extraction.

Highlights
Pre-trained language model trained by Al21 Labs on a corpus of web text including natural language and computer

programs

**Architecture:** 17B parameter Transformer that balances output quality and latency/cost. **Vocabulary:** 250K item
SentencePiece vocabulary that is 30% more efficient than common GPT tokenizers. **Context length:** up to 2,408 tokens
corresponding to ~12,000 characters of English text on average.

Additional details

Categories Resources

Text Generation, Long-Form Generation, Summarization, Al21 Studio Documentation [4

Paraphrasing, Chat, Information Extraction, Question Build a CV profile generator using Al21 Studio [4
Answering, Classification Build a dashboard based on freeform sentiment analysis of

hotel reviews [

Close Try out model [4 \ b C




Low-code machine learning

@ @@ 88%

Faster ML workflows Open and customizable Appropriate for both new and
solutions advanced ML practitioners

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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No-code | low-code re:Invent sessions

- AIM337 Build better ML models for business decisions using Amazon SageMaker Canvas
- TNC107 Use Amazon SageMaker Canvas to make your first ML model

- FSI305 Use AWS no-code services to build a credit score model

- TNC107 Use Amazon SageMaker Canvas to make your first ML model

- AIM201 Accelerate your ML lifecycle with Amazon SageMaker low-code tools

- AIM314 Accelerate your ML journey with Amazon SageMaker low-code tools

- AIM332 Accelerate data preparation with Amazon SageMaker Data Wrangler

- AIM326 Prepare data and model features for ML with ease, speed, and accuracy

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Thank you!

Claire O'Brien Rajkumar Vadim Omeltchenko Ori Goshen
claireob@amazon.com vadimo@amazon.com

[waeres] Please complete the session
T8

survey in the mobile app
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