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Common challenges with data preparation for machine learning (ML)

Amazon SageMaker Data Wrangler capabilities

Demo

= Q&A
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Data prep: A critical part of the complete
ML workflow

Data/model drift
Acceptable
accuracy
Register model Deploy &
host model

Inacceptable
. Import data Analyze & Check for bias & data  Export prepared : Train model, & accuracy
: from different visualize to issues; clean data, data; register . validate accuracy,

sources understand data and create features features : and check for bias
' : Alert afpd stop

~ 66% data scientists' time

Data transformation for inference
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Data preparation: Common challenges
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Single application for end to end data prep
Data import, analysis, cleansing, feature engineering &
production

No code / low code
Visual data analyses, 300+ built-in transforms, custom
code library

Amazon SageMaker
Data Wrangler

The fastest and easiest way
to prepare data for ML

Scalable to very large data set
Backed by serverless Spark processing jobs

Easy to operationalize

Schedule jobs, register features with SageMaker Feature
Store, automate data prep workflows with SageMaker
Pipelines
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How SageMaker Data Wrangler works

O O -]
O 8,0, £
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Amazon Select & query  Understand Cleanse & enrich  Improve accuracy Operationalize
SaQEMaker from a wide variety of  Detect quality issues  Perform feature Estimate model Export data, run or
Data Wrangler data sources using and bias with built-in  engineering with 300+ performance, accuracy schedule job, deploy data
A faster, visual way SQL visualizations, built-in data transforms & diagnose potential flow for in;erehqie,
to aggregate and analyses, & Aquon issues automa'Fe or
SageMaker Clarify production

prepare data for
machine learning

Interactive Production
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Quickly connect to data sources

&5 o Ve o ket e « Connect to multiple data sources
Import data

Select a data source to import data and create a Data Wrangler flow. L Amazon S3, Amazon Athena, Amazon RedShift,
Data Wrangler > Amazon EMR > SQL Explorer Snowfla ke’ Databricks

Dat SQL Explorer 1 i
ata sour = Salesforce Genie (Preview)
Q

£ AWS Data Catalog
select * from airlines_2008 lim
wt= AIRLINES_DB _
B = NEW Amazon EMR
w Tables AND dayofweek = 3 azon

i airlines_2001 . SAP

I airlines_2002- SAP

m ines_2003 - SAP

Available ©

| i 00 5 - Support for common file formats:

i airlines_2009. SAP u CSV, Parquet, JSON and JSONL, ORC,

i airlines_2010. SAP

S | Database tables
New data sou i aitlines_2012.- SAP ® Run to preview
SR AR % j:::::i:jz:g Query results Table preview Schema
ey T=c:; :'::';‘:LZ"”'SAP airlines_2008
e +2a TPCH_SF1 Joar ¢ | month fayotmonth s F week # | deptime s ° Explo re data WIth S3 brOWser or SQ L
Datad joua 3 1 f laz? explorer’ and sample data
: ) = Sampling strategies: top-k, random, stratified

Cancel L TopK samplingm EP

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
)



New: Support 40+ SaaS data sources

Set up data sources via Amazon AppFlow

New data sources 40

Set up AppFlow data transfer and Glue Catalo

o

CircleCl

Github

e

LinkedIn Ads

B8

Stripe

aws
~—

[2

DocuSign

Gitlab

&

MailChimp

=)

SurveyMonkey

o}

Google Analytics

3

Microsoft Teams

Typeform

@

Facebook Page
Insights

Q

Google Search

al

Quickbooks

Zendesk Sunshine

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

jed data sources.

-

Freshdesk

Instagram Ads

i

SendGrid

Zoom

Explore & import data using SQL

Data Wrangler > Import data

SQL Explorer

B AWS Data Catalog
«ss AIRLINES_DBE
¥ Tables
airlines_2001 - SAP

m airlines_2002 - SAP
i airlines_2003 - SAP
m airlines_2004 . SAP
m airlines_2005 - SAP
m airlines_2006 . SAP
m airlines_2007 . SAP
airlines_2008 . SAP
airlines_2009 - SAP
airlines_2010. SAP
airlines_2011. SAP
airlines_2012 - SAP

airlines_2013 - SAP

airlines_2014. SAP

il airlines_2015. SAP

=2s TPCDS_SF10TCL

«2a TPCH_SF1

Cancel

>

SAP OData > SQL

Explorer

ct * from airlines_20@8 limit
: month = 5

AND dayofweek = 3

(® Run tapreview
W

Query results

airlines_2008

2008
2008
2008
2008
2008
2008
2008

2008

Table preview

Schema

FART)
1927
2118
1005

731

Q Top-K sampling Import query



Understand data & identify quality issues

Histogram: Late flight day of week and morning

aws
~—

Create Analysis
Create a visual analysis of your data
A 1 "4
Quick model [ | A € Back to all analyses

TARGET COLUMN @

Histogram of target column “age”

Outliers

Importance

. Mot outlier

B outlier

Frequency [%]

10 20 30 40 50 &0 70 80 90 100 110 120 130 140 150 160 170 491

The orange bars contain outliers and the value below them is the outliers average,

) Skewed Target

Valid
Missing
Outliers
Mean
Median
Min
Max
Skew

Kurtosis

The target column is skewed and contains outliers, As the outliers induce high errors when optimizing MSE (or similar loss functions) the ML

algorithms tend to focus on them while training the model. That might result in sub-par prediction quality for the non-outlier samples. In case
you are interested in predicting extreme values well or plan to apply an algorithm that has the ability to handle outlier values there is no need for
further action. However, if extreme values are not the point of interest consider removing or clipping them using the _Robust standard deviation

numeric outliers_ transform under _Handle outliers_.

Triggered when the target column includes outliers and it's skew is larger than 3

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

79.46%

1.12%

0.99%
35.65631355932203
28

0.42

884.0
10.48812753659785
117.3756491932089

« Popular visualizations &
ML-powered analyses

* Quick model to predict model
performance with prepared data

- Data insight report
* ldentifies quality issues & bias
in features and target
 Recommend transform to
fix issue
* Snapshot before and after



New: Automatic visualization

¢ Data flow

Data type / Transform: titanic.csv

16 vCPU + 64 Gib | @ Get help

Data Analysis Training

Email Start date Salary Region Age Gender sibsp

\|

8,309 Categories

I|I|l||”|||||"l|| .,,,.lll"ll“h"hl.# II...-- ||I||II“|II|"||I. -

Jan 2012 - Aug 2019 78,000 — 310,000 123 | 7 Categories & | 0-70 3 Categories do | 3Cat

Understand data dlstrlbutlon and identify potential issues

aws

N1

tiara.bosco@gmail.com 8/15/17 130,000 midatlantic 30 female 1
magdalen13@hotmail.com 2/11/12 200,000 northwest 25 male 1
connor.donnelly@hotmail.com 1/31/14 82,000 northwest 48 male 0
wlakin@rippin.info 9/18/16 220,000 west 63 nfa 1
considine.ettie@yahoo.com 5/30/14 160,000 northwest 39 male 0
klang@hotmail.com 1/28/17 % 130,000 west 53 female 2
ernser.sarah@hotmail.com 10/28/12 110,000 midwest 71 female 0
bjakubowski@hotmail.com 3/4/16 90,000 northwest 47 male 1
jacquelyn88@dibbert.biz 12/10/13 94,000 west 18 female 1
wilkinson.mazie@kessler.com 8/2/19 112,000 west 24 24 0
nkoelpin@balistreri.info 4/21/12 105,000 west 26 26 0
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Easily clean data and engineer features for ML

« With 300+ built-in
transforms

« Added: Time Series,
Train/Test split,
Dimensionality
Reduction, Multi-
collinearity, PCA...

« Multi-column support

« Search to quickly find
transform

aws
~—
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< ADD TRANSFORM

Q, Search transforms

Custom formula

Define a new column using a Spark SQL expression to query data in the current
dataframe.

Custom transform
Use Pyspark, Pandas, or Pyspark (SQL) to define custom transformations.

Balance data

Balance the data for binary classification problems using random oversampling,
random undersampling or SMOTE.

Dimensionality Reduction

For the top K principal components, trains a model to project vectors to a lower
dimensional space.

Encode categorical
Convert categorical variables to numeric or vector representations.

Featurize date/time
Encode date/time values to numeric and vector representations.

Featurize text
Generate vector representations from natural language text.

Format string
Clean and prepare strings using standard string formatting operations.

Group by

P

< ADD TRANSFORM

Q timd

Time Series
Transformers to preprocess and manipulate time series.

Featurize date/time
Encode date/time values to numeric and vector representations.

Encode categorical
Convert categorical variables to numeric or vector representations.

Related: time

Featurize text

Generate vector representations from natural language text.
Related: time

Handle missing

Replace, drop, or add indicators for missing values.
Related: time

Handle outliers

Remove or replace outlier numeric and categorical values.
Related: time

Parse column as type

Cast a column to a new data type.

Related: time

Search and edit

Find, replace, split, and otherwise transform input string values using search and
edit functions.

Related: time



Custom transforms & code snippets

Panda, SQL, PySpark
< CUSTOM TRANSFORM X

Use Pyspark, Pandas, or Pyspark (SQL) to define custom
transformations. Learn more. [/

Python (PySpark) X v

from pyspark.sql.functions import col, round
df = df.withColumn('duration’,
round((col("tpep_dropoff_datetime").cast("lon
gll)_
col("tpep_pickup_datetime").cast("long"))/60,
2))

df = df.drop("tpep_dropoff_datetime")

Clear Preview m

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Common code snippet library

< CUSTOM TRANSFORM X

Use Pyspark, Pandas, or Pyspark (SQL) to define custom
transformations. Learn more. [

Name
Optional
Python (PySpark) X v

« Search example snippets
Search for a sample snippet @

‘. Select... v .

Uniform sampling

Stratified sampling

Get top k rows

Get bottom k rows

Rename a column

Rename multiple columns
Rename columns by the pattern
Delete columns by name

Delete several columns by prefix

- N . . res

CUSTOM TRANSFORM X

Use Pyspark, Pandas, or Pyspark (SQL) to define custom
transformations. Learn more. [

Name
Optional
Python (PySpark) X v

« Search example snippets
Search for a sample snippet @

Stratified sampling X v

Description

Extract samples from each group (defined by the column value). Each
group has its own sampling rate or the absolute number of rows to
sample.

Code snippet

strata_column = "col_1"

fractions = {"classl": , "class2": }

df = df.sampleBy(strata_column, fractions, seed=0)

Your custom transform



Visualize data processing workflow steps

Data flow Jobs

« Record all the steps in
a data flow graph

Data flow

o Easi ly n avig ate, view == L e =L =S =h
the order of *
transforms, modify,
and delete steps
iteratively

uuuuuu

 Join and concatenate
operators in the DAG = @

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
\-—;’



Export to S3 or SageMaker Feature Store

< Transform 16VERU +64 GIB
Export data

Export your data in your current session to S3.

r ,
) 16 vCPU + 64 GiB | @ Get help |
Amazon 53 location ¢ Data flow ‘z

s3:./lsagemaker-us-east-1-943280545934/
File type saimiter Add @ Feature Store destination

CSV (*.csv) v Comma (
Export the data that you've transformed to Amazon SageMaker Feature

KMS key ID or ARN @ Store. Feature Store helps you store the features from your data into
one place without needing to do additional processing. Learn more. [£

Optional
Search for a Feature Group and choose one as the destination for
your data flow.
Feature Group
Search for a Feature Group C
Create Feature Group
Name Date created | Validation
© new-hotel-bookings-fg  2022-06-04 01:58:2... Click this message to have Data Wrangler validate the schema of the dataset witt
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Scale to very large data set with processing job

Data low | create o * o Create a serverless
® i processing job to scale to

Instance type

e omn o — B billions of rows of data
R via Ul & APIs

+ Spark memory configuration

Driver memory in MB @ Executor memory in MB @

56360 56360

B Optional Optional [ ] Refit tra nSfo rm fo r fu |.|.
- S [_’(_] —+ n + Ne uration
: dataset

\._ h > Associate Schedules . NeW Configure job
partition settings and
Spark memory

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Schedule job

2. Schedule job to run on an hourly, daily,
1. Create custom parameter for S3 source path weekly, or custom schedule

Import Data Flow Jobs
Edit S3 source: part-0.csv

Enter the S3 URL of a file or prefix (folder) in the text box, or use the following table to browse S3

Create job X

lify.

o chfigllra inh
S3 URI path

s3://sagemaker-mohave-test-infrastructure-alpha-us-west-2/multifile-import/csv/Singleslevel/part-0icsv Instance type Create new schedule

ml.m5.4xlarge
S3 / sagemaker-mohave-test-infrastructure-alpha-us-west-2 / multifile-import / cs'

CREATE PARAMETER Schedule name

DO

X

Object name S > Addition
Name
® I few-files New Demao Schedule
all_csv
@ I few-records
“  Associat
i Type Run frequency Every x hours On days Start time
@ B nested Pattern v Select sche
@ M no-header Recurring v L Select Days v 0:00
Value
@ M single-level Q Ser
A\.csv
o Select days
v Some Python Regex Patterns EREEA ¥
Learn more. Tuesday T (] Monday Tuesday [] Wednesday Thursday [] Friday [ Saturday [ Sunday
o Matches zero or more of any character, excluding Suvksg
: newline characters. Weekly Sy Preview Schedule
Matches one or more of any character, excluding E .
* newline characters. Daily Runt = Upcoming accurences
\d+ Matches one or more of any decimal digit. March 30, 2022, 4:00:00 pm uTC-07:00
Description March 30, 2022, 5:00:00 pm UTC-07:00
LD il i March 30, 2022, 6:00:00 pm UTC-07:00
Cancel Create Previous March 30, 2022, 7:00:00 pm UTC-07:00

March 30, 2022, 8:00:00 pm UTC-07:00

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Train & deploy model using autoML

WITH SAGEMAKER AUTOPILOT

< Data flow

Data types - Transform: titanic-dataset.csv

Data Analysis Training -

Export data and train a model with SageMaker Auto

Amazon Sagemaker Autopilot trains models on data stored in an Am
data to an S3 bucket to automatically train a model using SageMake

Amazon 53 location

s3./lsagemaker-us-east-1-943280545934/

File type
CSV (*.csv)

KMS key ID or ARN @

Optional

16VCPU+64GB [ @ Gethelp

Create an Autopilot experiment
When you create an Autopilot experiment, Amazon SageMaker analyzes your data and creates a notebook with candidate model definitions.
This notebook provides visibility into how models are selected, trained, and tuned.

‘ Experiment and data details >> Target and features >> Training method > Deployment and advanced settings Review and create

Deployment settings
Auto deploy creates an endpoint that deploys your best model and runs inference on the endpoint. Inference incurs account charges, but you can modify or delete the endpoint.
Learn more [4

Deployment option @

Auto deploy best model with transforms from Data Wrangler v

Auto deploy endpoint name @
SageMakerEndpoint-DDMMYYYY

Advanced settings (optional)

i (Tt e Specify the type of machine learning problem for Autopilot to solve.

8L R TR iuT Select the machine learning problem type ®

Runtime Auto v
Access

Encryption

Security

Project

Tags

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Automate data preparation in ML pipeline

WITH SAGEMAKER PIPELINE

Validation complete 0 errors Done

R [ 3
= R *
Transform Transform Acd Serstonn Visualization
Transform: titanic-dataset.csv Transform: Add analysis post transform
Train model
Get data insights
Add destination >
Export to > | Amazon S3 (via Jupyter Notebook)
Join SageMaker Pipelines (via Jupyter Notebook)
5 Concatenate Python Code
- Delete SageMaker Feature Store (via Jupyter Notebook)
-
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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New: Deploy data flow in Inference endpoint

WITH SAGEMAKER INFERENCE PIPELINE

Validation complete 0 errors Done

() . [__(’_'] E +| Destination |;E|

Transform Transform o L S3: transformed-final: 1st Join
Transform: 1st Join Transform: | 444 analysis
Train model @R
Get data insights
Add destination >
Export to > | Amazon S3 (via Jupyter Notebook)
Join SageMaker Pipelines (via Jupyter Notebook)
Concatenate SageMaker Inference Pipeline (via Jupyter Notebook)
Delete Python Code
+ SageMaker Feature Store (via Jupyter Notebook)
(]
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Data preparation with SageMaker Data Wrangler

END-TO-END SOLUTION TO IMPORT, PREPARE, AND SCALE TO PRODUCTION

( ) g
Amazon S3
SageMaker 9 Manual export
—>
Amazon Athena 9 Sample/small Data Wrangler
medium data
Amazon Redshift
Jdb »  SageMaker SageMaker
»o& Snowflake Data Pipelines (8] hosting Feature
4'~ o Store
@ Databricks
Amazon EMR 6 Full large dataset : e Ul el ehiEss: SageMaker
(new) Processing job > Autopilot
@ 40+ SaaS
A data sources
L J G J
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Demo: Use case

Loan default analysis and classification

@ SageMaker Data Wrangler

Data
Data insight i
ata insights Data analysis transformation

Transformed

dataset

Salesforce

dws
~—

0 Full dataset ﬂ@

v©

Processing job

Amazon
S3

?

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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% Amazon SageMaker Autopilot

Train
model

Evaluate
model

N

Predict 1




SageMaker Data Wrangler

USEFUL RESOURCES

« SageMaker Data Wrangler deep dive workshop - bit.ly/3tQweCl
« SageMaker low-code workshop - bit.ly/3SM8k5z

« Official developer guide — docs.aws.amazon.com/sagemaker/latest/dg/data-
wrangler.html

« Blogs - https://go.aws/3i92b6f

« Code examples — github.com/aws/amazon-sagemaker-
examples/tree/main/sagemaker-datawrangler

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved
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https://bit.ly/3tQweCI
https://bit.ly/3SM8k5z
https://docs.aws.amazon.com/sagemaker/latest/dg/data-wrangler.html
https://go.aws/3i92b6f
https://github.com/aws/amazon-sagemaker-examples/tree/main/sagemaker-datawrangler

2

...““_ul..l.r...l.
_m_,.u_,._r._a

3tQwe(l

it.l

Wrangler workshop

SageMaker Data

b
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https://bit.ly/3tQweCI

Thank you!

Arunprasath Shankar Huong Nguyen
arunprsh@amazon.com huonguh@amazon.com
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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survey in the mobile app




