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Agenda

How does data governance help you become data driven?
Data governance patterns with AWS analytics services

Prudential Financial Services data journey
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Data driven themes we hear from customers

THE TRANSFORMATION IS CHALLENGING, REQUIRING A STRONG VISION,
NEW CULTURE, SKILLS, AND TECHNOLOGY

f}k W
Understanding what ldentifying and Creating sponsorship
“great looks like" prioritizing use cases & business case

Creating a data- Gaps in skills and Data privacy, security,
driven culture technologies compliance, and governance
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Data governance is essential
to being data driven

Only

8 5 O/ of businesses want 3 7 O/ have been

O to be data driven O successful
“Data governance is no longer optional “Organizations lack data knowledge for
for enterprise organizations. They are efficient and effective data governance
finally realizing the value of data as an activities; 30% of time spent on data
asset that needs to be protected, governance is wasted.”
managed, and maintained to increase
asset value.” IDC
IDC

AWS 62022 Amazon Web Services, Inc.or s affiliates. All rights reserved. Stat Source: Forbes Online; New Vantage Partners — Big Data Executive Survey
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Definition

Data governance is the collection of
policies, processes, and systems that
organizations use to ensure the quality
and appropriate handling of their data
throughout its lifecycle for the purpose
of generating business value

aW% © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved



Data governance starts with business

Data Business
Profiling Data Quality Strategy VY
S =
> —— £ @
Data /
Classification Secure, Store, and

XL

E
\ ncrypt l

/ OPERATING
MODEL o
gz (] digesSt o, Catatogoand _lg%

L o, 125 o Cetdtogand |- L
%O 0 &pdo y PEOPLE, PROCESS, 0@!@8?@ O(g

Integrate ,\ TECHNOLOGY /
Producers Consumers
) 3_ olo Manage,
Teams that want v olo| Control, and “Teams that want
to share data” Data and Optimize to use data”
Lifecycle \ —~ —
v —)
X — — Data Curation, Data
Secure, Store, and Inteﬁiféc;oneand
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How do AWS services help?
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Data governance across the data pipelines

#1: Automate Data Ingestion, Classification and Quality #3 Share Data to Data Consumers

Automate the creation of reusable data pipelines within the Share data so that data consumers
enterprise, define data quality rules, and establish data can build new insights
classification tagging that can drive permissions

[R—— 5 ’,':c | s
— e | Y - > . 0000 - > —
:( ;1: store %

Amazon S3 AWS Glue Data Catalog
and AWS Lake

Formation Consumers

Producers

\ )
|
#2 Catalog Data to Make It Useable
Manage a data catalog so that data can be found
easily, access can be requested and used to make
decisions

aws Publish new data products

N1
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Automate data governance on ingestion

Automate Inconsistent Complying with

Ingestion Pipelines Performance, Regulations
Reusability, and Quality

AY
) \ 3
> ~ | ~
\ \\ = >Em
\ \‘-
A q - o
\ >->H

\ A >

‘mm
User and use case driven Data stored how it arrived Classify and tag PIl data on the way in
Automate CI/CD pipelines Inconsistent data formats Build data lifecycle policies

Many data sources (RDBMS, files,

Leverage data profilin
streams, Saas) 2 > 2

Standardized data quality rules

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Example automation data ingestion & store

Data
Q Classification
Data
Profiling
l;@ Data Quality

Secure, Store, and
Encrypt

% Catalog

Py AWS Data Ops
v Development Kit

(AWS CDK)

XL

aws
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#1: Automate Data Ingestion, Classification, and Quality
Automate the creation of reusable data pipelines within the
enterprise, define data quality rules, and establish data
classification tagging that can drive permissions

Amazon Amazon S3 Data Quality Amazon S3
AppFlow Raw Cleansed

S3 Event Crawler with Pll Tags ~ AWS Glue
with Custom Classification/Data Data Catalog
Profiling

Lake

Formation
Pll Tags for
TBAC

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.




Catalog your data for findability

#1: Automate Data Ingestion, Classification, and Quality #3 Share Data to Data Consumers

Automate the creation of reusable data pipelines within the Share data so that data consumers
enterprise, define data quality rules, and establish data can build new insights
classification tagging that can drive permissions

- =2
8= i~ Store ) ” | %

Amazon S3 AWS Glue Data Catalog
and Lake Formation

Consumers
Producers

\ )
|
#2 Catalog Data to make it useable
Manage a data catalog so that data
can be found easily; access can be
requested and used to make decisions

aws
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Crawl datasets to remove heavy lifting =

Sl ettebies Crawlers - Automatically discover new data and extract
mazon o« e,

Amazon DynamoDB schema definitions

Delta Lake

Amazon Redshift
Amazon Aurora

MariaDB Detect schema changes and maintain tables, determine
e partitions on Amazon S3

MySQL
Populate and maintain the g;?;‘%?eSQL
AWS Glue Data Catalog MongoDB

= —— Use built-in classifiers for popular data types such as PlI
Snowflake DB (New) or create your own custom classifier using Grok

Add't Catalog w/o Crawlers exp ressions
AWS CloudTrail

| Kafka
Connect to data and And others... . . .
infer schema Profile data to share table statistics through a single

catalog (New)

|
—n D N . 5 s N .
= ? % @ §<> Run on demand, incrementally, on a schedule, on an
event, or catalog data built in AWS Glue or
Amazon AppFlow (New)

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.



Amazon DataZone extends the AWS Analytics
Sta C k Analytics

ORGANIZATION-WIDE sg:@:re::uif:;“ e
BUSINESS DATA
CATALOG = o . . mazon
,,'. \‘\\ Dl-:ltaZone ( ™\
GOVERNANCE AND [ /20N - 5 &
ACCESS CONTROL '.‘ 8 ,: Projects Automated Business Data
\ , access control Catalog
\\ Teams y ' Amazon DataZone
SIMPLIFIED ACCESS R ¢ e > 5 ]
TO ANALYTICS - Lti?ke !6 Acxcess Glu:Data
ormation Control Catalog —

DATA PORTAL

S
Data’lake
Amazon'S3

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved
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Share your data easily

#1: Automate Data Ingestion, Classification, and Quality #3 Share Data to Data Consumers

Automate the creation of reusable data pipelines within the Share data so that data consumers
enterprise, define data quality rules, and establish data can build new insights
classification tagging that can drive permissions

Amazon S3 AWS Glue Data Catalog
and Lake Formation

Consumers
Producers

\ )
|
#2 Catalog Data to Make It Useable
Manage a data catalog so that data
can be found easily; access can be
requested and used to make decisions

aws
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Simple data sharing with Lake Formation

Single Account Hub and Spoke Data Mesh Business to Business

PRODUCER

/V
LAKE / LAKE i_,

> | FORMATION g > | FORMATION
\ \\A

: LAKE / -
\ -

Centralized Hub and Spoke Data Mesh
Single Account Multi-Account Central Governance Multi-Customer
Simple to get started Cross-organization Organizational autonomy Cross-organization

dws
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Lake Formation permissions model

7 ¢ 8 & B

&

. . . . Amazon AWS Amazon Amazon Amazon Amazon 3'd Parties
- DB-style fine-grained permissions on resources  QuickSight  Glue Aathena L SagehaR
+ Scale permissions management Lake T /
Formation Tag-Based Access Control (LF-TBAC)
Lake Formation
- Unified Amazon S3 permissions
Permissions Data catalog

- Integrated with services and tools

« Easy to audit permissions and access

Amazon S3-
Based Data Lake

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Leverage Lake Formation TBAC to
scale permissions

Define LF-Tags Assign LF-Tags to resources Create policies on LF-Tags
<stage> DB: WebLogs :Q:

.
Jrj IAM user/role
% <stage=Test> .
] il O
—i <stage=QA> | C )
Jj [ AD users and groups
— <stage=Prod> (SAML assertion)
Specify who can assign Tag databases, tables, columns Scale by applying permission
on LF-Tags

LF-Tags and values
LF-Tags are hierarchical and may

be overridden

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Automate data sharing

AN OPEN APPROACH TO DATA SHARING

: Business Data Catalog

£ /

A4

&
Y Data Consumer

r H Al
Amazon Pa?:'t‘:es Data. All 'L’\L\Tha::: A?:/Iz;n R::.if,?fr;
................. S & SO .. 1.4 .
A > Enable personas to discover, understand,
Request Access Query from client services consume, and request access
et Data catalog > Abstract complexity through automation
Data attributes
AWS Lok POty control > Enforce governance through data
E Datacatalog £ 2 “2'¢  Data permissions classification built into LF Tags
D ....... D ......... e I ....................................... E > Extend data marketp[ace Capabi[ities to
; Data bomain : third-party catalogs
—>i
Data Amazon
: Lake Redshift
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Key takeaways

- Automate ingestion pipelines and include compliance controls, standard data
quality rules so data engineers can move at the speed of business

- Automate cataloging, classifying, profiling your data through crawlers and make
that data available via a business catalog

- Automate the management of tag-based access control to ensure data is
protected through the data lifecycle

 Automate sharing of data so users in one interface can find the data they want
and immediately start working with it

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Prudential enterprise
data platform

Shihas Vamanjoor

Vice-President, Enterprise Data Platforms
Prudential



Agenda

About Prudential

Challenges

Solution — concept, journey, engineering, features, and experience

Lessons and business impact

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Prudential

* Founded in 1875 with headquarters in Newark, NJ

* Provide insurance, retirement planning, investment
management, and other products and services to
retail and institutional customers

« $1.7 trillion in assets under management

50 million customers in over 40 countries

(# Prudential

aWS, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved



About me

Shihas Vamanjoor Product Owner
Enterprise Data Platforms

Delivering data innovation at scale
 Programmer, engineer & executor

« Data platforms, data portals, marketplaces,
lake houses, analytics

* Financial services, telecom, manufacturing,
media & entertainment

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Data athletes

VALUE CREATOR CHALLENGES

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Hard to locate data
+

Long time to access
+

Lots of human engineering
-+

Complex governance
+

Tedious & Repetitive work

Long time-to-value



Desired experiences

Simplified
Data Discovery

What? Make finding
data for insights as
easy as shopping at
Amazon.com

with ability to
comment/rate
datasets

Why? Find data
in seconds versus
days/weeks

>

Automated
Data Onboarding

What? Automated
data onboarding for
various ingestion
patterns with
governance &
controls

Why? Data made
available within 1
business day post-
approval versus
weeks/months

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

Human Engineering

Remove yak
shaving to make curators
more productive on data
transformation to meet
business needs (ML,
analytics, Bl)

Reduce data
curation taxes with
maximal auto-generated
standardization

Data Consumption

Automated
data access and data
sharing via embedded
governance

Rich data
ecosystem to enable
collaboration and
innovation at much
faster clip



Data platform: Concept

Cataloging & Discovery One-Click Data Onboarding

Automated Data Governance and Data Privacy By Design

<

LU

-—=a One-Click
Access Provisioning

Highly Automated

Data Processing

L ___ ASSiSted/U n- T Interoperability
RAW form Assisted Model USEFUL form
Options @

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Our journey

9 MONTHS AND 4 RELEASES LATER:

Multi-tenant lake
house

Built-in standardization

& protection

Marketplace-style
discovery platform

Q122
|

Q3 ‘22
|

A 4

Q4 ‘21 * Shopping cart
onboarding & access
provisioning

* Unassisted lake house
pipelines

 Low-code assisted
curation

aws © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Team

ENGAGE ENGINEER SUPPORT
[ 4 o [ J

° * Business SME » Data Engineer * Cloud Engineering * Informatica
* Project Manager * DevOps Engineer » Database Engineering * Cloud Security
* InfoSec « Data Analytics
Product Owner
« Engagement Manager * Lead Data Architect « Cloud Infra Architect
* Sr. Practice Manager * DevOps Engineer « Security Consultant

« Data Engineer

°
w Prudential Financial AWS

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Architecture

THE PLATFORM

IS SERVERLESS, MULTI-ACCOUNT, MULTI-TENANT,

LOW-CODE/NO-CODE

. Corporate data center

E AWS Cloud

5

RDBMS
Inegest though JDBC

E)

Data Files

B

RDBEMS
Ingest through Replication

SaaS Apps

8

SFTP

OneClick Landing Account

AWS Gilue

AWS DataSync

AWS Kinesis family

AWS DMS AWS Transfer
Family

AWS Data
Exchange

Amazon
AppFlow

it

Marketplace

%

AWS Glue

T
=

Landing
Bucket

AWS
CodeCommit

.
.

AWS
CodePipeline

AWS Glue DataBrew
Bucket

(=1
> =
o
~-g— B —
Raw

OneClick Lake House Account

&=

Standardized
Bucket

Amazon Redshift Spectrum
Standardized Database

E.

Assisted Engineering

(=
—_—>

Transformed /

OneClick Data Governance Account

@

Data Catalog

Table
E Column
Tags

Marketplace

@

AWS Lake Formation

Curated Bucket

h \
i 1
) h
' h
' |
' H
' :
' i
\  AWS Glue Studio H
: .
i |
' h
' \
' 1
i H
' :
' |
' H

AWS Glue DataBrew
!

Data Catalog

Table
Column

Tags o=

AWS
CodeCommit

Producer
Bucket E:?
g
AWS
- CodeCommit
Amazon Athena Amazon Redshift AWS

CodePipeline

AWS

CodePipeline

Third Party Feeds

aws
~—
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B Cororate data center 109 - New - Landing Account - Transient 110 - EDP L Account 111 - NEW - EDP Governance Account
’ Logging, Monitoring & Auditing assisted Step Funciions ] Assisted Step Functions
: o Confirm the need of
Databases - Data Catalo
C Orchestration is 2 9
currently not shown
Request 2
Data Sync AWS Glue catalog DynafnoDB AWS Glue catalog
C\P DynameDB  AW'S CloudTrail Amazon CloudWatch @ @ @ (TBC)
0 event Grant access to Operational > OC),":I}O
l:! - o Metrics
= §3 buckets Grant Access to Nady
Streaming Source Data Transfer Consumer Account
& pamm— Objects
R Dat [ — | Cross Account
equest Data Load Requests Queue
A AWS Glue Trangfer Trigger RAW Zone Standartiized Zone AWS Glue Curatd Fone
Grant Access
| to EPP Objects l’l\]
Flat Files v | E
Class. & ) /) Craller AWS Lake Access
(L «— —] o\l Formation Orchestration
= Token. -
Cross Account
Dat Requests flotiication
ata
DatafSync o EG2 - Dhtaguise AWSKMS AWS Glue Databrew
@ l @ De-tokenize 066 - EDP Consumer Account
Unassisted - standard flow the code is generated automatically on the fly using a
Execute Unassisted standard framework
— . .
Tokenizatiol Onboarding For Onboarding Assisted - only base data has been loaded view Axon. New data needs to be Grant access to
Application Servers. Landin < wgger created and this process does likely not start from Axon. Itis a development work. c bi
2 9 99 onsumer objects Grant Access to
s N rigger Scan Consumer Account—— -«
.
' a i Landing Zone Langing Provisiorfing Zone Metadata EC2 - Dataguise Objects !’.\]
H ' Orchegtration (Limited to Standardized and Curated)
' CRM ! Access Orchestration Cross Account
1 i Requests Queue
' ' Connect
' i Scan Scan | ‘
H ' Metadata Metadata
! ' Operational
|
M
H Apps ' elrics Informatica EDC
o R Spectrum/ >
______ - Manifest Assisted Tasks S
Files
o Configuration Athena DynamoDB Data Gatalog
@ informatica Cloud| Fornfation
AWSKMS DynamoDB
( _ Scan - Grant access to
L e B Source Systems Scanning Execute Cart Metadata ?J radshift tables
Reguest
Informatica iCS
Amazon SageMaker Ath
sedhire Adent Axon Radshit Sag Amazon Redshift ena
Need to discuss
Add new entities
0 catalog about Consumer
Update user acting as a producer




User experience — Data onboarding

ARCHITECTURE TO ON-BOARD DATA INSTANTLY FROM THE DATA MARKETPLACE

Landing account Lake house account Governance account
N e 5;: Deployment AWS Step Functions %;12" Deployment AWS Step Functions EZE: Deployment AWS Step Functions
Manifest file DataSync on-  AWS Glue on-premises AWS Glue DatabBreW AWS Glue bataBrew ]

premises to landing to landing profile job standardize job

AWS Glue Register bucket
Crawler in Lake Formation

AWS Glue landing Eyent schedule AWS Glue Amazon Redshift
to raw Crawler Spectrum

Scheduled to run subsequently based on refresh schedule

Data marketplace and Develop new ingestion patterns Less development effort

approval workflow Landing account Lake house account Governance account

%: Execution AWS Step Functions E::C‘l Execution AWS Step Functions %: Execution AWS Step Functions
= =

o Pll identification e
—

Pl > I
Landing bucket Raw bucket Standardization  gtandardized Creates  Send response to

bucket metadata marketplace

Data athlete

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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User experience — Data lake access

ARCHITECTURE ENABLES INSTANT DATA SHARING TO MULTIPLE CONSUMERS

Governance account Consumer account
N e Consumer browses data marketplace
> > and requests access to data lake asset(s)

Manifest file Governance bucket Consumer bucket

permission mapifest location o) th ti d JSON

nce the request is approved, a
o Ql Gl manifest file is created
%:: Permission Step Functions %::‘:" Permission Step Functions
@ Manifest file(s) is pushed to S3 bucket,
which initiates access provisioning

AAA Arn

Data marketplace . - .
Access is provisioned to the consumer if

the consumer is user of the governance
account

Grant access to Grant access to Grant access to
local consumer

local consumer consumer account
persona persona

.
Send response to
marketplace

If the consumer is a user of consumer
account then the cross-account grants
are provisioned

Trigger file to
consumer account
Access is provisioned to the consumer in

the consumer account

Consumer user

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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User experience — Data warehouse access

ARCHITECTURE ENABLES

INSTANT DATA SHARING TO MULTIPLE CONSUMERS

Lake House account

Manifest file

2]
T

Data marketplace

o/

Consumer user

aws

N1

>

Lake house bucket

permission ma[ifest location

E(; Permission Step Functions
—_

Create Amazon Redshift
data share

Grant data share access
to consumer account

Consumer account

Trigger file to
consumer account

© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Consumer bucket

o,

E::C‘l Permission Step Functions

Grant access to local
consumer persona

Send response to
marketplace

Consumer browses data marketplace
and requests access to a data warehouse
asset(s)

Once the request is approved, a JSON
manifest file is created

Manifest file is pushed to the S3 bucket,
which initiates access provisioning
pipeline

Amazon Redshift data share is created
and shared with the consumer account

Trigger file is pushed to the consumer
account, which kicks off access
provisioning pipeline in the consumer
account

Access is provisioned to the consumer in
the consumer account



Key lessons learned

v" Clear vision of end state

v Automate governance at every step
v' Stay focused on your users

v Small but talented team -

v Continuous learning

v Value in trying, value in adjusting

v Build what you can support

aWS, © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.



Our business outcomes

Inclusion
2 . Increased talent pool via lowered entry barrier by 900%

Time savings
. Cut discovery time by 99.75% (400 hours to 60 minutes)

;;j . Cut data project development time by 88.9% (90 days to 10 days)
- @ . Decreased data access time by 90% (10 days to 1 day)
Cost savings
N . Decrease costs of bespoke data platforms by 98% (50 to 1)
’QC?) . Decrease cost of education by 93.3% (15 skills to 1)
. Decrease cost of development by 98% (500K to 10K)
Governance
. Improved data quality from built-in governance
@ . Improved visibility from data catalog

. Reduced data sprawl via integrated platform

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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How do | get started?

aws © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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AWS programs that support data governance

Want to build adata
vision and strategy?

adWs dri -
> data-driven everything

@ Joint engagements with business
and technology stakeholders

Create an organizational vision
@ for innovation with data to drive
business outcomes

@ Define the first pilot, learn,
and build

Gain business and
IT strategic alignment

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Have a strategy and
need help executing it?

AdWS datalab

\—/‘7

Joint engineering engagements between
customers and AWS

Create tangible deliverables to accelerate
your initiatives

Delivers an architecture, production ready
prototype, and upskilling on AWS services

Come with an idea,
leave with a solution

Need help from strategy to
implementation?

aWS ProServe
v‘-’

Assess your needs; align data
and business strategies

Work closely with AWS experts to build
your data governance framework

Implement at scale to drive business
outcomes

Build your data
governance framework



Getting started: Next steps

THINK BIG

Discovery Workshop

Data-Driven Everything

START SMALL

Data Labs

AWS ProServe POC

SCALE FAST

AWS ProServe

AWS Partners

dws
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Thank you!

Jason Berkowitz Shihas Vamanjoor
jberkowi@amazon.com LinkedIn: shihasvamanjoor
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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https://www.linkedin.com/in/shihasvamanjoor

