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Traditional 
warehousing is not 
built for the volume, 
variety, and velocity 
of data coming into 
organizations

“Analytics requirements are coming 

in from all corners. We don’t have 

enough specialized skills.”

“How do I derive value from growing,  

diverse data, living in data silos?”

“Performance has to be consistently fast. 

Costs are hitting the roof.”
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Modern data warehouse is not a silo
E N A B L E S  A  V A R I E T Y  O F  N E W  A N A L Y T I C S  U S E  C A S E S  W I T H O U T  W O R R Y I N G  A B O U T  I N F R A S T R U C T U R E

Data 
warehouse

Thousands of 
users and 
petabytes 

of data

Self-service 
analytics

Machine learning 
and advanced 

analytics

Data lake 
querying

Operational 
analytics

Real-time 
analytics

Data sharing
Third-party 

collaboration

Data 
warehouse
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Customer 

challenges

Need a cost-effective way 

to run fast analytic queries 

on large volumes of data

Increasingly using data lakes and 

needing to query open-format 

data on Amazon S3 in place

Scale storage independently 

of compute

Elastically scale without 

user involvement

Analyze/query operational 

data in external data stores

Need to query data across clusters 

without data movement

Need analysts outside 

of the data science team to 

do ML (build, train, and 

apply models)

Simplified query interface 

for analysts

High-performance 

query acceleration 

without user involvement 

2012 2022

Amazon Redshift launched as 

the first MPP cloud data 

warehouse at a price 

performance unattainable in 

on-premises MPP DWs

Amazon Redshift Spectrum

Amazon Redshift RA3 nodes

Concurrency scaling

Federated query

Data sharing

Amazon Redshift ML

Amazon Redshift query editor v2

Automatic optimizations

Amazon 

Redshift

Terabytes to petabytes to exabytes

Variety of third-party datasets 

and marketplace of data

Abstracting away complexity 

of capacity management

Real-time analytics 

in the warehouse

Concurrent scaling for writes

Granular authorization controls

Connections to more

identity providers 

Data sharing with 

AWS Data Exchange

Amazon Redshift Serverless

Amazon streaming ingestion

Materialized views

Role-based access controls, row-

level security, identity 

management updates

Amazon Redshift is reinventing data 
warehousing with continuous innovation 
by listening to customers
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Up to 5X better 

price performance 

Out-of-the box price performance 
(On 3 TB Benchmark derived from TPC-DS)

Out-of-the-box price performance 
(On 3 TB Benchmark derived from TPC-H)

Amazon Redshift 

is 5.3x better 

performance

Cloud data 

warehouse C

Amazon Redshift 

is 1.7x better 

performance

Cloud data 

warehouse C

Amazon Redshift 

is 1.5x better 

performance

Cloud data 

warehouse B

Amazon Redshift 

is 1.5x better 

performance

Cloud data 

warehouse B

Amazon Redshift 

is 1.1x better 

performance

Cloud data 

warehouse A

Amazon Redshift 

is 1.3x better 

performance

Cloud data 

warehouse A

Amazon Redshift

Amazon Redshift

Lower is better!
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Price performance at scale with Amazon Redshift
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Modern data 
warehousing with 
Amazon Redshift
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Data warehouse migration with 
Amazon Redshift

Rich ANSI SQL capabilities and tool connectivity

Simpler application development with data API

Native semi-structured and spatial data support

Easy extensibility with SQL, Python, and Lambda based UDFs

Merge, OLAP functions (Rollup, Cube, Grouping sets)

Industry-leading security and access management features, 

out-of-the box at no additional cost

AWS security 

standards and 

compliance 

certifications

Granular 

authorization at row 

and column level

Sensitive data 

protection with 

dynamic data 

masking

Amazon Virtual 

Private Cloud 

(VPC) support

Identity management 

and federation

Auditing and 

compliance

Amazon Redshift

On-premises 

data 

warehouses 

and databases

BI and 

analytics apps

New!

New!
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We simplify and help through all phases of 
your migration journey

AWS tools

AWS Schema 

Conversion Tool (AWS SCT)  

AWS Database Migration 

Service (AWS DMS)

Amazon Kinesis Data 

Firehose

AWS 

DataSync

AWS Snow 

Family

Amazon S3 Transfer

Acceleration

And many more 

Comprehensive AWS Partner ecosystem

This is not a complete list. To view all AWS Partners for this category, visit AWS Partner Solutions Finder. 

This list of partners is current as of October 28, 2022.
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Migrating to Amazon Redshift allowed us to scale to over 
10 PB of uncompressed data with a 10x performance 
improvement over our prior on-premises system. Today, 
it is the center of our analytics environment. Since we 
started using Amazon Redshift, both our data and 
number of users have increased dramatically. We are 
impressed with the flexibility and ease of use, even as we 
scale users and data. We are excited about the new 
Amazon Redshift RA3 instances with managed storage, 
enabling us to scale compute and storage separately. 
We appreciate AWS’s continual innovation on behalf 
of its customers.

Takaaki Sato 
General Manager of Service 

Innovation Department, NTT Docomo



© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

Automatic scaling

Automated patching 

Performance at scale

Backup and recovery 

Automatic compute provisioning

Automatic workload management 

Security and industry compliance

Advanced monitoring

YOU

NOW [GA]

Self-service analytics

Amazon Redshift 
Serverless
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Amazon Redshift Serverless helps us complete our data 
management without having to manage clusters and 
optimizes our cost by provisioning just the right amount 
of capacity to meet demand. Amazon Redshift Serverless 
is reducing the operational burden, lowering costs, and 
enabling scale for the Roche go-to-market domain. This 
simplification is a game changer, helping us rapidly 
onboard and support a variety of analytics-heavy use 
cases without friction. 

Dr. Yannick Misteli
Lead, Cloud Platform and ML Engine, Roche
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Data lake querying with Amazon Redshift

Amazon Redshift

BI and 

analytics apps

• Query structured and semi-structured data 

in Amazon S3 data lake 

• Massive parallelism and high-performance 

querying on exabytes of datasets

• Join data across data warehouse and data lake

• Comprehensive open file format support

• Automatically ingest data as needed from S3 without 

manual data pipelines

• Deep integration with AWS Glue Data Catalog and AWS Lake 

Formation for centralized granular security and governance

Amazon S3 

data lake

Data lake querying
Auto-copy from Amazon S3 

New!
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We were able to easily support the jump from 
30 billion records to 70 billion records a day because 
of the flexibility and scalability of Amazon S3 and 
Amazon Redshift.

Robert Hunt
Vice President of Software Engineering, Nasdaq
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Machine learning and advanced analytics with 
Amazon Redshift

Amazon Redshift

New! 

• Build Apache Spark applications with easy access to data in your data warehouse

• Get started quickly with a fully packaged and certified integration

• Advanced pushdown optimizations to speed up query processing

• Integrated with Amazon EMR and AWS Glue

BI and 

analytics apps

Machine 

learning 

Data processing 

& advanced 

analytics

Amazon S3 

data lake

New!

• Create, train, and deploy models using SQL

• Automatic pre-processing, creation, training, deployment, and inferencing of models

• Amazon SageMaker models for in-database or remote inference

• Supervised and unsupervised trainings

Amazon Redshift

Integration 

for Apache Spark

Redshift ML
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Jobcase has several models in production using Amazon 
Redshift machine learning. Each model performs billions 
of predictions in minutes directly on our Amazon 
Redshift data warehouse with no data pipelines required. 
With Amazon Redshift ML, we have evolved to model 
architectures that generate a 5–10% improvement in 
revenue and member engagement rates across several 
different types with no increase in inference costs.

Mike Griffin
EVP Optimization and Analytics, Jobcase
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GA – Real-time analytics with Amazon Redshift 
on streaming data

Amazon Kinesis

Data Streams

Amazon Managed 

Streaming for 

Apache Kafka

(Amazon MSK)

Amazon Redshift

• Ingest streaming data into 

your data warehouse for real-time 

analytics in seconds

• Handle large volumes of data with low 

latency and high throughput

• Use familiar SQL – no need for complex 

pipelines and infrastructure 

• Generally available for Amazon Kinesis 

Data Streams and Amazon MSK

BI and 

analytics apps

Machine 

learning 

Data processing 

& advanced 

analytics

Amazon S3 

data lake

New!

New! Streaming 

ingestion

Streaming 

ingestion
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JOYME uses Amazon Redshift’s streaming 
ingestion and other Amazon services for risk control over 
users’ financial activity such as recharge, refund, and 
rewards. With Amazon Redshift, we are able to view risk 
control reports and data in near real time – instead of on 
an hourly basis. Amazon Redshift significantly improved 
our business efficiency.

PengBo Yang 
CTO, JOYME
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Analytics with Amazon Redshift on 
transactional data

Amazon Kinesis

Data Analytics

Amazon MSK

Amazon Redshift

BI and 

analytics apps

Machine 

learning 

• Rich analytics and machine learning on 

transactional data without the 

complexity of data pipelines

• Leverage federated querying directly 

on transactional data for exploratory 

analytics

• New! Use zero-ETL integration to 

seamlessly replicate near real-time 

transactional data into the data 

warehouse

Amazon Aurora 

MySQL

Amazon Aurora, 

Amazon RDS (MySQL 

& PostgreSQL)

Federated 

query

Zero-ETL 

integration

Data processing 

& advanced 

analytics

Amazon S3 

data lake

New!
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Data sharing with Amazon Redshift

Amazon Kinesis

Data Analytics

Amazon MSK

Amazon Redshift

Amazon Aurora 

MySQL

Amazon Aurora, 

Amazon RDS (MySQL 

& PostgreSQL)

• Instant, secure, and 

live data sharing across 

Redshift data warehouses 

• Within and across AWS 

accounts and across AWS 

Regions

• Live and transactionally 

consistent

• Flexible multi-cluster and 

data mesh architectures 

BI and 

analytics apps

Machine 

learning 

Data processing 

& advanced 

analytics

Amazon S3 

data lake

Amazon 

Redshift

Amazon 

Redshift
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Data sharing integration 
with AWS Lake Formation

Amazon Kinesis

Data Analytics

Amazon MSK

Amazon Redshift

BI and 

analytics apps

Machine 

learning 

Amazon Aurora 

MySQL

Amazon Aurora, 

Amazon RDS (MySQL 

& PostgreSQL)

• Centrally manage 

access to data shared 

across consumers

• Security and governance 

with granular row-level 

and column-level controls

Data processing 

& advanced 

analytics

AWS 

Lake 

Formation

Amazon S3 

data lake

Amazon 

Redshift

Amazon 

Redshift

New!
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At Fannie Mae, we adopted a decentralized approach to data warehouse 
management with tens of Amazon Redshift clusters across many applications. 
While each team manages their own dataset, we often have use cases where 
an application needs to query the datasets from other applications and join 
with the data available locally. With data sharing, we can enable seamless 
sharing of data across application teams and give them common views of data 
without having to do ETL. We are also able to avoid the data copies between 
pre-prod, research, and production environments for each application. Data 
sharing made us more agile and gave us the flexibility to scale analytics in 
highly distributed environments like Fannie Mae.

Amy Tseng
Enterprise Databases Manager, Fannie Mae

Fannie Mae
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Amazon 
Redshift and 
AWS Data 
Exchange 
integration

Amazon Kinesis

Data Analytics

Amazon MSK

Amazon Redshift

BI and 

analytics apps

Machine 

learning 

Amazon Aurora 

MySQL

Amazon Aurora, 

Amazon RDS (MySQL 

& PostgreSQL)
• Easily discover, subscribe, and consume 

third-party datasets

• License and monetize data by offering 

data warehouse data a as a service

• Live data access – no ETL and data 

copies necessary

• AWS Data Exchange handles subscriptions 

and payments

Data processing 

& advanced 

analytics

AWS Data Exchange

AWS 

Data Exchange

Amazon S3 

data lake

Amazon 

Redshift

Amazon 

Redshift

AWS 

Lake 

Formation
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Facteus consistently strives to bring the highest-quality 
data with the lowest latency to market, and we are 
proud to work with AWS Data Exchange and the Amazon 
Redshift team to make the data available even faster, for 
our Amazon Redshift clients. Delivering our data via the 
Amazon Redshift share results in operational efficiency 
and cost savings for both Facteus and our partners and 
removing potential data ingest errors.

Ben Zweig
CEO, Facteus
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Demo –
Putting this 
all together
A C C E S S ,  A N A L Y Z E ,  A N D  S H A R E  
R E A L - T I M E  D A T A

Streaming

Ingestion

Apache Spark 

processing

Kinesis Data Streams

Amazon EMR

Amazon Redshift

BI and 

analytics apps

Machine 

learning 

Amazon Aurora

Federated 

Query

AWS 

Data Exchange

Subscription

Average procedure 

time & pricing

Patient check-in 

check-out events

Census

Hospital care score Amazon Redshift

Data

Sharing
Amazon 

QuickSight

Amazon Redshift ML

Producer Consumer

Predicted pricing

Amazon S3 

data lake
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Data warehouse 
modernization at
North America Janssen 
(Pharmaceutical Company of J&J)
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Agenda

Challenges – voice of customer

Our journey

Business benefits

Data architecture

Learning & next steps
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We shape the future of healthcare through a diverse team by unlocking the power of 

data through an insight-driven organization for the purpose of improving efficiency, 

generating value by empowering data users to deliver a better customer experience.

North America Janssen (Pharmaceutical Company of 
Johnson & Johnson) commercial business technology

– data & insights product group

Sales & marketing

Medical teams

Data scientists

Market research users

Contracting

Evidence generation teams

1. Growth in business

2. Data growth

3. Data sharing needs

4. New channels

5. New data users & applications

6. Self-service

7. Faster time to delivery

8. Reducing cost

Group

Our vision

Data users

Key opportunities
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Challenges
V O I C E  O F  T H E  C U S T O M E R

Increased cost 

to deliver capabilities

Complex 

data ecosystem

Scalability

Data sharing Faster time to delivery

User base & applications 

expansions

Self-service support

Operational overhead
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Our journey
N A  J A N S S E N  C O M M E R C I A L  

Start 

of our 

journey

2014

Use of 

Amazon 

Redshift 

Serverless

2023

On-prem 

RDBMS to 

Amazon 

Redshift

2015

Foundation

Use of Amazon 

Redshift 

Spectrum to 

optimize cost

2017 2018

Data modernization

Legacy data 

warehouse 

migration

2022

Data 

sharing,

ADX

2021

Migration 

to RA3

Digital transformation



© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

Key business benefits

Support data 

& business growth

Lower carbon footprints

New applications & users

Enabled self-service

Democratizing data & access

Better user experience

Reduce data duplication

Data interoperability

Drive innovation

30% reduction 

on operation cost

50% faster time to delivery

Better capabilities – query, 

usage, concurrency, elastic resize 

(increase scalability) 

Reduced administration & 

operational overheads

Data scientists & citizen

data users

AI/ML capabilities, real-time 

data, data APIs

Ability to scale to 

petabytes (20x growth)

Enable new use cases –

omnichannel, AI/ML

Optimized 

production workloads

Support new, dynamic, and 

changing workloads
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Data producers Data consumers

RDBMS

Visualization

Data extracts 

Dashboards

Operational 

analytics

End user 

applications

RDBMS

RDBMS

RDBMS
RDBMS

ETL Tools, 

PL/SQL, Unix

ETL Tools, 

PL/SQL, Unix

ETL Tools, 

PL/SQL, Unix

ETL Tools, PL/SQL, Unix

ETL Tools, PL/SQL, Unix

ETL Tools, PL/SQL, Unix

Digital

Sales

Medical claims

Pharmacy claims

Patient

Call center

Email

Master data

Data architecture (prior state)
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Amazon Redshift

Amazon EKS

Amazon S3

DW1

RegionsDW2

Amazon Redshift

Amazon S3

AWS Data Exchange

Data sharing

Data architecture

Data producers Data consumers

AI/ML applications

Visualization

Data extracts 

Dashboards

Operational 

analytics

End user 

applications

Digital

Sales

EMR/EHR

Medical claims

Pharmacy claims

Patient

Call center

Email

Master data
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Modernization effort to Amazon Redshift RA3
J A N S S E N  C O M M E R C I A L  N A

RA3

Amazon Redshift

Dense 

compute node

Dense 

storage node

• Clusters – DS2 & DC2 migrated to RA3

• Data 100+ TB

• Migration time for larger clusters <2 hrs

• Zero downtime

• $0 net cost increase

• RA3 backward compatibility enabled seamless 

user/app transition

• Minimum migration cost with least impact 

to business

• Migrations were smooth and no issues encountered

• AWS provided standby support during migration
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Key recent learnings

Right sizing from 

DS2/DC2 to RA3

Start with 

smaller clusters 

& non-prod

Use of new 

features like 

Advanced WLM, 

data sharing, etc. 

Encryption for 

bigger clusters was 

taking a very long 

time – required for 

cross-cluster data 

sharing; AWS 

released a feature 

update to speed up 

encryption

Initially elastic 

re-sizing was 

getting stuck with 

a bug; AWS team 

quickly provided 

standby support 

to mitigate it



© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

What’s next

Amazon 

Redshift 

Serverless
To run & scale 

analytics use cases

Expansion of use 

cases for ADX to 

enable self-service 

& faster data 

access, insights

Scaling data 

sharing across 

organization
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Get started today

Already using Amazon Redshift?

✓ Ask your account team for a free Amazon 
Redshift optimization session

✓ Learn more about what’s new
https://aws.amazon.com/redshift/whats-new/ 

New to Amazon Redshift? 

aws.amazon.com/redshift

✓ IDC study on Business value of Amazon Redshift 

✓ Explore demos, customer stories, and the latest 
features on aws.amazon.com/redshift

✓ Get trained

✓ Ask your account team for a 10-minute demo

Thinking of migration?

Building your business case, creating migration plan

Deciding on budget, scope, etc.

Conduct a proof of concept or architect your data strategy

AWS teams and 
programs can 
help you with

Get Help

40

https://aws.amazon.com/redshift/whats-new/
https://aws.amazon.com/redshift
https://pages.awscloud.com/GLOBAL-field-DL-Redshift-IDC-Whitepaper-2021-learn.html?sc_channel=sm&sc_campaign=PAC_Social,DB_ModernizeDataWarehouse&sc_publisher=LINKEDIN&sc_country=AWS%20Databases&sc_geo=GLOBAL&sc_outcome=acquisition&trk=PAC_social_LINKEDIN&sc_category=Amazon%20Redshift
https://aws.amazon.com/redshift
https://explore.skillbuilder.aws/learn/external-ecommerce;view=none?ctldoc-catalog-0=l-_en~se-%22Amazon%20Redshift%22
https://docs.aws.amazon.com/redshift/proof-of-concept-playbook.html
https://pages.awscloud.com/GLOBAL-ln-SP-redshift-migration-2020-interest.html
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Thank you!
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Please complete the session 
survey in the mobile app

Neeraja Rentachintala

neerajre@amazon.com

Shruti Worlikar

shrutiw@amazon.com

Shyam Mohapatra

SMohapa1@its.jnj.com
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