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Amazon EMR on Amazon EKS
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Run Apache Spark jobs using
Amazon EMR on Amazon Elastic
Kubernetes Service (Amazon EKS)
to improve resource utilization and
simplify infrastructure management



Amazon EMR deployment options

Amazon EMR on
Amazon EC2

Choose instances that offer the
best price performance for
your workload

Amazon EMR on
AWS Outposts

Set up, manage, and scale Amazon EMR in
your on-premises environments, just as
you would in the cloud
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Amazon EMR on
Amazon EKS

Automate provisioning, management,
and scaling of Apache Spark jobs
on Amazon EKS

Amazon EMR
Serverless
Run petabyte-scale data analytics

in the cloud without managing and
operating clusters



Simplified operation

CONSOLIDATE ANALYTICS WORKLOADS WITH OTHER WORKLOADS ON AMAZON EKS

Application and

« Simplify infrastructure management dependencies

« Consolidate multiple versions of Spark on

same Amazon EKS cluster Amazon EMR

builds and runs
Spark runtime
as containers

« Simplify Spark application upgrades

« Add multi-AZ resiliency by Amazon EKS

with worker nodes across multiple AZs 0S and
infrastructure _
provisioned and —
managed by EC2 AWS
Amazon EKS . Fargate
— instances
pods
aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Getting started
and demo
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Two core concepts
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Virtual cluster Job run
« Registered handle to a K8s namespace - Represents work to be submitted
« Does not create any resources - Spark JAR, PySpark, Spark SQL
« Can register multiple Amazon EKS cluster - Integration with Apache Airflow
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Getting started is easy

VIRTUAL CLUSTER = K8S NAMESPACE ON AMAZON EKS

$ aws emr-containers create-virtual-
cluster \

--name <virtual_cluster_name> \

~g\<?£§ --container-provider '{

"id": "<eks_cluster_name>",
"type": "EKS",
"info": {
Create virtual cluster "eksInfo": {
"namespace": "<namespace_name>"
1}

}l
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Q, Search for services, features, blogs, docs, and more [Option+S] (EX) VAN (©)

Amazon EMR

) Run EMR on Kubernetes clusters managed by Amazon EKS. You can automatically provision and manage open-source big data frameworks on Amazon
EMR Studio EKS. Learn more [4

Clusters

Filter: Running N Iter virtua ter 1 virtual cluster (all loaded) C'
Notebooks
; o Virtual cluster name EKS cluster [F Status Namespace Date registered (UTC+10)
Git repositories
w
Security configurations )
HiveDemo HiveEMRonEKS Running emr 2022-06-16 23:39 (UTC+10)

Block public access

VPC subnets

Events

| Virtual clusters

Help

What's new
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Getting started is easy

Submit Spark job

$ aws emr-containers start-job-run \
--name <job_name> \
--virtual-cluster-id <cluster_id> \
--execution-role-arn <IAM_role_arn> \
--release-label <emr_release_label> \
--job-driver '{

Submit Spark SQL script

$ aws emr-containers start-job-run \
--name <job_name> \
--virtual-cluster-id <cluster_id> \
--execution-role-arn <IAM_role_arn> \
--release-1label <emr_release_label> \
--job-driver '{

"sparkSubmitJobDriver": {
"entryPoint": <entry_point_location>,
"entryPointArguments": ["<arguments_list>"],
"sparkSubmitParameters": <spark_parameters>

}

"sparksqllobDriver": {
"entrypPoint": <entry_point_location>,
"sparkSqlpParameters': <spark_parameters>
}
3
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Demo 2: Submit a Spark SQL job

— - -
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aws 238 Services ‘ Q. Search for services, features, blogs, do [Option+S] | VAN (@)

€ EMR Serverless is now GA. X
Amazon EMR With EMR Serverless, get the benefits of Amazon EMR such as open source compatibility, latest versions and performance
optimized runtime for popular frameworks along with easy provisioning, quick job startup, automatic capacity management,
and simple cost controls. Get Started with EMR Serverless. [4

EMR Studio

EMR Serverless [ New

Run EMR on Kubernetes clusters managed by Amazon EKS. You can automatically provision and manage open-source big data

Glusters frameworks on Amazon EKS. Learn more [

Notebooks

Git repositories

Filter: Running v || Filter virtual clusters ... | 1 virtual cluster (all loaded) c

Security configurations

Block public access Virtual cluster name EKS cluster [£ Status Namespace

VPC subnets

HiveDemo HiveEMRonEKS Running
Events

| Virtual clusters

Help

What's new
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Cost and performance
benefits, demo
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Performance impacts cost: Amazon EMR vs. OSS

SPARK APPLICATIONS FINISH FASTER, RESULTING IN LOWER TCO AS WELL AS FASTER TIME TO INSIGHTS

TPC-DS benchmark using Spark 3.1.2 on Amazon EKS

0 10 20
r cost

3 TB source data
* 104 test queries
« 6 X c5d.9xlarge

Run cost

3.2x faster

0 20 40 60 80 100 120

® Amazon EMR on EKS m Open-source Spark on Amazon EKS

Source: AWS blog, https://aws.amazon.com/blogs/big-data/amazon-emr-on-amazon-eks-

adws : e , . :
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Further performance improvement

TPC-DS benchmark with Amazon EMR runtime for Spark 3.2.0 (lower is better)

faster

cheaper
Graviton 3

Graviton 2

m5 X c7g.12xlarge
m 5 X c6g.12xlarge

CS m 5 X c5.12xlarge
0 5 10 15 20 25 30 35 40
Execution time (minute)
aws © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved. Source: AWS blog, https://aws.amazon.com/blogs/big-data/amazon-emr-on-eks-gets-

~— up-to-19-performance-boost-running-on-aws-graviton3-processors-vs-graviton2/



Pricing

EMR uplift price is based on resources used by the job
« VCPU-hour = $0.01 USD per VCPU-hour
« Memory-hour = $0.001 USD per GB-hour
 Per-second billing

« Minimum 1 minute

Additional costs
- Amazon EKS cluster: $0.10 USD per hour per EKS cluster

- EC2 instances (on demand/spot)
- AWS Fargate (vCPU and memory used), minimum 1 minute
« Per-second billing

aws
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Demo 3: Run a job on AWS Graviton

1 CREATE DATABASE IF NOT EXISTS hive_demo;

P USE hive_demo;

3 CREATE EXTERNAL TABLE IF NOT EXISTS amazonreview2
4 (

5 marketplace string,

6 customer_id string,

7 review_id string,

8 product_id string,

9 product_parent string,

10 product_title string,

1. star_rating integer,

12 helpful_votes integer,

13 total_votes integer, vine string,

14 verified_purchase string,

15 review_headline string,

16 review_body string,

17 review_date date,

18 year integer

19 )

20 STORED AS PARQUET TBLPROPERTIES ('classification'='parquet')
21 LOCATION 's3://${s3bucket}/app_code/data/toy/"';
22

23 —— 4981601 rows

24 SELECT count (%)
25 FROM amazonreview2;

27 —— 233754 rows
28 SELECT count(x)
29 FROM amazonreview2

30 WHERE star_rating = ${starsCount}; I
s |
Line 31, Column 1 Tab Size: 4 SQL
%
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Ease of use and demo
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Spark on Yarn: One cluster, one role

Cluster role 1

Amazon EMR
Cluster 1

Cluster role 2

A
e

A
e
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Amazon Kinesis
Data Streams

Amazon EMR
Cluster 2

Amazon S3

Amazon DynamoDB



Granular security control: Amazon EMR on EKS

JOB SCOPED EXECUTION ROLES ENABLE FINE-GRAINED ACCESS CONTROLS BY DEFAULT

A
e

Single EKS cluster

Stream?2

Amazon Kinesis
Data Streams

A

User2 Execution role 2
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EMR on EKS

Bucket2
Amazon S3

Table2

Amazon DynamoDB



Auto scaling: Infrastructure

Cluster Auto Scaling

« Kubernetes cluster auto scaler

* Use Amazon EC2 Auto Scaling group to scale in AWS

- Karpenter
* Open-source high-performance Kubernetes cluster auto scaler
* Removes Amazon EC2 Auto Scaling group

» Evaluates pending pods and chooses optimal instance type

- AWS Fargate (serverless)

aWS © 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.
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Demo 4: Switch to Fargate (serverless)
Console Home i | Reset to default layout |

Recently visited info
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Elastic Kubernetes Service S3

Athena Amazon Grafana
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EMR Systems Manager
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CloudFormation Amazon Prometheus

AWS Glue VPC

IAM AWS Cloud Map
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View all services

Welcome to AWS : ¢ AWS Health info

Feedback Looking for language selection? Find it in the new Unified Settings [/} Privacy Terms Cookie preference
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AWS Jam: Data
and analytics

Hands-on lab: Spark on Amazon EKS made easy
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““"With Amazon EMR on EKS and the
ARM-based AWS Graviton 2 instances,
we improve the overall performance o
big data operatlons by 30% and reduce
the cost by 20%.’

Li Rui
Vice Technology President of Technology, Mobiuspace
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Thank you!

Melody Yang Lorenzo Ripani
meloyang@amazon.com ripani@amazon.com
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