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Solution overview
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Product review classifier
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How do we classify helpful 
reviews at scale?
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Natural language processing overview
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Hugging Face Transformers

• Download and train state-of-
the-art pretrained models

• Reduce your compute costs

• Reduce your carbon footprint

• Saves time from training 
using transfer learning

S T A T E - O F - T H E - A R T  M A C H I N E  L E A R N I N G  F O R  J A X ,  P Y T O R C H ,  A N D  T E N S O R F L O W

Image: DALL-E Mini, 2021, authors Boris Dayma, Suraj Patil, 

Pedro Cuenca, Khalid Saifullah, Tanishq Abraham, Phuc Le Khac, 

Luke Melas, and Ritobrata Ghosh

Dayma_DALL·E_Mini_2021, author = {Dayma, Boris and Patil, Suraj and Cuenca, Pedro and Saifullah, Khalid and Abraham, Tanishq and Lê Khắc, Phúc and Melas, Luke and Ghosh, Ritobrata
Dayma_DALL·E_Mini_2021, author = {Dayma, Boris and Patil, Suraj and Cuenca, Pedro and Saifullah, Khalid and Abraham, Tanishq and Lê Khắc, Phúc and Melas, Luke and Ghosh, Ritobrata
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Data preparation
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train.json test.json
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Model training
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Machine learning frameworks

PyTorch, the PyTorch logo and any related marks are trademarks of Facebook, Inc.
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Hugging Face provides a 
developer-first experience 
to build, train, and deploy 
machine learning models
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Model training
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Retraining a pretrained model on 
a dataset specific to your task is 
known as transfer learning
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Model training: Local

Local checkpointing
Configurable checkpoints based on training epochs
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Experiment management and model tuning
Save weeks of effort by automatically tracking training 

runs and tuning hyperparameters

Debug and profile training runs
Use real-time metrics to correct performance 

problems

Distributed training
Complete distributed training up to 40% faster

Training compiler
Accelerate training times by up to 50% through more 

efficient use of GPUs

Managed spot training
Reduce the costs of training by up to 90%

Model training: Amazon SageMaker
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Distributed training on
SageMaker

https://aws.amazon.com/sagemaker/distributed-training/

Reduced 
training time

Support for popular 
ML framework APIs

Automated and efficient 
model partitioning

Minimal code 
change

Optimized for training 
large models

Optimized 
for AWS network

Model parallelism Data parallelism

https://aws.amazon.com/sagemaker/distributed-training/
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Model evaluation
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Hugging Face Evaluate

• Implementations of dozens of 
popular metrics

• Comparisons and measurements

• Community metrics 

M A K E S  E V A L U A T I N G  A N D  C O M P A R I N G  M O D E L S  A N D  R E P O R T I N G  T H E I R  P E R F O R M A N C E  E A S I E R  A N D  
M O R E  S T A N D A R D I Z E D
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Model evaluation
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Model evaluation
Debug and profile training runs
Use real-time metrics to correct performance problems
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Model deployment
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Test locally
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Hugging Face Hub
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Low latency

Ultra-high throughput

Multi-model endpoints

A/B testing

Real-time inference Batch transform

Process large datasets

Job-based system

Asynchronous inference

Near real time 

Large payloads (1 GB)

Long timeouts (15 minutes)

Serverless Inference

Automatically scale in and out 
depending on traffic

Can tolerate cold starts

Pay only for what you use

N E W

SageMaker inference options 
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Recap

• Extract, transform, and load datasets from AWS Data Exchange

• Train a Hugging Face model

• Evaluate the model

• Upload the model to Hugging Face Hub

• Create a SageMaker endpoint for the model
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Resources

• https://huggingface.co/banjtheman/distilbert-base-uncased-helpful-amazon

• https://github.com/huggingface/notebooks/tree/main/sagemaker

• https://huggingface.co/docs/sagemaker/main

• https://docs.aws.amazon.com/sagemaker/latest/dg/hugging-face.html

https://huggingface.co/banjtheman/distilbert-base-uncased-helpful-amazon
https://github.com/huggingface/notebooks/tree/main/sagemaker
https://huggingface.co/docs/sagemaker/main
https://docs.aws.amazon.com/sagemaker/latest/dg/hugging-face.html
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Thank you!

Please complete the session 
survey in the mobile app

Banjo Obayomi

@banjtheman

James Yi

@James33179713


