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PINNs: State of the art 
and challenges 
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Physics-informed neural networks (PINNs) 101

Numerical methods used to solve 
partial differential equations (PDEs)

• Finite element modeling

• Computational fluid dynamics

Physics-informed neural networks
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State of the art

How about software?
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Academic and industry-grade software

Non-comprehensive list of libraries/packages

Package Language Link

SciANN Python https://www.sciann.com

Modulus Python https://developer.nvidia.com/modulus

DeepXDE Python https://deepxde.readthedocs.io

PyDEns Python https://github.com/analysiscenter/pydens

NeuroDiffEq Python https://neurodiffeq.readthedocs.io/

NeuralPDE Julia https://github.com/SciML/NeuralPDE.jl

ADCME Julia https://github.com/kailaix/ADCME.jl

https://www.sciann.com/
https://developer.nvidia.com/modulus
https://deepxde.readthedocs.io/
https://github.com/analysiscenter/pydens
https://neurodiffeq.readthedocs.io/
https://github.com/SciML/NeuralPDE.jl
https://github.com/kailaix/ADCME.jl
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Teaser applications

A. Sample of our results B. Sample from literature

Source: Karniadakis, Kevrekidis, Lu, Perdikaris, Wang & Yang, “Physics-informed 

machine learning,” 422-440, https://www.nature.com/articles/s42254-021-00314-5.

OpenFOAM PINN

https://www.nature.com/articles/s42254-021-00314-5
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Current challenges

Complex phenomena: multiphysics and multiscale, and problems

• Chemical reactions, integrated computational materials engineering, global climate modeling

• Fluid-structure interaction, thermo-structural coupling, structural-acoustic interaction

Implementation: algorithms and computational frameworks

• Non-convex optimization inherently found in PINNs

• Multiple contributions to the loss function

• Neural network architectures

• Frameworks supporting higher-order derivatives found in PDEs/PINNs

Benchmarking: what is the ImageNet-equivalent for PINNs?

• Reproducibility of results

• SOTA: Computational cost and accuracy

Fundamental research

• Theoretical foundation versus current empirical-based approaches

• Error estimates: Approximation, discretization, optimization
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Convergence of 
HPC & ML
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Every HPC and ML workload can be run on AWS

Autonomous 

vehicles

Design 

and engineering

Life 

sciences
Energy

Climate and 

earth sciences

Large-scale ML

Large language 

models
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The convergence of cloud, HPC, and ML

HPC workloads Cloud

technologies & services

HPC/cloud

convergence

HPC+

------------

Tightly-integrated,

massive-scale

computing

--------------

LLMs

PINNs

Reinforced learning

Quantum computing

Loosely coupled/tightly integratedTightly coupled/isolated

Acceleration through parallelism
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Varied compute and throughput characteristics 

Tightly coupled workloads

Loosely coupled workloads

Accelerated computing

Visualization

Artificial 

intelligence

(AI)/ML

High-volume data analytics
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From HPC simulations to predictive modeling

Accelerate CFD 
with AI/ML

Computational fluid 
dynamics (CFD)

Predictive modeling 
for digital twins
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Convergence of HPC + ML

Extract relationships 

from simulation data

Accelerate HPC simulations 

with embedded ML models

Learn solutions to governing 

equations directly

Credit: “Machine learning–accelerated computational fluid dynamics,”

https://www.pnas.org/content/118/21/e2101784118

Credit: F1

Credit: “Physics Informed Deep Learning,” 

https://maziarraissi.github.io/PINNs/

AI-driven infrastructure optimization
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Neural network

experimental data

𝑥 𝑢

𝜃1 𝜃6

𝜃2 𝜃7

𝜃3 𝜃8

𝜃4 𝜃9

𝜃5 𝜃10

min
1

𝑛
෍

𝑖

𝑛

𝑢𝑛𝑛 𝑥𝑖 , 𝜃 − 𝑢𝑡𝑟𝑢𝑒 𝑥𝑖

2



© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

Physics Informed Neural Network (PINN)
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Demonstrating ML + HPC
Extract relationships from HPC simulation results

Problem statement:
Determine optimal lead car features to obtain target flow profile at distance X

Output: Lead car wake at distance X

Input: Lead car airflow
Output: Lead car wake at distance X
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ML + HPC solution

DL model

3D geometry

Output flow field

Input flow field

EC2 UltraClusters
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Global optimization with 
physics-enabled models

Objective 1 Objective 2

10,000 designs explored

Optimal geometry

Optimal flow field

Optimal geometry and flow field simultaneously predicted
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ML as a driver for scale
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Drivers behind scale in deep learning
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The AWS ML stack: Broadest and most 
complete set of ML capabilities

Self-managed ML Deep learning 

AMIs, containers
GPUs Inferentia Trainium FPGA

AI Services

Vision

Amazon 

Rekognition

Speech

Amazon Polly 

Amazon Transcribe

Chatbots

Amazon Lex

Contact centers

Contact Lens

Amazon Connect Voice ID

Code + DevOps

Amazon CodeGuru

Amazon DevOps 

Guru

Text

Amazon 

Comprehend 

Amazon Translate

Amazon Textract

Business tools

Amazon Personalize 

Amazon Forecast

Amazon Fraud Detector

Amazon Lookout for Metrics

Search

Amazon Kendra

Industrial

AWS Panorama Appliance and SDK, 

Amazon Monitron, Amazon Lookout for 

Equipment, Amazon Lookout for Vision

Healthcare

Amazon HealthLake

Amazon Comprehend Medical

Amazon Transcribe Medical

Label 

data

Data 

collection 

prep

Store 

features

Detect bias, 

explain 

predictions

Visualize in 

notebooks

Pick 

algorithm

Manage, 

monitor

Train

models 

faster

Deploy in 

production

Tune

parameters

Manage edge 

devices

SageMaker Studio IDE

CI/CD

Amazon 

SageMaker

Habana Gaudi  

accelerators

TensorFlow, the TensorFlow logo and any related marks are trademarks of Google Inc.; PyTorch, the PyTorch logo and any related marks are trademarks of Facebook, Inc.
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Data processing & labeling Prebuilt images Dev, training & tuning Inference servers MLOps

Tools

Amazon 

Kinesis
DLAMI DL containers

Amazon 
SageMaker

ground truth

Horovod

Kubeflow 

operators
AWS 

Glue

Notebooks

TorchServe TF Serving
NVIDIA 

Triton Kubeflow 

Compute

G5 G4 Dl1Inf1Trn1 P4d

Storage Networking Data transfer

Amazon S3 Amazon EFS Amazon FSx AWS Direct ConnectEFA

Orchestration

Core infrastructure

AWS services

Amazon ECSAmazon EKS AWS Fargate AWS Batch

Open source software

Kubernetes

Workflow

Kubeflow Airflow

AWS ParallelCluster AWS Lambda

Other services

AWS Step 

Functions

AWS 

CloudFormation

Ray

ML frameworks & infrastructure layer
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Key services that enable HPC and self-managed 
ML on AWS

Visualization

NICE DCV

Networking

EFA

Up to 400 Gbps 
networking

Orchestration

AWS Batch

AWS ParallelCluster

EnginFrame

Compute

Amazon EC2

Storage 

FSx for Lustre

AFSx for NetApp ONTAP

FSx for OpenZFS
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Training a large NLP model: HPC class

Key challenges

• Limited compute and memory

• Increased inter-, intra-node 

communication 

• Scalable distributed training 

requires software tools to be 

• Generic, not particular to a 

neural network architecture

• User friendly

• Efficient and scalable
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Distributed ML on p4d UltraClusters

Amazon EC2 UltraCluster

Amazon S3

High performance shared file system

Amazon EFS Amazon FSx for Lustre

gpu

gpu

gpu

gpu

p4d.24xlarge

gpu

gpu

gpu

gpu

p4d.24xlarge

gpu

gpu

gpu

gpu

p4d.24xlarge

Elastic fabric 

adapter (EFA)

Elastic fabric 

adapter (EFA)

AWS Cloud Customers pushing the limits

• Anthropic (XXL): 2,000 P4ds 

(16,000 GPUs) and Amazon EKS 

to train 2T+ param model

• AI21 (XL): 104 P4ds (800+ GPUs) 

trained a 178 B param model

• Meta (XXL): 10,000 GPUs with 

ParallelCluster and Slurm for 

NLU research

All using PyTorch to scale 
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GPT-3 experiments: HPC resources

Compute nodes: 64× p4d.24xlarge

Network: 400 Gbps ENA & EFA

Storage: 8 × 1 TB NVMe + Amazon EBS

Shared file systems

• NFS/apps: Amazon EBS GP3 – 200 GB

• FSx for Lustre /scratch: 4.8 TB

Cluster stack

• Slurm 17.X

• CUDA 11.4, NVIDIA driver 470

• PyTorch 1.10
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Thank you!

Please complete the session 
survey in the mobile app


