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60% higher accelerator memory (vs. P4d)

2x network bandwidth (vs. P4d)

Native support for PyTorch and TensorFlow 

Train on Trn1 and deploy anywhere 

Instance size vCPUs
Trainium 

accelerators

Accelerator 

memory (GB)
NeuronLink

Instance 

memory (GiB)

Instance 

networking (Gbps)

Local instance 

storage

Trn1.2xlarge 8 1 32 N/A 32 Up to 10 500 GB NVMe

Trn1.32xlarge 128 16 512 Yes 512

800 Gbps

(1.6 TBps in 

Q1 ’23)

8 TB NVMe

Amazon EC2 Trn1 instances
C O S T - E F F E C T I V E  D L  T R A I N I N G  I N  T H E  C L O U D
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Best cost to train with Trn1
A M A Z O N  E C 2  T R N 1  I N S T A N C E S  D E L I V E R  T H E  B E S T  T R A I N I N G  P R I C E - P E R F O R M A N C E

Higher throughput

Trn1.32xl

P4d.24xl 1x

T h r o u gh p u t

1.5x

Lower cost
Trn1.32xl

P4d.24xl 1x

C o s t - t o - t r a i n

0.5x

* Measured on PyTorch BERT-Large
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Rich data-type selection
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Full framework integration, 

JIT, eager debug mode,

collective communication

Framework

integration

Scale up to 30K+ devices, 

integration with distributed 

training libraries, and EFA

Distributed 

training

Support for custom ops, 

dynamic shapes, 

new data types, 

and stochastic rounding 

Flexible and 

extendable

Amazon SageMaker, 

Amazon EKS, Amazon ECS, 

AWS ParallelCluster, 

AWS Deep Learning Containers, and 

AWS Deep Learning AMIs (DLAMI)

Cloud native 

AWS Neuron for Inferentia and Trainium
E A S Y - T O - U S E  D E E P  L E A R N I N G  S O F T W A R E  D E V E L O P M E N T  K I T
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Amazon Elastic

Container Registry

(Amazon ECR)

Amazon FSx

for Lustre

Amazon EKS Node Group

Kubernetes 

Pods

Kubernetes System

Volcano Batch Scheduler

Distributed Training Job 1

Distributed Training Job 2 Distributed Training Job 3

TorchElastic Rendezvous Server

Amazon Elastic Kubernetes Service (EKS) Cluster

User
Amazon Elastic

Kubernetes Service

Endpoint

Training data, 

cached artifacts

Model artifacts, logs

Training container

images

User manages 

training and 

compilation jobs

User pushes training 

container images to 

Amazon ECR

Distributed training with AWS Trainium and EKS
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Petabits/s 

throughput, 

billions of 

IOPS  

Trn1

30K Trainium Chips

Trn1 Trn1 Trn1

Trn1Trn1Trn1Trn1

EC2 UltraClusters

Petabit non-

blocking TOR

UltraCluster scale out for ultra-large models
3 0 K  T R A I N I U M  A C C E L E R A T O R S ,  6  E X A F L O P S

On-demand access to a world-class supercomputer
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Thank you!

Please complete the session 
survey in the mobile app


