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The NVIDIA platform

CUDA DOCA

MaxineRiva MerlinClara MetropolisOmniverse DRIVE GFNAerialIsaac

NsightTRTTritonHPC JetPackRTX RivermaxAI RAPIDS

Best-in-class hardware 

platform solutions

Frameworks, libraries, 

tools, and applications
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The NVIDIA developer ecosystem
2 . 5 M  D E V E L O P E R S  |  7 , 6 0 0  S T A R T U P S

HPC

CUDA DOCA

MaxineRiva MerlinClara MetropolisOmniverse DRIVE GFNAerialIsaac

NsightTRTTriton JetPackRTX RivermaxAI RAPIDS

60+
GPU accelerated SDKs

50+
developer libraries 

20+
developer tools and utilities

500+
GitHub projects
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NVIDIA HPC software initiatives

Seamless acceleration
Standard languages, tensor cores, 

GH C2C

Scaling up
Multi-GPU and multi-node libraries

Domain libraries
Quantum

Arm CPU software
Compilers, libraries, ecosystem
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NVIDIA HPC software

CORE C++ LIBRARIES

PROFILING AND DIAGNOSTICS

CUPTINSight Compute

libcu++Thrust

cuBLAS

cuFFT

CUDA-gdb

HPC applications

CUDA Runtime

CUB

OpenBLAS

*

Fabric Manager GPUDirect Docker SingularityNVML NVIDIA Linux GPU Driver for Arm

Simulation Data analytics AI

TRAINING (DLFW)

DL INFERENCE

TensorRT

DIGITSTensorFlow1/2

Triton Inference Server

Pytorch MxNet

NVCaffe

Kaldi

DL LIBRARIES AND SOFTWARE

cuDNNDALI CASK

DLAMyelin ONNX

RAPIDS

cuDF

cuGRAPH

cuML

cuSignal

cuSpatial

cuxfilter

nvidia-smi

Platform software

DCGM Slurm

HPC SDK

cuTENSOR

cuRAND

cuSOLVER

MATH API

cuSPARSE

COMPILERS

NVC++ NVCCNVC NVFORTRAN

COMMUNICATION LIBRARIES

NCCL

NVSHMEM

HPC-XMPI
HCOLL

OpenSHMEM

SHARP

UCX

MATH LIBRARIES

NSight Systems
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NVIDIA HPC SDK
A  C O M P R E H E N S I V E  S U I T E  O F  C O M P I L E R S ,  L I B R A R I E S ,  A N D  T O O L S  F O R  H P C

Compilers

nvcc nvc

nvc++

nvfortran

Programming

Models

Standard C++ & Fortran

OpenACC & OpenMP

CUDA
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Libraries

libcu++

Thrust

CUB
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Libraries
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UCX SHMEM
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NVIDIA HPC SDK
A V A I L A B L E  A T  D E V E L O P E R . N V I D I A . C O M / H P C - S D K ,  O N  N G C ,  V I A  S P A C K ,  A N D  I N  T H E  C L O U D

Compilers

nvcc nvc

nvc++

nvfortran

Programming

models

Standard C++ & Fortran

OpenACC & OpenMP

CUDA

Core 

libraries

libcu++

Thrust

CUB

Math 

libraries

cuBLAS cuTENSOR

cuSPARSE cuSOLVER

cuFFT cuRAND

Communication 

libraries

HPC-X

NVSHMEM

NCCL

DEVELOPMENT

Profilers

Nsight

Systems

Compute

Debugger

cuda-gdb

Host

Device

ANALYSIS

SHARP HCOLL

UCX SHMEM

MPI

Developed for the NVIDIA platform: GPU, CPU, and Interconnect

Libraries | Accelerated C++ and Fortran | Directives | CUDA

x86_64 | Arm | OpenPOWER 

7–8 releases per year | Freely available
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NVIDIA HPC SDK is ready for Arm

FP models

▪ Precise

▪ Fast

▪ Relaxed

Host parallelism

Standard
Parallelism

Auto vectorization

Vector intrinsics

float32x2_t vadd_f32 (float32x2_t a, float32x2_t b);

float32x4_t vdupq_n_f32 (float32_t value);

float32x2_t vget_high_f32 (float32x4_t a);
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Estimated SPEC OMP 2012, SPEC CPU 2017 

Floating point speed and rate GEOMEAN on 

80-core Ampere Altra 

GNU 11.1.0 NVHPC 21.5

SPEC OMP and SPEC CPU are registered trademarks of the 
Standard Performance Evaluation Corporation (www.spec.org)

https://nam11.safelinks.protection.outlook.com/?url=http%3A%2F%2Fwww.spec.org%2F&data=04%7C01%7Ctcosta%40nvidia.com%7C14afc4c08de34f6ff5a508d931ab8fae%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C637595435186779510%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C1000&sdata=hG8cjQvero%2BoWVfQ3eaXhXPETlFyqQGA%2BkuJhJ9mldk%3D&reserved=0


© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

NVIDIA HPC SDK supports AWS Graviton

• NVIDIA HPC SDK fully supports the 
AWS Graviton3 CPU

• Auto-vectorization for SVE and NEON

• See NVIDIA technical blog for details

https://bit.ly/3FWGwYB

https://bit.ly/3FWGwYB
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NVIDIA HPC compilers
P O R T A B I L I T Y  A C R O S S  A L L  H P C - C L A S S  A M A Z O N  E C 2  I N S T A N C E  T Y P E S

Programmable
Standard languages

Directives
CUDA

CPU optimized
Directives

Vectorization

Multi-platform
x86_64

AArch64
OpenPOWER

Accelerated
GPU

Automatic

*
+
=
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NVIDIA HPC SDK programming models
P R O D U C T I V I T Y  A N D  P E R F O R M A N C E  F O R  C P U ,  G P U ,  A N D  N E T W O R K  P R O G R A M M I N G

PLATFORM SPECIALIZATION
CUDA

ACCELERATION LIBRARIES

Core CommunicationMath Data analytics AI Quantum

std::transform(par, x, x+n, y, y,
[=](float x, float y){ return y + 

a*x; }
);

do concurrent (i = 1:n)
y(i) = y(i) + a*x(i)

enddo

import cunumeric as np
…
def saxpy(a, x, y):

y[:] += a*x

#pragma acc data copy(x,y) {
...
std::transform(par, x, x+n, y, y,

[=](float x, float y){
return y + a*x;

});
...
}

#pragma omp target data map(x,y) {
...
std::transform(par, x, x+n, y, y,

[=](float x, float y){
return y + a*x;

});
...
}

__global__
void saxpy(int n, float a, 

float *x, float *y) { 
int i = blockIdx.x*blockDim.x + 

threadIdx.x; 
if (i < n) y[i] += a*x[i]; 

} 

int main(void) { 
...
cudaMemcpy(d_x, x, ...);
cudaMemcpy(d_y, y, ...);

saxpy<<<(N+255)/256,256>>>(...); 

cudaMemcpy(y, d_y, ...);

ACCELERATED 
STANDARD LANGUAGES

ISO C++, ISO Fortran

INCREMENTAL 
PORTABLE OPTIMIZATION

OpenACC, OpenMP

PLATFORM 
SPECIALIZATION

CUDA
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Accelerated standard languages
P A R A L L E L  P E R F O R M A N C E  F O R  W H E R E V E R  Y O U R  C O D E  R U N S  

std::transform(par, x, x+n, y, 
y,[=](float x, float y){

return y + a*x; 
}

);

import cunumeric as np
…
def saxpy(a, x, y):

y[:] += a*x

do concurrent (i = 1:n)
y(i) = y(i) + a*x(i)

enddo

ISO C++ ISO Fortran Python

CPU GPU

nvc++ -stdpar=multicore
nvfortran –stdpar=multicore

legate –cpus 16 saxpy.py

nvc++ -stdpar=gpu
nvfortran –stdpar=gpu

legate –gpus 1 saxpy.py
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C++ standard parallelism
M - A I A  O N  C P U S  A N D  G P U S

Same standard C++ code
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Fortran standard parallelism
N W C H E M  A N D  G A M E S S  W I T H  D O  C O N C U R R E N T

Same standard Fortran code
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GAMESS results from Melisa Alkan and Gordon Group, Iowa State
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NVIDIA math libraries
L I N E A R  A L G E B R A ,  F F T ,  R N G ,  A N D  B A S I C  M A T H

CUDA Math APIcuFFT

cuSPARSE cuSOLVERcuBLAS cuTENSOR

cuRAND

CUTLASS

AMGX
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cuBLAS
G P U - O P T I M I Z E D  B L A S  I M P L E M E N T A T I O N
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Maximum speedups OF CTK 11.6u1 over CTK 11.1: sizes <2K

* A100 80 GB @ 1095 MHz: CTK 11.1 vs. CTK 11.6U1

Full BLAS implementation 
with extensions

• Vector vector/matrix 
vector/matrix matrix

• Mixed precision/multiple 
GPUs/batched APIs
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CTK 11.6 (max) speedup over CTK 11.5

cuSPARSE
G P U - O P T I M I Z E D  S P A R S E  B L A S

* A100 80 GB @ 825 MHz

* Based on SuiteSparse Matrix Collection

Full sparse BLAS implementation 
optimized for GPU

• Sparse vector dense vector

• Sparse matrix dense vector

• Sparse matrix dense matrix

• Sparse matrix sparse matrix
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cuSPARSE improvements in key HPC kernels
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cuSOLVER
G P U - O P T I M I Z E D  F A C T O R I Z A T I O N S  A N D  S O L V E R S  

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

64 128 256 512 1024 2048 4096 8192

S
p

e
e

d
u

p

Matrix size M = N

Speedups for latest cuSOLVER versus 11.0 

DPOTRF DSYEVD

Dense and sparse factorizations 
and solvers

• LU, Cholesky, QR

• Symmetric and generalized 
eigensolvers

• Tensor core accelerated iterative 
refinement solvers

• Multi-GPU and multi-node support
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cuFFT
G P U - O P T I M I Z E D  F A S T  F O U R I E R  T R A N S F O R M S
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FFT sizes

Speedups (over 10%) for latest cuFFT versus CTK 11.0 

* A100 80GB Default clocks: CTK 11.0 vs. CTK 11.7U1

FFT optimized for GPU

• 1D, 2D, and 3D FFT

• Single-process multi-GPU support
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cuRAND
R A N D O M  N U M B E R  G E N E R A T O R – O P T I M I Z E D  F O R  L A R G E  G P U S
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GSample/s Speedup

* A100 80 GB @ 1410 MHz: CTK 11.0 vs. CTK 11.6U1

Random number generators 
optimized for GPU

• XORWOW/MRG32k3a/MTGP32/
Philox/Sobol

• Host and device APIs

• Uniform/normal/
Log-normal/Poisson



© 2022, Amazon Web Services, Inc. or its affiliates. All rights reserved.

cuTENSOR
A  H I G H - P E R F O R M A N C E  C U D A  L I B R A R Y  F O R  T E N S O R  P R I M I T I V E S
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PERFORMANCE V1.5 OVER V1.2.2 

(COMPLEX FP32 + TF32)

• DGX A100 80GB

• 300 random cases

Tensor primitives optimized for GPU

• Tensor contractions and reductions

• Elementwise operations and 
elementwise fusion

• Mixed-precision support and tensor 
core acceleration

Impact

• DL frameworks aggressively adopting 
elementwise operations

• Up to 23x application E2E speedup 
over previously CPU-only quantum 
chemistry simulations from drop-in 
contraction API
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Arm CPU 
math libraries

Coming to Arm CPUs in 2023

• BLAS

• FFT

• LAPACK and ScaLAPACK

• Sparse BLAS

• Tensors

• RNGs
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NVIDIA HPC SDK on 
Amazon EC2
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NVIDIA HPC SDK in the AWS Marketplace
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Easy to download 
and install on 
Amazon EC2 instances

developer.nvidia.com/hpc-sdk
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Installation on 
Amazon Linux 2

sudo yum-config-manager --add-repo 
https://developer.download.nvidia.co
m/hpc-sdk/rhel/nvhpc.repo

sudo yum install -y nvhpc-22.7

# Note: also install GPU drivers if 
a GPU is available
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MiniWeather

• C++ and Fortran 

• Simulates weather-like fluid flows 
using the finite volume and  
Runge-Kutta methods

• Used in the SPEChpc benchmark suite

• Open source and commonly used in 
training events

S T A N D A R D  L A N G U A G E  P A R A L L E L I S M  I N  C L I M A T E / W E A T H E R  A P P L I C A T I O N S
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MiniWeather

• Parallelized via MPI, OpenMP, 
OpenACC, and StdPar

• OpenMP 4.5 target offload

• Fortran DO CONCURRENT

S T A N D A R D  L A N G U A G E  P A R A L L E L I S M  I N  C L I M A T E / W E A T H E R  A P P L I C A T I O N S

do concurrent (ll=1:NUM_VARS, k=1:nz, i=1:nx) 
local(x,z,x0,z0,xrad,zrad,amp,dist,wpert)

if (data_spec_int == DATA_SPEC_GRAVITY_WAVES) then
x = (i_beg-1 + i-0.5_rp) * dx
z = (k_beg-1 + k-0.5_rp) * dz
x0 = xlen/8
z0 = 1000
xrad = 500
zrad = 500
amp = 0.01_rp
dist = sqrt( ((x-x0)/xrad)**2 + ((z-z0)/zrad)**2 ) 

* pi / 2._rp
if (dist <= pi / 2._rp) then

wpert = amp * cos(dist)**2
else

wpert = 0._rp
endif
tend(i,k,ID_WMOM) = tend(i,k,ID_WMOM) 

+ wpert*hy_dens_cell(k)
endif
state_out(i,k,ll) = state_init(i,k,ll) + dt * tend(i,k,ll)

enddo
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MiniWeather with NVIDIA HPC SDK
B E S T  T I M E  F R O M  M P I ,  O P E N M P ,  O P E N A C C ,  A N D  S T D P A R
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GPU accelerated

NVIDIA V100 16G

HPC SDK 22.7, MiniWeather: NX=2000, NZ=1000, SIM_TIME=5
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ISO Fortran MiniWeather with NVIDIA HPC SDK
I S O  F O R T R A N  C O D E  C A N  R U N  O N  A  C P U  O R  A  G P U
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HPC SDK 22.7, MiniWeather: NX=2000, NZ=1000, SIM_TIME=5
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static inline
void CalcHydroConstraintForElems(Domain &domain, Index_t length,

Index_t *regElemlist, Real_t dvovmax, Real_t& dthydro)
{
#if _OPENMP

const Index_t threads = omp_get_max_threads();
Index_t hydro_elem_per_thread[threads];
Real_t dthydro_per_thread[threads];

#else
Index_t threads = 1;
Index_t hydro_elem_per_thread[1];
Real_t dthydro_per_thread[1];

#endif
#pragma omp parallel firstprivate(length, dvovmax)

{
Real_t dthydro_tmp = dthydro ;
Index_t hydro_elem = -1 ;

#if _OPENMP
Index_t thread_num = omp_get_thread_num();

#else
Index_t thread_num = 0;

#endif
#pragma omp for

for (Index_t i = 0 ; i < length ; ++i) {
Index_t indx = regElemlist[i] ;

if (domain.vdov(indx) != Real_t(0.)) {
Real_t dtdvov = dvovmax / (FABS(domain.vdov(indx))+Real_t(1.e-20)) ;

if ( dthydro_tmp > dtdvov ) {
dthydro_tmp = dtdvov ;
hydro_elem = indx ;

}
}

}
dthydro_per_thread[thread_num] = dthydro_tmp ;
hydro_elem_per_thread[thread_num] = hydro_elem ;

}
for (Index_t i = 1; i < threads; ++i) {

if(dthydro_per_thread[i] < dthydro_per_thread[0]) {
dthydro_per_thread[0] = dthydro_per_thread[i];
hydro_elem_per_thread[0] = hydro_elem_per_thread[i];

}
}
if (hydro_elem_per_thread[0] != -1) {

dthydro = dthydro_per_thread[0] ;
}
return ;

} C++ with OpenMP

LULESH with standard C++

C++ hydrodynamics mini-application from LLNL

Rewritten from OpenMP to ISO C++

➢ More composable, compact, and elegant

➢ Easier to read and maintain

➢ ISO standard

➢ Portable – nvc++, g++, icpc, MSVC, . . .

static inline void CalcHydroConstraintForElems(Domain &domain, Index_t l
ength,

Index_t *regElemlist,
Real_t dvovmax,
Real_t &dthydro)

{
dthydro = std::transform_reduce(
std::execution::par, counting_iterator(0), counting_iterator(length)

,
dthydro, [](Real_t a, Real_t b) { return a < b ? a : b; },
[=, &domain](Index_t i)

{
Index_t indx = regElemlist[i];
if (domain.vdov(indx) == Real_t(0.0)) {
return std::numeric_limits<Real_t>::max();

} else {
return dvovmax / (std::abs(domain.vdov(indx)) + Real_t(1.e-20));

}
});

} Standard C++

codesign.llnl.gov/lulesh
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ISO C++ LULESH with NVIDIA HPC SDK
S T D P A R  A C R O S S  A L L  A R C H I T E C T U R E S
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Wrap-up
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developer.nvidia.com/hpc-sdk

• NVIDIA HPC SDK is a complete solution for HPC on Amazon EC2

▪ Productivity: full support for all HPC programming models on CPU or GPU

▪ Performance: compilers, math libraries, and tools for performance optimization

▪ Portability: target Amazon EC2 instances built on Arm or x86 with or without GPUs

• NVIDIA HPC SDK is available in AWS Marketplace

• Freely available and trivial to install on any Amazon EC2 instance

Compilers

nvcc nvc

nvc++

nvfortran

Programming

Models

Standard C++ & Fortran

OpenACC & OpenMP

CUDA

Core 

Libraries

libcu++

Thrust

CUB

Math 

Libraries

cuBLAS cuTENSOR

cuSPARSE cuSOLVER

cuFFT cuRAND

Communication 

Libraries

HPC-X

NVSHMEM

NCCL

DEVELOPMENT

Profilers

Nsight

Systems

Compute

Debugger

cuda-gdb

Host

Device

ANALYSIS

SHARP HCOLL

UCX SHMEM

MPI
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APPLY TO INCEPTION TODAY
https://www.nvidia.com/en-us/startups

GET THE LATEST NEWS, UPDATES, AND MORE
https://developer.nvidia.com/developer-program

Join the NVIDIA Inception Program for Startups

Accelerate your startup’s growth and build your solutions faster with engineering guidance, 
free technical training, and preferred pricing on NVIDIA products, opportunities for customer 
introductions and co-marketing, and exposure to the VC community. 
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Thank you!

Please complete the session 
survey in the mobile app


