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Why operationalizing data mesh is 
critical for operating in the cloud
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Agenda

Our data transformation journey

Data mesh principles

How we operationalized data mesh at Capital One
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Shifted to 100% agile model 

for delivering software

Launched 

Capital One Software

Completed our move to

the public cloud 

Modernized our data 

ecosystem on the cloud

Began to modernize our architecture 

with RESTful APIs

Became open source first

Declared we are all in on 

the public cloud
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2Capital One is a technology-

first company, changed from 
the inside out
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Let’s take a step back and talk 
about the data journey we went 
on and the challenges we faced
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Scaling a cloud data ecosystem requires 
empowering several groups to work 
together seamlessly

Publishing

Application owner 

sharing high-quality data 

to a central location

Consumption

Business analyst 

looking to make 

informed decisions

Governance

Risk manager 

responsible for 

defining and 

enforcing policy

Infrastructure 
management

Software engineer in 

charge of platform 

management 
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Most companies invest in point solutions for 
the various actors

Data integration

ETL

Workflow

Data catalogs

Data quality

Access management

Entitlements

Data protection

Reporting

Provisioning

Monitoring

Publishing Consumption Governance
Infrastructure 
management
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Integrating all of those solutions can create an 
overly complicated ecosystem

DATA 

PUBLISHER Data lake

Advanced 

analytics & 

modeling tools

Data warehouse

Business 

intelligence 

tools Model or 

process

Data ingestion & 

ETL pipeline

Fine-grained 

access control 

DATA MANAGEMENT

Data catalogData quality tool

Data lineage Scan/privacy

Tokenization Entitlements

Metrics and monitoring (for infrastructure manager)

Risk reports 

(data governance 

person)

DATA 

CONSUMER
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Who has heard of data mesh?

Domain 

ownership

Data as a 

product

Self-serve data 

platforms

Federated 

computational 

governance
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We solved for these problems through 
a two-pronged approach

10

CENTRALIZED 

TOOLING 

AND POLICY

FEDERATED 

DATA 

MANAGEMENT
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Broke our LOBs 

into orgs and units 

of data 

responsibility

Common standards are required to 
enforce modern data management

Defined standards

for metadata 

curation

Defined common 

entitlement 

patterns for our 

data based on 

sensitivity

Defined data 

quality standards 

for shared datasets

Made it easy
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Orchestration layer

Data publishing Data consumption

Data governance

Infrastructure management

Federating data management 
responsibility requires creating 

delightful, integrated experiences

Usability layer (common UI)

Risk manager
Business data 

platform owner
Data publisher Data consumer
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Here are four sample user journeys 
that the UI layer supports

A data product owner 

publishing a new data 

product to Snowflake

A data consumer 

discovering, evaluating, 

and getting access to the 

right data product

A risk manager 

defining and enforcing 

data protection policies 

A business data platform 

owner managing 

Snowflake infrastructure 

provisioning and cost
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Self-service data producing experience
Enabling self-service data producer experience empowers business to manage their data, all 

while providing the necessary governance and controls around the process

Self-service 
portal

REGISTER
METADATA

TURN ON
PIPELINE

Dataset registered 

in catalog

Provision a storage location

Enforce data retention

CLASSIFY
DATASET & 

ASSIGN 

ENTITLEMENTS

Apply entitlements in 

storage platform

Create zero-copy data 

share between accounts

Identify source 

Configure 

transformation logic

CONFIGURE 
DATA PIPELINE

Automatic governance 

applied to data pipeline 

(DQ, lineage, scan, etc.)

ELT to target table or 

storage format

Data
platform
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Self-service data consuming experience

15

Enabling self-service data consuming experience empowers business to 

unleash the power of data product

DISCOVER
RELEVANT DATA

DATA OWNER

APPROVES 
ACCESS

Search experience

data recommendation

UNDERSTAND
DATASET USAGE 

VIA INSIGHTS 

INFORMATION

Show lineage, usage 

over time, last update 

time, data quality, top 

users, data profile, 

sample data

REQUEST 
ACCESS TO 

THE DATA

Assign appropriate 

data access roles to 

user

V
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L
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A
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DATA CONSUMER

Request routed 

to data owner 

for approval

Self-service 
portal Data

platform
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RISK MANAGER

Self-service governance experience
The automation of governance using custom workflows, dynamic 

warehouse provisioning, and self-service capabilities empowers . . .

Automated 

sensitive data 

detection

Self-service 
portal

DEFINE POLICY
PROTECTING 

SENSITIVE DATA

V
A

L
ID

A
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S

Data product 

owner

REMEDIATE
THROUGH SELF-

SERVICE PORTAL

V
A

L
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A
T
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N

S

RECEIVE
PROACTIVE 

COMPLIANCE & 

INCIDENT REPORTS

Data quality – pass/failure rate

Data registration percentage

Percentage of datasets 

with sensitive data

RISK MANAGER
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Self-service infrastructure 
management experience
Enabling self-service infrastructure management experience allows business to optimize cloud cost 

while helping them scale their cloud data by accelerating user adoption and decreasing time to value

Warehouse automatically 

created w/ appropriate 

business metadata tagged

Data
platform

REQUEST APPROVAL 
FROM INFRASTRUCTURE 

MANAGEMENT LEAD

A
P

P
R

O
V

A
L

 W
O

R
K

F
L

O
W

S

BUSINESS DATA PLATFORM OWNER

Self-service 
portal

DEFINE PARAMETERS
FOR NEW SNOWFLAKE 

OBJECTS
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RECEIVE
COST INSIGHTS, ALERTS, AND 

RECOMMENDATIONS
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Data mesh doesn’t work unless you make it 

self-service and operationalize it. Central 

tooling should make it easy for data 

practitioners to do their jobs.

When you combine central tooling and 

central policy with federated data ownership, 

you can operate at the speed of business.
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Thank you!

Please complete the session 
survey in the mobile app

Visit Capital One at booth 2004


