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GameDay at Amazon

* A volunteer firefighter

* Created GameDay in 2004 to
purposefully create regular major failures

» Founded Chef and Velocity, the web

performance & operations conference
Jesse Robbins, “Master of Disaster”
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GameDay at Amazon

* Test, train and prepare Amazon systems,
software, and people to respond to a
disaster

* Increase Amazon retail website resiliency

by purposely injecting failures into critical
systems

Jesse Robbins, “Master of Disaster”
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Jesse Robbins
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Rise of the monkeys

“Simian Army to keep our cloud safe, secure, and highly available.”
- 2011 Netflix blog

Set of scheduled agents:
« Shut down services randomly
- Slow down performances
Check conformity
Break an entire region
Integrate with spinnaker (Cl/CD)



Chaos engineering formalized by Netflix (mid-2015

(

PRINCIPLES OF CHAOS ENGINEERING

Last Update: 2018 May

Advances in large-scale, distributed software systems are changing the game for software engineering. As an
industry, we are quick to adopt practices that increase flexibility of development and velocity of deployment. An
urgent question follows on the heels of these benefits: How much confidence we can have in the complex systems
that we put into production?

Even when all of the individual services in a distributed system are functioning properly, the interactions between
those services can cause unpredictable outcomes. Unpredictable outcomes, compounded by rare but disruptive
real-world events that affect production environments, make these distributed systems inherently chaotic.

We need to identify weaknesses before they manifest in system-wide, aberrant behaviors. Systemic weaknesses
could take the form of: improper fallback settings when a service is unavailable; retry storms from improperly
tuned timeouts; outages when a downstream dependency receives too much traffic; cascading failures when a

principlesofchaos.org
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Chaos engineering is NOT about breaking things randomly
without a purpose;

chaos engineering is about breaking things in a controlled
environment and through well-planned experiments in order

to build confidence in your application to withstand \
turbulent conditions. e - ~Y
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Software Infrastructure

» Certificate expiration e Redundancy (multi-AZ)
 Memory leaks » Self-healing

* Licenses  |solation (bulkheads)

« Versioning  Infrastructure as code
Application Operations

 Timeouts  Human operators

* Retries w/backoff * Monitoring and observability
« Exception handling * Incident response

* Circuit breakers « Measure, measure, measure

* Load shedding



Software

Certificate expiration
Memory leaks
Licenses

Versioning

Application

Timeouts

Retries w/backoff
Exception handling
Circuit breakers
Load shedding

Infrastructure

i observability
IncidentYeghonse

s @@stre, measure, measure



https://aws.amazon.com/wellarchitected

22 operst O1=
25 Operational

t~~ excellence

Get videos and documentation

_ related to AWS best practices
Security

AWS ) Reliability
- Well-Architected Tool Generate a report that

. Review your answers against summarizes your workload review
Identify the workload the five pillars established by

to review . the Well-Architected
Then answer a series of Framework

questions about your 7,
architecture (! '\ Cost optimization —II

Performance
efficiency

View the results of workload
o reviews across your organization
Pillars in a single dashboard







Phases of chaos engineering

IMPROVE STEADY
STATE
VERIFY HYPOTHESIS
RUN

EXPERIMENT



What is steady state?

"Normal” behavior of your system
Not the internal attributes of the system (CPU, memory, etc.)

Operational metrics tied with customer experience yields best results




Phases of chaos engineering

IMPROVE STEADY
STATE
VERIFY HYPOTHESIS
RUN

EXPERIMENT



What if...?

“What if this load balancer breaks?”
“What if Redis becomes slow?"

“What if a host on Cassandra goes away?”
"What if latency increases by 300 ms?”
"What if the database stops?”

Make it everyone’s problem!



Phases of chaos engineering

IMPROVE STEADY
STATE
VERIFY HYPOTHESIS
RUN

EXPERIMENT



Failure injection

« Start small & build confidence

Application level (exceptions, errors, etc.)
Host level (services, processes, etc.)
Resource attacks (CPU, memory, 10, etc.)

Network attacks (dependencies, latency,
packet loss, etc.)

AZ attack
Region attack
People attack



Rule of thumb

Have an emergency STOP or a good ROLLBACK strategy!

Careful with state that can't be rolled back
(corrupt or incorrect data)



Phases of chaos engineering

IMPROVE STEADY
STATE
VERIFY HYPOTHESIS
RUN

EXPERIMENT



Quantitying the result of the experiment

Time to detect?

Time for notification? And escalation?
Time to public notification?

Time for graceful degradation to kick in?
Time for self-healing to happen?

Time to recovery—partial and full?

Time to all-clear and stable?



Postmortems —COE (correction of errors)

- What happened?

- What was the impact on customers and your business?
- What were the causes? The 5 whys—not linear

- What data do you have to support this?

Especially metrics and graphs

- What lessons did you learn?
- What corrective actions are you taking?

Actions items

Related items (trouble tickets, etc.)



Blast radius

« How many customers?
- What functionality?
- How many locations?




Two rules to remember

Don't blame people for mistakes

There is no isolated "cause” of an accident



Phases of chaos engineering

IMPROVE STEADY
STATE
VERIFY HYPOTHESIS
RUN

EXPERIMENT



Audit & inspection

Weekly operational metrics review
Continuous inspection mechanism
Maintains focus on operations
Foundation of a healthy operations program

Typical agenda

Success stories
Action items follow-up
Review COEs

Review key service metrics



Big challenges to chaos engineering

- Chaos engineering won't make your system more robust;

people will

- Chaos engineering won't replace __all__ the rest (test, quality, etc.)
Rollbacks are HARD because of state

 Your systems will continue to fail—sorry

- Starting is perceived as hard



Big challenges to chaos engineering

Mostly cultural
No time or flexibility to simulate disasters
Team is already spending all of its time fixing things
Can be very political
Might force deep conversations

Deeply invested in a specific technical roadmap that chaos

engineering tests show is not as resilient to failures as originally
predicted
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Our journey

From manual chaos to automated resilience

Communities

Fully
Built internal automated
chaos scaling

products

Added
engineering

branch
Gamedays

are evergreen

Manual load
testing



Our journey

From manual chaos to automated resilience

Evergreen programs Program structure
Availability Central engineer team
Scaling Infrastructure TPMs team
Resilience Infrastructure efficiency
High-velocity events and optimization
Readiness Opt-in SPOCs in each

Performance team



Live streaming = higher bar

Customers are happy when

LIVE » Streams do not fail

.;
e o INEXTGENATP FINALS. prime video @ =
A W TS 100% Uptime, 99:99%
i oy ( o Uptime, 99-99%

» Performance on par and
better than broadcast

« Video quality is enjoyable (UHD,
HDR, HFR)

» Customer experience is intuitive
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How would you predict this pattern?

The match gets interesting—subscribing in the second half Customers re-watching a newly released same episode
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How about this one?

When last minute gets real. Customers subscribing a minute before the show starts.
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Little's Law

Number of Customers In System =
Arrival Rate x Mean Time In System

L =A. W
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Where do you start?

Ask questions.



Can our services handle an expected realistic load?

v Mostly positive testing

v' Emphasis on prod behavior

Chaos testing

Resilience framework



How does load change performance?

v’ Latency
v' Errors
v Throughput

Chaos testing

Resilience framework



When and where is a breaking point visible?

v' Emphasis on breaking the system

v" Not on prod-like behavior

Chaos testing

Resilience framework



How will services handle underlying failures?

v Data center down
v Dependencies failing

v" Slow network

Chaos testing

v" CPU or memory maxed out

Resilience framework






Arrival rate matters for live and/or exclusive video

Load Performance Stress Chaos

Customer arrival rate Concurrency

A E Playback I D
y—
Session starts

TRANSACT L W
Concurrent sessions







Platform-wide automated Gamedays

- Test ability to sustain a given target

Replay a traffic segment that occurred during an outage

Intentionally cause failures and determine if our systems
behaved as expected

- Verify your alarms and configurations

- Validate a new service or a new feature—operational readiness
review



Tools for measuring performance

= Control plane for running Gamedays

= Has the ability to control any number of load generators

= Smart scheduling and hands off execution

Gamedays [




Resilience product suite

CPU Hog Experiment

Forecasts for 2018-08-31

TNF Scaling

- Forecasting

. Resilience Experiments e
- Reporting and Analysis —

DURATION (SECONDS)

= Actual traffic vs. Gameday

« Load representation

LATENCY_P99

Cameo Report

jay analysis from 2018-06-19T19:30:00Z to 2018-06-22T00:00:00Z

Mobile Services - AVMobileAssimilator_PDX_Prod_Replay

Data is linear, nothing to analyze

LRD - BLAST - NA - AVBIlastService/AL
NA_AVBlastService_Fire - 22626b17-5a85-3062-a4c9-e910e4a0cec?2
Data used: 2018-02-06 - 2018-02-13

Gameday: 2018-02-14T09:00:00Z - 2018-02-14T11:00:00Z -
Result: fail Model fitting gameday data has problems with non-gameday

Description: Models do not match gameday data (coverage = 0.40) ¢ 1.00vs1.00

Model fitting gameday data has problems with non-gameday
data: 1.00 vs 1.00

Model fitting gameday data has problems with non-gameday
data: 1.00 vs 1.00

zero-size array to reduction operation maximum which has
no identity

500000 1000000 1500000 2000000 2500000 3000000 3500000
TPS

Normal Gameday All



Failure injection test (FIT) use case

Entropy Drain

VIP Move

Slow Consumer

Read Only File System

Large File Injection

Log Scan

Bad Dependency

Packet Loss Hostclass Dependency
Latency Injection

CPU Hog

Packet Loss Dependency



Failure injection test (FIT) use case

Problem: Downstream dependency throttling caused availability drop

Solution: Implemented fast-fail circuit-breaker

FIT Test: Use a FIT to simulate dependency throttling and tune limits

Outcome: Measured circuit-breaker performance, retries and latency
Impact



Failure injection test (FIT) use case

Latency during attack
- - -

midin attack started

0 = - - ; = -
Apr 30 Apr 30 SApr 30 Apr 30 Apr 30 Apr 30 Apr 30 Apr3I0 Apr 30 Apr 30 Apr 30
&£ Ul 436 1435 L4385 14:49 1480 gl 1443 Ld-4= 1444 -85 &4k
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Dependency healthy!
No spillovers!
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INsights

1. Need a tool set, not a single platform.
2. Opt for the best fit for your use cases.

Automation portfolio:
Forecasting
Failure injection
Reporting & Learning
Experiments Repository

- Services Discovery / Repository



Key takeaways

1. Start with a specific goal.

2. The first step is the most important. Keep a
programmatic focus.

3. Resilience is bigger than chaos, it prepares for
unknowns.

4. Keep learning about customers, create a feedback loop
between your learnings and customers.

5. Chaos is fun! Start your journey today.






Learn DevOps with AWS Training and Certification

Resources created by the experts at AWS to propel your organization and career forward

</> Take free digital training to learn best practices for developing,
\ deploying, and maintaining applications

3__!1 Classroom offerings, like DevOps Engineering on AWS,
= feature AWS expert instructors and hands-on activities
VeV

Validate expertise with the AWS Certified DevOps Engineer - Professional

p Y
‘/\A ‘ | or AWS Certified Developer - Associate exams

adAWS training and

© 2019, Amazon Web Services, Inc. or its affiliates. All rights reserved. ~ >) certification



Thank yvou!

Adrian Hornsby

adhorn@amazon.com

Twitter: @adhorn
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