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• Pessimistic Locking

• Shard Key Optimization

• Single versus Multi-table Shootout

Agenda
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Pessimistic locks



• Legacy Service Replacement
§ Supports ~500 data scientists engaged in market research
§ Aggregates anonymized customer portfolio data from multiple brokers
– Random low frequency imports will overwrite existing portfolio data

§ Strong consistency requirement
– Queries must not return partially updated data 

Trading Data Analytics Platform



Process overview

Table

Portfolio_ID Readers Timeout Lock

1 0 NULL false

Portfolio_ID Readers Timeout Lock

1 1 2020-12-06T01:25:00 false

Portfolio_ID Readers Timeout Lock

1 0 2020-12-06T01:45:00 true



PK readers readTimeout lock writeTimeout
portfolio_1 5 2020-12-T12:00:00 false NULL

Semaphore items
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Optimizing shard keys



Getting the most out of DynamoDB throughput

“To get the most out of DynamoDB throughput, create tables where 
the partition key element has a large number of distinct values, and 
values are requested fairly uniformly, as randomly as possible.” 

—DynamoDB Developer Guide

Space: Access is evenly spread over the key space

Time: Requests arrive evenly spaced in time



NoSQL workload distribution



Write sharding Salt indexed keys to support high-density aggregations on GSIs

23 5th Street, Anytown, USA



Parallel scan segmentation

Thread 1 Thread 2 Thread 3 Thread N

Table
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Single vs. multi-table
shootout



All data is relational

Document management Process controlSocial network

Data treesIT monitoring



SQL vs. NoSQL design pattern



Ad hoc “joins” in SQL
SELECT * FROM PRODUCTS 
INNER JOIN BOOKS ON 
productId = productId   
WHERE name = “Book Title”

SELECT * FROM PRODUCTS 
INNER JOIN ALBUMS ON 
productId = productId     
INNER JOIN TRACKS ON 
albumId = albumId        
WHERE name = “Album Title”

SELECT * FROM PRODUCTS 
INNER JOIN VIDEOS ON 
productId = productId     
INNER JOIN ACTORVIDEO ON 
videoId = videoId              
INNER JOIN ACTORS ON 
actorId = actorId             
WHERE name = “Movie Title”



Modeled “joins” in NoSQL

SELECT * WHERE PK=“Book Title”

SELECT * WHERE PK=“Album Title”

SELECT * WHERE PK=“Movie Title”



Modeled “joins” in NoSQL

SELECT * WHERE SK=“Author Name”

SELECT * WHERE SK=“Song Title”

SELECT * WHERE SK=“Actor Name”

SELECT * WHERE SK=“Director Name”

SELECT * WHERE SK=“Musician”

Swap PK and SK on index
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In case you 
missed it…

DAT402–PT1
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Related sessions

DAT305-PT1
Data modeling with Amazon 
DynamoDB – Part 1

DAT305-PT2
Data modeling with Amazon 
DynamoDB – Part 2



Thank you!
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