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Aurora storage and replicas
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Log-based storage
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Concurrency: Remove log buffer
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Aurora: Writing less
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Storage layer
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Aurora backups
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Aurora storage scaling

Availability Zone 3
Application
invalidation
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Partitions in PostgreSQL 12

CREATE TABLE door_knocks (

id int not null
' °
knock_date timestamp not null, F K su p po rt
city varchar(255) not null,
zipcode char(5) not null ° 1
) PARTITION BY RANGE (knock_date); lISt' ran g e' h d Sh
CREATE TABLE door_knock_date_y2020103001 PARTITION OF door_knocks ° -
FOR VALUES FROM ('2020-10-30 01:00:00') TO ('2020-10-30 02:00:00'); M u I'tl I'eve I'
CREATE TABLE door_knock_date_y2020103002 PARTITION OF door_knocks ° Att ac h Wlth 0O Ut l.O C k

FOR VALUES FROM ('2020-10-30 02:00:00') TO ('2020-10-30 03:00:00");

CREATE TABLE door_knock_date_y2020103003 PARTITION OF door_knocks
FOR VALUES FROM ('2020-10-30 03:00:00') TO ('2020-10-30 04:00:00");

Partitioned table "public.door_ knocks"

Column | Type | Collation | Nullable | Default | Storage | Stats target | Description
———————————— i et e it B it
id | integer | | not null | | plain | |
knock _date | timestamp without time zone | | not null | | plain | |
city | character wvarying(255) | | not null | | extended | |
zipcode | character (5) | | not null | | extended | |

Partition key: RANGE (knock date)

Partitions: door knock date y2020103001 FOR VALUES FROM ('2020-10-30 01:00:00') TO ('2020-10-30 02:00:00"),
door knock date y2020103002 FOR VALUES FROM ('2020-10-30 02:00:00') TO ('2020-10-30 03:00:00"),
door knock date y2020103003 FOR VALUES FROM ('2020-10-30 03:00:00') TO ('2020-10-30 04:00:00")



Storage Management - dynamic resizing
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Replication / Data flow
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Logical replication support

Converts physical changes (WAL to SQL =
statements - i.e., logical) Amazon RDS
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Data flow - PostgreSQL extensions
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Global DB -
Cross region replication

re' |INvent



Cross region replicas: PostgreSQL
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Amazon Aurora Global Database
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Performance
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Non-uniform memory access
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Graviton2 - Uniformity
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Graviton2 - vCPU
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Graviton2

1000 row in memory range scan with 3-level nested loop
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Graviton2
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Graviton2

1000 row in memory range scan with 3-level nested loop
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Aurora - Heterogeneous clusters
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Migration
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Migration to Aurora

Methods
- AWS Database Migration Service (AWS DMS)
PostgreSQL: pg_dump/pg_restore
PostgreSQL Logical Replication (including pglogical)
« Amazon RDS PostgreSQL: Snapshot import
« Amazon RDS PostgreSQL: Read replica



Migration: Read replica

Service
create read replica promote-read-replica-db-cluster
create-db-cluster --replication-source-identifier --db-cluster-identifier
Amazon — 'Ru"‘r?,i‘;“
= - [e

Amazon RDS Snapshot Amazon Aurora
PostgreSQL instance PostgreSQL instance

S A

Catchup via PostgreSQL asynchronous replication
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