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Enterprise Search—still a challenge today

Rethinking Enterprise Search with Amazon Kendra 

The WSJ Talk2020

Call to action

Agenda 



Employees spend 20% of their 
time looking for information

—McKinsey

20%

44%
44% of the time, they

cannot find the information 
they need to do their job

—IDC



Low accuracy
• 80% of data is unstructured

• Keyword engines

Complexity
• Scattered data silos

• Difficult to set up

• Extensive manual maintenance 

Key challenges

Impacts

Lower employee productivity

Increased risk & liability

Duplication of work

Created a negative customer experience 



Our mission at AWS

Put machine learning in the 
hands of every developer



Amazon Kendra
H I G H L Y  A C C U R A T E  A N D  E A S Y - T O - U S E  I N T E L L I G E N T  S E A R C H  S E R V I C E  P O W E R E D  B Y  M A C H I N E  L E A R N I N G

Natural 
language queries

Simple API
and console 
experiences

code samples

Native
connectors

NLU and Machine 
Learning core

Continuous
improvement

Domain expertise

Intuitively search unstructured data using natural language search 



VISION SPEECH TEXT SEARCH CHATBOTS PERSONALIZATION FORECASTING FRAUD DEVELOPMENT CONTACT 
CENTERS
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for ML
Neo Augmented 

AI
Built-in

algorithms Notebooks Experiments Processing Model training 
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hosting
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Amazon
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Polly

Amazon
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+Medical

Amazon
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Amazon
Personalize
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Forecast

Amazon
Comprehend
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AI SERVICES

ML SERVICES

ML FRAMEWORKS & INFRASTRUCTURE

Amazon
Textract

Amazon
Kendra

Contact Lens
For Amazon Connect

SageMaker Studio IDE

Amazon
CodeGuru

Amazon 
SageMaker

DeepGraphLibrary

Amazon
Fraud Detector

Amazon
Translate

The AWS ML Stack
B R O A D E S T  A N D  M O S T  C O M P L E T E  S E T  O F  M A C H I N E  L E A R N I N G  C A P A B I L I T I E S



AWS Machine Learning Services for Search
A M A Z O N  P R O V I D E S  C U S T O M E R S  W I T H  C H O I C E  W H E N  I M P L E M E N T I N G  
I N T E L L I G E N T  S E A R C H  S O L U T I O N S  F O R  T H E I R  B U S I N E S S

• Build, train, and deploy your own 
ML models quickly using a visual IDE

• All tools required for ML in a single service

• Prebuilt models, algorithms, 
and solutions plus AutoML

• Fully managed for scalability, performance, 
and cost-effectiveness

• Makes it quick and easy for developers 
and builders to implement AI and improve 
business outcomes

• No ML experience required

• Fully managed and pre-trained 
AI service that automates adding 
intelligence to your applications

Amazon Kendra Amazon SageMaker



Quickly and easily finding accurate information
A M A Z O N  K E N D R A

Natural 
language queries

Simple API
and console 
experiences

code samples

Native
connectors

NLU and Machine 
Learning core

Continuous
improvement

EASY TO FIND WHAT YOU ARE LOOKING FOR SIMPLE AND QUICK TO SET UP

Domain expertise

Low Accuracy Complexity



Amazon Kendra
N A T U R A L  L A N G U A G E  Q U E R I E S

.

Natural 
language queries

Natural language 
queries

ĈWheçe iè éhe IT 
support desk in 

Kêmä?ĉ Æ Ĉ1st flääçĉ

Keyword queries

ĈHealéh benefiéèĉ äç 
Ĉåaçking alläìanceĉ



Amazon Kendra
N L U  A N D  M L  C O R E

.

Natural 
language Queries

NLU and Machine 
Learning core

Better answers

Reading 
Comprehension

FAQ matching

Document ranking



Amazon Kendra
D O M A I N  E X P E R T I S E

.

Optimized for 14 
major domains

IT, FINANCIAL 
SERVICES, Insurance, 
Pharma, INDUSTRIAL,
Energy, Legal, Media 
and Entertainment, 

Travel and Hospitality, 
Health, HR, News, 

Telecommunications, 
and Automotive

Domain expertiseNLU and Machine 
Learning core

Natural 
language Queries



Amazon Kendra
I N C R E M E N T A L  L E A R N I N G

Domain expertise

C O M I N G  S O O N !

Amazon Kendra 
improves

automatically
over time

Captures click-
through and user 

feedback

Retrains models 
periodically

Continuous
Improvement

NLU and Machine 
Learning core

Natural 
language Queries



Fine-tune accuracy 
of Amazon Kendra 
with relevance tuning

Æ Fine-éêne Amaïän KendçaĆè 
accuracy

Prioritize your data
• Authoritative data sources
• Document freshness
• Authors or departments
• Upvotes and popularity



Boosting results

Data sources View/like counts Document freshness



Amazon Kendra
N A T I V E  C O N N E C T O R S

.

The most popular
and counting

e.g., S3, file systems 
(SMB), Web crawler, 

Databases, SharePoint

Add credentials, point 
and shoot

Native
connectors

Continuous
improvement

Domain expertise

NLU and Machine 
Learning core

Natural 
language Queries



Quickly and easily find accurate information

by equipping employees with the data they need to do their jobs (e.g., HR, Ops)
Increase employee productivity 

Accelerate research and development
by finding relevant information in highly technical research and engineering documents

Enhance customer experiences
by easily finding answers to questions on websites, in call centers and via chatbots 
(without bot training)

Minimize regulatory and compliance risks
enhancing regulatory intelligence, correspondence and access to up-to-date compliance data  

Easily build more intelligent applications
enhancing applications with a semantic search engine for content management



õ 2020, Amaïän Web Seçëiceè, Inc. äç iéè affiliaéeè. All çighéè çeèeçëed.

Customer spotlight
A M A Z O N  K E N D R A  A N D  W S J  T A L K 2 0 2 0



B A C K G R O U N D

The beginning: Talk2020 for reporters

Idea ìaè geneçaéed fçäm éhe Wall Séçeeé JäêçnalĆè DC 
Bureau so they can perform research for analytical stories. 
It started with an internal developer and then became a 
åaçéneçèhiå ìiéh äêç neìèçäämĆè R&D éeam.

Internal tool made from reporter need

It was just controls and an empty UI, utilized an internal 
design system for quick delivery but with minimal UX.

Experience tailored for Power Users

Went through a lot of development phases from a 
simple Django-powered app to something more robust 
and real-time with internally developed ML models.

Laid the groundwork



B A C K G R O U N D

The Challenge: Take it public

We know that readers want facts, and that they want 
to be able to quickly identify and share them.

Can it ansìer a êserĆs need?

Allow users to observe a general topic or candidate 
stances as well as utilizing direct search.

Search vs. browse

Making sure that a free product released 
éä éhe åêblic ìäêldnĆé incêç åeçfäçmance 
problems was a big concentration.

Can we make smart search scale?

Search and reader-driven utility as an 
entry way to other WSJ content.

Make it part of the WSJ universe



L E S S O N S  L E A R N E D

Architecting 
a tool to move 
with the news

Raw Events 
Bucket

Streams 
Listener

Ingestion

Quotes Enricher
(keyphrase extraction)

Factiva 
Streams

Factiva 
Snapshots

Raw Events 
Firehose

Storage 
Lambda

Raw Events 
Queue

Ingestion layer

Enriched Quotes 
& Transcripts

Enriched Quotes 
& Transcripts

Metadata 
Candidates/Topics

Failed 
event

Event failed 
n times

Dead Letter 
Queue

Event 
Queue

Events 
Notification

Snapshot ID

One time query setup

SageMaker
(topic tagging)

Frontend Services Layer

/search API
Gateway

Search 
Lambda

Search

Quotes

/topics API
Gateway

Topics 
Lambda

Topics

Quotes

/candidates API
Gateway

Candidates 
Lambda

Candidates

Quotes

/transcripts API
Gateway

Transcripts
Lambda

Transcripts

Quotes

/quote API
Gateway

Quote 
Lambda

Quote

Quotes

Amazon 
CloudWatch

CloudWatch Logs for info, error
Each component write to their respective CloudWatch group

DynamoDB 
stream 

lambda

Amazon Kendra

DynamoDB 
Stores

AWS Batch

Data Layer

Candidates

Topics

Static

Transcripts

Transcripts are coming in on a constant basis, 
building for regular ETL and ingestion into 
Amazon Kendra was essential.

Real-Time Ingestion Pipeline

We built to be able to easily add entire 
candidates or topics into the tool and run data 
ingestion quickly.

Configurable/flexible lists of 
candidates/topics

We kept searches cached for approx. an hour 
for repeat queries, but still had them update 
regularly as new documents came in.

Data caching for search performance

Data Cache

Redis 
ElastiCache

to be replaced 
with Dax

quote ID

transcript ID

Candidates 
Config

Topics 
Config



L E S S O N S  L E A R N E D

Defining quality in our quotes

We wanted to make sure that the quotes 
themselves contained as much of the full 
thought or stance as possible, instead of 
half transcribed crosstalk.

Boost vector 1: is it a full quote?

Beyond keywords, the team 
identified more characteristics 
that helped us qualify results



L E S S O N S  L E A R N E D

Defining quality in our quotes

We played with several date ranges for 
de-duplication efforts to make sure we 
didnĆé cläg éhe çeèêléè. 

Boost vector 2: is it timely? 
Original?

Beyond keywords, the team 
identified more characteristics 
that helped us qualify results



L E S S O N S  L E A R N E D

Defining quality in our quotes

Transcripts that contained higher 
percentages of candidate quotes helped 
narrow down media appearances.

Boost Vector 3: is it part of a full 
speech or appearance?

Beyond keywords, the team 
identified more characteristics 
that helped us qualify results



L E S S O N S  L E A R N E D

Taxonomy for Search & Browse

The great corpus provided by Factiva 
had their own taxonomy applied to the 
documents; but we had to take an 
archival service and put it in the 
language of the casual user.

Developing categories that 
speak the êserĆs langêage



R E S U L T S  A N D  L E S S O N S  L E A R N E D

The outcomes

1) WHEN
A decent second-screen experience during the debates, 
but the traffic really surged the morning after the first 
debate, when most of the analysis was published. 

Other, more straight-forward debates 
let this shine as a second screen, so perhaps 
the chaotic nature of the first one. 

Next-day users were also more 
likely to do more searches.

How did they use it?



R E S U L T S  A N D  L E S S O N S  L E A R N E D

The outcomes

2) WHICH PATH DID THEY CHOOSE?
Of the users that landed on our search tools, 
70% did by direct search, 30% did by browsing 
by candidate or topic.

This was a bit by design: the first whole page load was 
éhe ĈAèkĉ bêééän and aèèäciaéed feaéêçeè. We maî èeek 
to better balance these features out in the future.

How did they use it?



R E S U L T S  A N D  L E S S O N S  L E A R N E D

The outcomes

3) WHAT DID THEY SEARCH FOR?
Users performed almost 15,000 
different kinds of queries.

The main natural-language queries that were 
entered were based on the sample questions. 

Still a mix of single keyword/keyphrase queries, 
generally pegged to the debate. Keywords were 
generally topic-based

How did they use it?



R E S U L T S  A N D  L E S S O N S  L E A R N E D

The next steps: Where do we go from here?

1) 1) MORE USE CASES
As we have now built a knowledge base-type application for WSJ readers based on natural language 
query technology, there have been a lot of other potential uses that could be worth exploring.

2) 2) WHERE WE WANT TO IMPROVE
There are some things we know we would like to go back and improve if this were to be the kind of tool 
we would do separate flavors for. 

3) a) Better keyphrase detection vs. keyphrases

4) b) More direct control over how deep of a pool of results to return to the person performing the search 
(vs. the current top 100)

5) c) Better tools for raw data analysis and preparation 

Where do we see potential?



Amazon Kendra Home Page:
https://aws.amazon.com/kendra/

Amazon Kendra Blogs:
https://aws.amazon.com/blogs/machine-learning/category/artificial-intelligence/amazon-kendra/

eGuides to help business case development & getting started with Amazon Kendra POC:
https://pages.awscloud.com/NAMER-devadopt-DL-Amazon-Kendra-eBook-7-Reasons-Why-2020-learn.html

https://pages.awscloud.com/NAMER-devadopt-DL-Amazon-Kendra-eBook-how-to-build-a-POC-2020-learn.html

Call to action  

https://aws.amazon.com/kendra/
https://aws.amazon.com/blogs/machine-learning/category/artificial-intelligence/amazon-kendra/
https://pages.awscloud.com/NAMER-devadopt-DL-Amazon-Kendra-eBook-7-Reasons-Why-2020-learn.html
https://pages.awscloud.com/NAMER-devadopt-DL-Amazon-Kendra-eBook-how-to-build-a-POC-2020-learn.html


Thank you!
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