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Audio and video data is
growing exponentially




Traditional transcription services

Manual Slow Expensive



Other automatic speech recognition (ASR)
vendors
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Hard to use Limited performance Lacking features



Amazon Transcribe

Fully managed and
continuously trained

@ :

Automatic speech recognition

(ASR)

Accurate and fast
performance

Designed for high
availability and scale




Use cases
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Contact center analytics

 Call driver analysis
* Agent assist
« Customer satisfaction
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Media & entertainment

« Metadata indexing
* Video subtitling
e Game chat moderation

Medical transcription

e Clinical documentation

» Pharmacovigilance
» Telehealth
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Diverse transcription use cases
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Custom language models (CLM)

Your data Our training engine Custom speech model
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Custom language models (CLM)

1001101

0110000 Prepare training data
117070071

Train a custom language model (CLM)

im Transcribe an audio sample using CLM

m Evaluate CLM transcription performance



Custom language models (CLM)
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Reference transcript
(human-annotated)

The 2020 holiday season is right around the corner. And with the way that the year's been going, we can
all hope for a little excitement around the next-gen video game consoles coming out soon. So, what's the
difference in between the upcoming Playstation 5 and Xbox Series X? Well, let's take a
look under the hoods of each next-gen gaming . The PS5 features with up to
3.5 GHz frequency. It sports GPU that 10.3 teraflops, running up to 2.23 GHz.
Memory and storage respectively at 16 GB and 825 GB. The PS5 supports both PS The PS5
supports both 4K and screens. Meanwhile, the Xbox Series X also features an

, but clocks in at instead. GPU with 12 teraflops
and 1.825 GHz. Memory is the same as that of the P55's, 16 GB. But the default storage is
where the system has an edge, bringing out a massive 1 TB hard drive. Like the PS5, the also
supports 4K and 8K resolution screens as well. Those of course, are just the numbers. Therefore, it
remains to be seen exactly how the performance plays out in practice. It's worth noting that both

pave incorporategav-tracing techiglaay, something that's used to makeldiaht and shadogglook

Video Game Domain audio sample

Machine transcript
(generic speech engine)

the 2020 holiday season is right around the corner. And with the way that the years been going, we can
all hope for a little excitement around the next Gen video game consoles coming out soon. So what's the
difference in between the upcoming PlayStation five and Xbox Series X7 Well, let's take a
look under the hood of each of these . The P5 five features in with up to 3.5
gigahertz frequency is sports GPU that 10.3 teraflops running up to 2.23
gigahertz memory and storage, respectively. at 16 gigabytes in 825 gigabytes. The PS five
supports both PS. The PS five supports both four K and
also features an

. Meanwhile, the Xbox Series X

, but clocks in at Instead,
GPU, with 12 teraflops and 1.825 gigahertz memory, Is the same as out of the PS.
Fives 16 gigabytes, but the default storage is where the system has an edge. Bring out a

massive one terabyte hard drive. Like the P5 five. The also supports four K and eight K resolution

screens as well. Those, of course, are just the numbers. Therefore, it remains to be seen exactly how the
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How does CLM work?

PART 1 - DATA PREP

1. Train CLM using text data that represents
your business domain and operation

Examples:

* Training / instruction manuals

«  Website content

* Brochures

« Textbooks

* Business emails and correspondence

« Existing human-annotated (reference transcripts) of audio

2. No acoustic data required



How does CLM work?

PART 1 - DATA PREP

Types of data
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Training data Tuning data
* Domain-specific « Use case-specific

* Required « Optional



How does CLM work?

PART 1 - DATA PREP

Scenario 1
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Training data Tuning data

Use them separately

OR

Scenario 2
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Training data Tuning data

Combine into one large training set



How does CLM work?

PART 1 - DATA PREP

Data guidelines

« Plain text

 One sentence per line

« UTF-8 encoding

« No formatting characters

« Training data file size <=2 GB
«  Tuning data file size <=200 MB

Amazon S3

The PS5 will feature a custom eight-core AMD Zen 2 CPU clocked at 3.5GHz (variable frequency) and a
custom GPU based on AMD's RDMA 2 architecture hardware that promises 10.28 teraflops and 36
compute units clocked at 2.23GHz (also variable frequency).

It'll also have 16GB of GDDR6E RAM and a custom 825GB SSD that Sony has previously promised will offer
super-fast loading times in gameplay, via Eurogamer.

One of the biggest technical updates in the P55 was already announced last year: a switch to 55D storage

for the console’s main hard drive, which Sony says will result in dramatically faster load times.

A previous demo showed Spider-Man loading levels in less than a second on the PS5, compared to the
roughly eight seconds it took on a PS4.PlayStation hardware lead Mark Cerny dove into some of the
details about those SSD goals at the announcement.

Where it took a PS4 around 20 seconds to load a single gigabyte of data, the goal with the PS5’s SSD was




How does CLM work?

PART 2 - TRAINING

1. Amazon Transcribe service console

Amazon Transcribe

Real-time transcription

Vocabulary filtering

Amazon Transcribe Medical

Real-time transcription
Transcription jobs

Custom vocabulary

Amazon Transcriba Custom lang

Custom language models workflow

Step 1. Upload data to Amazon 53 Step 2. Train custom language model Step 3. Run transcription jobs

Info ' i
e Configure your custom language model Use your trained custom language model

Upload data as plain text files for either for automatic training. to transcribe audio files.
model training or tuning. You must

provide text that is similar to the audio

you want to transcribe. If you provide

tuning data, it must have a different 53

prefix from your training data.

Custom language models (0) o

Status: All ¥

Status Base model Created Last modified

No resources.

You don't 1y models in us-east-1

Train model



How does CLM work?

PART 2 - TRAINING

Amazon Transcribe Amazon Transcribe Custom lang

1 R Amazon Tra nscribe SerVice console Real-time transcription Custom language models workflow

Transcription jobs

2. Custom language models (CLM) Custom vocabulary

Vocabulary filtering

Amazon Transcribe Medical

Step 1. Upload data to Amazon 53 Step 2. Train custom language model Step 3. Run transcription jobs

Real-time transcription
Info

Configure your custom language model Use your trained custom language model
Upload data as plain text files for either for automatic training. to transcribe audio files.
Custom vocabulary model training or tuning. You must
provide text that is similar to the audio
you want to transcribe. If you provide
tuning data, it must have a different 53
prefix from your training data.

Transcription jobs

Custom language models (0) o

Status: All ¥

Status Base model Created Last modified

No resources.

You don't 1y models in us-east-1

Train model




How does CLM work?

PART 2 - TRAINING

Amazon Transcribe Custom language model

1. Amazon Transcribe service console Train model i

2. Custom language models (CLM) Model settings

Gaming_with_tune

Base model Info
Narrow band

For audio

© Wide band

For audio that

Training data info

Training data location on S3

iypeorp 25 prenx for

s3://abc-gaming-training-artifacts/clm/data/train/ Browse S3

The file format must be plain text in English, US (en-US)

the text files that you want to use as tra




How does CLM work?

PART 2 - TRAINING

Amazon Transcribe Custom language model

1. Amazon Transcribe service console Train model i

2. Custom language models (CLM) Model settings

3. Train model e

Gaming_with_tune

The name can be up to 20

4. Name my model

Base model Info

e Das>e moQeL U yOu W ! )

Narrow band

For audio

© Wide band

For audio that

Training data info

Training data location on S3

Type or p S3 prefix for the text files that you want

s3://abc-gaming-training-artifacts/clm/data/train/

The file format must be plain text in English, US (en-US)

]

to use ac< tra

ching S3 prefixes

Browse S3




How does CLM work?

PART 2 - TRAINING

Amazon Transcribe Custom language model

. Amazon Transcribe service console Train model i

2. Custom language models (CLM) Model settings

3. Train model e

Gaming_with_tune

T} =ty [ n tAa INND rhar ce lan
the name can be up to 200 characters | )

4. Name my model

Base model Info

Narrow band

5. Base mOdEl: Wide band For audio that has a sample rate less than 16 KHz. Typically
O Wide band

For audio that has a sample rate of 16 KHz or greater, Typically, thisis 16 KHz audio from media sources

Training data info

Training data location on S3
Type gr paste the S32 prefix for the text files that voy want tg use as training data, or browse to find the files that have match ng S3 prefixes

Browse S3




How does CLM work?

PART 2 - TRAINING

. Amazon Transcribe service console

Access permissions

2. Custom language models (CLM) ——

Use an existing IAM role
0O Create an IAM role

By choosing Train model you are authorizing creation of this role

3. Train model

Permissions to access

4. Name my model C;.!.Tra.;r‘ling.alm;l t;.lll‘;ingﬁi b.uclk.eltl |

5. Base model: Wide band Role name

Aoles are prefixed with "AmazonTranscribeServiceRole-". Your newly ole has access to the input bucket

6. Enter training data S3 bucket

» Role permissions details




How does CLM work?

PART 2 - TRAINING

. Amazon Transcribe service console
2. Custom language models (CLM)

3. Train model

4. Name my model

5. Base model: Wide band

6. Enter training data S3 bucket

7. Permissions: Training and tuning

Access permissions

1AM role Info
Use an existing IAM role
0O Create an IAM role

By choosing Train model you are authorizing creation of this role

Permissions to access

© Training and tuning 53 bucket

Any 53 bucket

Role name

oles are prefixed with "Ar

The name can be up to 64 characters long

» Role permissions details

access to the input bucket




How does CLM work?

PART 2 - TRAINING

Back to Amazon Transcribe console > Custom language models

Custom language models workflow

Custom language models (7) nfo

Status: All w

Base model Created

WideBand August 30 2020, 23:29 (UTC-07:00)

Last modified

August 31 2020, 05:51 (UTC-07:00)




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can be up to 200 characters long. Valid characters are a-z, A-Z, 0-9

Model type Info

General model © Custom language model
To use t is not o use a model tha 2in

Language
( nse the |

2. Select the CLM instead of general model

Model selection

3. If I have tuning data, | can select that Choose an exiting mods orcreate 3 new one. [3

Gaming_with_tune

4. Point to the S3 location of audio file o s

5. Select my transcript output location Input data info

Input file location on S3
or paste the URL of your In

6' Then SeleCt “NeXt" to Sta rt transcribing “s..",‘:/;a;:c-gam|ng-trr:3n~;rvngae-g'i}rzat;;r:v;ciﬁvat;\t‘\.:pzsll _— l Browse S3

Output data

Data location Info

© Service-managed $3 bucket
The output w he removed aft 9(

Customer specified S3 bucket

Cancel




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can ba up to 200 characters long. Valid characters are a-z, A-Z, 0-9

Model type Info

1. Start and name a new transcription job

Language
( nse the |

Model selection

3. If I have tuning data, | can select that Choose an exiting mods orcreate 3 new one. [3

Gaming_with_tune

4. Point to the S3 location of audio file o s

5. Select my transcript output location Input data info

Input file location on S3
or paste the URL of your In

6' Then SeleCt “NeXt" to Sta rt transcribing “s..",‘:/;a;:c-gam|ng-trr:3n~;rvngae-g'i}rzat;;r:v;ciﬁvat;\t‘\.:pzsll _— l Browse S3

Output data

Data location Info

© Service-managed $3 bucket

Customer specified S3 bucket

Cancel




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can ba up to 200 characters long. Valid characters are a-z, A-Z, 0-9

Model type Info

General model © Custom language model
To use t is not o use a model tha 2in

1. Start and name a new transcription job

Language
( nse the |

2. Select the CLM instead of general model

4. Point to the S3 location of audio file .

5. Select my transcript output location Input data info

Input file location on S3
& or paste the URL of your Inj

6' Then SeleCt “NeXt" to Sta rt transcribing “;Szl;abc-gan‘w|ng-(rasnn:rli:-c--drat;;r:;c'ﬁvat;\r“s:pzsll e [ Browse S3

Output data

Data location Info

© Service-managed $3 bucket

Customer specified S3 bucket

Cancel




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can ba up to 200 characters long. Valid characters are a-z, A-Z, 0-9

Model type Info

General model © Custom language model
To use t is not o use a model tha 2in

1. Start and name a new transcription job

Language
( nse the |

2. Select the CLM instead of general model

Model selection

3. If I have tuning data, | can select that Choose an exiting mods orcreate 3 new one. [3

Gaming_with_tune

» Additional settings

5. Select my transcript output location Input data info

6. Then select “Next” to start transcribing e B3

Output data

Data location Info

© Service-managed $3 bucket

Customer specified S3 bucket

Cancel




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can be up to 200 characters long. Valid characters are a-z, A-Z, 0-9
Model type Info

General model © Custom language model
T : tis not o use a model tha ain

1. Start and name a new transcription job

Language
( nse the |

2. Select the CLM instead of general model

Model selection

3. If I have tuning data, | can select that Choose an exiting mods orcreate 3 new one. [3

Gaming_with_tune

4. Point to the S3 location of audio file o s

Input data info

Input file location on S3
& or paste the URL of your Inj

6' Then SeleCt “NeXt" to Sta rt transcribing “s.Szllabc-gan‘w|ng-(rasnn:rli:-c--drat;;r:;c'ﬁvat;\r“s:pzsll e [ Browse S3

Output data

Data location Info

© Service-managed $3 bucket

Customer specified S3 bucket

Cancel




Specify job details .

How does CLM work? E=

Name

PART 3 - TRANSCRIBING AUDIO Gaming_test_with_cim

The name can be up to 200 characters NI

Model type Info

General model © Custom language model
To use el that t JS2 a moded that you trained

1. Start and name a new transcription job

Language
nse the |

2. Select the CLM instead of general model

Model selaction

3. If I have tuning data, | can select that i RO

Gaming_with_tune

4. Point to the S3 location of audio file o s

5. Select my transcript output location Input data info

Input file location on S3
/D& or paste the URL of your Inj

cribe-data/mydata.mp3] Browse S3

Output data

Data location Info

© Service-managed $3 bucket
The output w De removed arter 90 days when the |ob expires

Customer specified S3 bucket




How does CLM work?

PART 4 - EVALUATE CLM PERFORMANCE

Reference transcript Generic model transcript

. . . . , B0 es comin on. So what's
all hope for a little excitement around the next-gen video game consoles coming out soon. So, what's the - v

difference in between the upcoming Playstation 5 and Xbox Serias X? Well, let's take a
look under the hoods of each next-gen gaming . The PS5 features an with up to
3.5 GHz frequency. It sports GPU that 10.3 teraflops, running up to 2.23 GHz.

Memory and storage respectively at 16 GB and 825 GB. The PS5 supports both PS The PS5
supports both 4K and screens. Meanwhile. the Xbox Series X also features an supports both PS. The PS five supports bath four K and . Meanwhile, the Xbox Series X

difference in between the upcoming PlayStation five and Xbox Series X7 Well, let's take a
look under the hood of each of these . The PS five features in with up to 3.5
gigahertz frequency Is sports GPU that 10.3 teraflops running up to 2.23
gigahertz memory and storage, respectively. at 16 gigabytes in 825 gigabytes. The PS five

, but clocks in at instead. GPU with 12 teraflops also features an , but clocks in at Instead,
and 1.825 GHz. Memary is the same as that of the PS5's, 16 GB. But the default storage is GPU, with 12 teraflops and 1.825 gigahertz memory, Is the same as out of the PS.
where the system has an edge, bringing out a massive 1 TB hard drive. Like the P55, the also Fives 16 gigabytes, but the default storage Is where the system has an edge. Bring out a
supports 4K and 8K resolution screens as well. Those of course, are just the numbers. Therefore, it massive one terabyte hard drive. Like the PS five. The also supports four K and eight K resolution

Aty b dlCe g ' 5 SE £ {LISE tha l heref < 1o be g2 ahow the

1ope for a

all =] <1 i - e T =1 =1 i '|||'- i i r AT i [ '? ] Il =1y | . . . _- N . _ " - .
difference in hardware specs between the upcoming PlayStation five and Xbox Series X? Well, let's take a difference In hardware specs between the upcoming PlayStation five and Xbox Series X? Well, let's take

look under the hood of each of these consoles. The PS five features with up to
3.5 gigahertz frequency it sports GPU. That 10.3 teraflops running up to 2.23
gigahertz memory and storage, respectively, at 16 gigabytes and 825 gigabytes, The PS five
supports both P5. The PS five supports both four K and eight K resolutions. Meanwhile, the Xbox Series
X also features an , but clocks in at 3.8 hertz. Instead. The console boasts a similar a
AMD custom GPU, with 12 teraflops and 1.825 hertz. Memory is the same as out of the PS five's

16 gigabytes, but the default storage is where the system has an edge. Bring out a massive one
terabyte hard drive. Like the PS five, the Serles X also supports four K and eight K resolution screens as
well. Those, of course, are just the numbers. Therefore, it remains to be seen exactly how the

givers frequency it sports an AMD Radeon GPU that touts 10.3 teraflops running up to 2.23 gigahertz
memory and storage, respectively. Dial in at 16 gigabytes and 825 gigabytes. The PS five supports botn
PS. The PS five supports both four K and eight K resolutions. Meanwhile, the Xbox Series X also features
an AMG Zen two CPU, but clocks in at 3.8 had hurts. Instead, the console boasts a similar AMD custom.
GPU, with 12 teraflops and 1.825 gigahertz memory Is the same as out of the PS five's coming in at 16
gigabytes. But the default storage is where the system has an edge, bringing out a massive one terabyte
hard drive. Like the PS five, the Series X also supports four K and eight K resolution screens as well.
purse, are just the numbers. Therefgee it remains to begeen exactly how t formance




How does CLM work?

PART 4 - EVALUATE CLM PERFORMANCE

Word error rate (WER) — Video Game Example
Lower is better

Trans-::riptiun Type WER (%) Ac-::uracy {(100-WER)

Amazon Transcribe generic model
Amazon Transcribe CLM with no tuning split

Amazon Transcribe CLM with tuning split

Note: WERs are relative and demonstrate the point of using CLM over generic ASR models. These figures are only specific to this
audio experiment and not globally representative of Amazon Transcribe as a service overall. In this example, we used <5MB of
training data. In reality, users would use much larger data sets, which would drive further accuracy improvement.



How does CLM work?

CLM BEST PRACTICES

@'f
gl

AT

A

Data quality & quantity

Run experiments

N

Proper benchmarking

Tech blog:
How to evaluate ASR performance
https://amzn.to/36pfidO



https://amzn.to/36pfjdO

How does CLM work?

CLM WRAP-UP

O

i @ i)

Leverage your Minimal data No machine learning
existing text data wrangling prerequisites



Octopus Energy
case study
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Octopus Energy overview

OMOMONONONO

Energy supplier and tech company TRUSTPILOT
o DN D B O

Multi-award-winning green energy technology

1.7m UK retail customers (5% market share) € NERGY

AWARDS 19
Operating in 5 countries

£71.8bn annual revenue

6m customers via technology licensing

Utility of

the Year



Octopus Energy’s customer care goals

Goals

() Improve our customer care
with call transcriptions
@ Process a million minutes of calls per month

Open the possibility for call analytics, automatic
call topic classification, and sentiment analysis

Solutions

@ Selected Amazon Transcribe to convert
customer calls into text

(=) Used custom language models to drive better
recognition of business-specific phrases




Architecture of customer solution

=)

K N
Amazon RDS
Airflow

Amazon Transcribe Amazon S3 Kraken
—_
[N —> N’
Amazon Elastic ®
Kubernetes Service Data analysis

y

spaCy

Amazon Elasticsearch Kibana
Topic classification BEICNELE Soiiae




Model training process

C = =)
e I

Customer emails Internal documents Customer reviews



Case for CLM: Domain-specific language

Smart meter:

hpk_l: “ At least I'm being No , no , no . We got smart me to start today .

_1,"because it's a smart meter , it's a smart meter here , So I've got I've got smart meter ."

Tariff names:

spk_0: "[...] flexible Taras . But while the flexible tower has changed for other customers [,,,]ﬂ

_0,"[-..]. So according to the tariff , the cheapest tariff would be the 12 month fixed tariff on . That's £60.86 per month ."

Hello, Octopus Energy:




Model evaluation

* Qualitative evaluation (voting) * Quantitative evaluation (WER)

Depending on the file, between
12% and 21% relative accuracy

Default 1

Improvement

Default + vocabulary

Custom




Business benefit and impact

Audio recording 0:00/1:52

Alter playback speed

,
- Processed 1.8 years' worth of

customer calls every month Time of call

Wait time

- Immediate access to past
customer interactions and
iIssue tracking, which leads

. Hello octopus energy lily speaking. How can | help?
to better customer service
Hi there. | got a smart meter or to smart meters fit by you guys two weeks ago
and | haven't had a bill yet, so | just want
spk_0 -:
to check what's going on. Sure. Can | take your postcode and the first line of
your address, please?
spk_1 -:
it's n 16 eight sw
spk_0 -:

Berlin on your full name.

spk_1-:




Business benefit and impact

Percentage of calls related to coronavirus

« Uncover new business
insights

« Use text analytics to extract
trends (i.e., COVID-19)
for fast government
reporting

% of matching calls

Call date



Octopus Energy roadmap

Al & =

Compliance monitoring

Sentiment and customer
and dashboards

Real-time transcription
satisfaction metrics

and next best actions
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“Octopus Energy is a UK-based retail electricity and gas supplier specialising in
sustainable energy. In our mission to provide customers with fair and transparent
pricing along with excellent service, we analyse millions of minutes of contact center
calls each month. We've leveraged our own domain-specific data to train custom
speech recognition models using Amazon Transcribe. These custom models provide
enhanced transcription accuracy and enable us to more efficiently and intelligently
identify, understand, and serve our customers’ energy needs."

Dr. Javier Asensio-Cubero ‘

Lead of Data Platform
Octopus Energy

AWS

re | nve nt © 2020, Amazon Web Services, Inc. or its affiliates. All rights reserved.



Next steps

Build custom language models

https://amzn.to/32BDkNJ

Engage with a solutions architect

Brainstorm use cases and get support for solution implementation

Connect with an AWS Partner

Let AWS Partners help you with the POC and build integrations

Get started with Amazon Transcribe

Sign up for an AWS account and start transcribing your content today

NN NN



https://amzn.to/32BDkNJ

Announcing a global network of CCl partners

Core Customer engagement platforms

Technology partners SGENESYS AVAYA
?: GENESYS \/ VONAGE IUi Pqth CCl software enablers talkdeSk 8x8 Consulting Partners
>
I.l I-ﬁ\'fev}re\nce ACQUEON @ Vo i cewo X Robotic process automation accenture

SuccessKPI path
Y% £ Tensor
ta lkd es ko 8X8 AVAyA ’ ‘ Flexible API connectivity aWS &

XarpAl V/ VONAGE N slalom
’@ z Campaign management | Contact Center g quantlphl
CRESTA CLARABRIDGE clevy Analytics Intelligence
ACQUEON ‘;l_ L
SuccessKPI

o , ONICAH s,
CO n s u ltl n g pa rt n e rs Voice of the customer WIpl'?;I:-_:::_E.g

@CLARABRIDGE P —— R

Self service
. N Agent assist connact
ONICA  Hquantiphi  slalom s CRESTA gﬁ 2 A
""" clevy
@TensorioT  CHGSdigial accenture PO merence .. | N =

INAWISDOM > connect MICROPOL::  First Derivatives VO'CQWO”X



Thank you!

AWS
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Please complete
the session survey
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