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Challenges & opportunities
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Why customization?
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Challenges and opportunities

« OS configuration « Accelerate experimentations
« GPU & CPU optimization « Faster response to changes
e Distributed training & inference  « Cost optimization
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Deep learning on AWS
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The AWS ML stack

Vision Healthcare Business tools Search Industrial

Amazon Rekognition  Amazon HealthLake Amazon Personalize Amazon Kendra AWS Panorama Appliance and SDK,
Amazon Comprehend Medical  Amazon Forecast Amazon Monitron

Chatbots Amazon Transcribe Medical Amazon Fraud Detector Amazon Lookout for Equipment

Al SERVICES Amazon Lex Amazon Lookout for Metrics Amazon Lookout for Vision

Text Code + DevOps

Speech Amazon Comprehend Contact centers Amazon CodeGuru

Amazon Polly Amazon Translate Contact Lens Amazon DevOps Guru

Amazon Transcribe Amazon Textract Connect Voice ID

SAGEMAKER STUDIO IDE

Label | Data Store De(‘;ect t)liqs Visualize in Pick Train Tune Deploy in Manage Manage edge
AMAZON collection prep  features and expiain - notebooks algorithm  models faster parameters production & monitor devices
SAGEMAKER predictions
< Cl/CD >
ML FRAMEWORKS TensorFlow, PyTorch Deep learning : .
' ' GPUs AWS Inferentia Amazon Elastic FPGA
& INFRASTRUCTURE Apache MXNet AMIs & containers Inference
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Deep learning environments on AWS

. COMPUTE . CONTAINERS _ SAGEMAKER

AWS Deep Learning AMIs (DLAMI) AWS Deep Learning Containers

. . Amazon SageMaker

Amazon Elastic Compute Amazon Elastic Kubernetes Amazon Elastic Container
Cloud (Amazon EC2) Service (Amazon EKS) Service (Amazon ECS)
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Deep learning AMIs
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Deep learning AMis on EC2

AWS Deep Learning AMIs

| |

Base Conda
= Amazon Linux & Ubuntu = Amazon Linux, Ubuntu, & Windows
= Optimized CPU & GPU = Optimized virtual environment

= Clean slate for framework installation = [terative experimentation
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Deep learning AMls on EC2

E EC2 instance

Instance

CAD

Snapshot

Amazon Elastic Block
Store (Amazon EBS)

AWS Deep
Learning AMIs
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User data script
#!/bin/bash

yum update -y

pip install torch

Jupyter notebook
Conda
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Deep learning AMis on EC2

/
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Compute & storage Frictionless High level of control
augmentation experimentation
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Deep learning containers

AWS Deep Learning Containers

l l l

CPU GPU AWS Inferentia
Intel MKL NVidia CUDA Neuron SDK

AWS Trainium
Neuron SDK

Elastic
Inference

! !

PyTorch TensorFlow Apache MXNet
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* Different inference & training containers

!

AutoGluon*

Hugging Face*
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Deep learning containers

( @ B —> |
@ J Amazon Elastic

: Container Registry
AWS Publlt_: (Amazon ECR)
Container Registry
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- Customization
Publlg DL Developer Locgl
container container
|| [ —
[ Eod
O
. >
Degp learning Customer-managed
container sources container registry

(GitHub)
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Deep learning containers deployment

. CONTAINERS

AWS Deep Learning Containers

| |
a @

Amazon Elastic Amazon Elastic
Kubernetes Service Container Service
(Amazon EKS) (Amazon ECS)
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Deep learning containers on EC2
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Deep learning on SageMaker
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Amazon SageMaker

« Amazon SageMaker is a fully managed machine learning service
« Customizing DL containers is NOT needed in most cases

& Notebook instance Code files @
= Studio notebooks +
- — requirements.txt ~ AWS Deep _

Learning
Container Amazon ECR
Container
registry
from sagemaker.tensorflow import TensorFlow
cifarl@_estimator = TensorFlow(entry_point='source/cifari@.py', | | 0o (o o 00O
role=role, é P3 é é P3 é é P3 é @
framework_version='1.14", e - T - T 2
train_instance_count=1, “
traln_lnstance_type:'ml. p3.X1a rg(E' ) Fuuy managed Amazon Amazon Simple
SageMaker cluster Storage Service
(Amazon S3)
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Customizing DL containers on SageMaker

Extend a prebuilt container

Less work
« You want to install additional dependencies

Adapt your own container to work with SageMaker

« You want to use an existing Docker image with SageMaker

Create a container with your own algorithm and models

- Neither the prebuilt nor your existing container meets your need Vore work

aws

N1 © 2021, Amazon Web Services, Inc. or its affiliates. All rights reserved.



Extend a prebuilt container

« Prebuilt containers by AWS

: Algorithm
O PyTorch ;
Q‘ Chainer a

- Benefit of extending a prebuilt
container

Dependencies

Training or inference stack
AWS prebuilt images
ML framework — Prebuift imas

- Leverage SageMaker provided deep
learning libraries and settings Base image + drivers

*TensorFlow, the TensorFlow logo and any related marks are trademarks of Google Inc.
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How to customize prebuilt container

« Set required environment variables with SageMaker containers

ENV SAGEMAKER_SUBMIT_DIRECTORY /opt/ml1/code
ENV SAGEMAKER_PROGRAM cifarl0.py

- Install additional libraries and package your code
RUN apt-get install <library>

Remember pip install is supported in requirements.txt

« Build the container and push to Amazon ECR

docker build -t ${image_name} .
docker push ${fullname}
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Customize your own container for SageMaker

« When
« "l cannot use AWS deep learning containers for regulatory reasons”
- “We use highly customized based image and deep learning frameworks"

- “l want to reuse my existing/working container and bring it to SageMaker
with little adaption”
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Customize your own container for training

The bare minimum

User training module

Dependencies

ML framework

Base image + drivers

FROM <user image>
COPY train.py /
ENTRYPOINT ["python", "train.py"]
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Customize your own container for training

The bare minimum Script in container

/
’

User training module User training module

sagemaker-training-toolkit 4@
Dependencies
Dependencies

ML framework ML framework

Base image + drivers Base image + drivers

FROM <user image> FROM <user image>
COPY train.py /
ENTRYPOINT ["python", "train.py"] RUN pip install sagemaker-training

COPY code/* /opt/ml/code/

ENV SAGEMAKER_PROGRAM train.py
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Customize your own container for training

The bare minimum Script in container Script in S3 User training
m@g@e
T SR T e ey % == -}.s—\”
User training module _User training module | 2 I ¥ S

- sagemaker-training-toolkit o8& sagemaker-training-toolkit

Dependencies

ML framework | T_ML Wamewone |

Base image + drivers

Dependencies

ML framework

Base image + drivers

FROM <user image> FROM <user image> FROM <user image>
COPY train.py / RUN pip install sagemaker-training
ENTRYPOINT ["python", "train.py"] RUN pip install sagemaker-training

COPY code/* /opt/ml/code/

ENV SAGEMAKER_PROGRAM train.py
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Customize your own container for inferencing

Prior to your customization:
« Consider the shortcut: AWS serving container + user dependencies
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Customize your own container for inferencing

SageMaker Inference Toolkit

- Implements a model serving stack for any Docker container

- Framework specific toolkit available H| , 1
HOW Load model
« Create an inference handler - Pre-process
Load model =
Pre-process input data Frech!
Get predictions Process output
Process the output data M;:del I

« Start model server
Model server
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Customize your own container for inferencing

__class ModelHandler(object): - , "
def initialize(self, context): SRR o
# Initialize model. This will be called during model loading time Load model
def preprocess(self, request): [ Bisor \
# Take the input data and pre-process it make it inference ready S e-process
input
def inference(self, model_input): . .
—_—— # Do some inference call to engine here and return output ereeeeneeneenep Predict
def postprocess(self, inference_output): -
handler.py # Take output from network and post-process to desired format >
Process output
def handle(self, data, context): L J
model_input = self.preprocess(data)
model_out = self.inference(model_input) Model handier

return self.postprocess(model_out)

\
from sagemaker_inference import model_server

model_server.start_model_server(handler_service="handler.py:handle") .

Model server

serve.py
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N1 © 2021, Amazon Web Services, Inc. or its affiliates. All rights reserved.



Create a container with your own algorithm

« When?
« “l don't have an existing container”

Algorithm

« “My ML model is not based on any
of the frameworks supported on
AWS"

Dependencies

o : Build image from
Training & inference stack scratch

ML framework

Base image + drivers
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Create a container with your own algorithm

Training Inference
- How SageMaker runs your image - How SageMaker runs your image
docker run train docker run serve
« ENTRYPOINT « ENTRYPOINT

ENTRYPOINT ["python", “train.py"] ENTRYPOINT ["python", "serve.py"]

- Reserved paths: - Implement:
/opt/ml ) ]
|—I?————/input - /Jinvocations

|----- /config .
|------------ /hyperparameters.json ’ /pn1g
[ — /..
|----- /data
|------ /output

| ------ /failure
| ------ /data
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Notebook available at:

https://github.com/aws/amazon-sagemaker-
examples/tree/master/advanced_functionality/pytorch_extending_our_containers

Extending our PyTorch containers 1

When should | extend a SageMaker container?

You may not need to create a container to bring your own code to Amazon SageMaker. When you
are using a framework such as TensorFlow, MXNet, PyTorch or Chainer that has direct support in
SageMaker, you can simply supply the Python code that implements your algorithm using the SDK
entry points for that framework.

Some of the reasons to extend a SageMaker deep learning framework container are:



Conclusion
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Thank you!

Nabil Ezzarhouni Qingwei Li

nabz@amazon.com gqnl@amazon.com
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