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• Brief history of data processing (why NoSQL?)

• NoSQL data modeling

• Normalized versus denormalized schema

• Amazon DynamoDB and the serverless ecosystem

• Modeling for real-world applications
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History of data processing 

“History repeats itself because 
nobody was listening the first time.”
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Timeline of database technology
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Moore’s Law no longer an enabler for RDBMS
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It’s not new thinking…

“The simplicity of the array representation which 

becomes feasible when all relations are cast in normal 

form is not only an advantage for storage purposes but 

also for communication of bulk data between systems 

which use widely different representations of the data.”

“If the strong redundancies in the named set are directly 

reflected in strong redundancies in the stored set (or if 

other strong redundancies are introduced into the 

stored set), then, generally speaking, extra storage 

space and update time are consumed with a potential 

drop in query time for some queries and in load on the 

central processing units.”

“Ideally, the variety of permitted data representations should 

be just adequate to cover the spectrum of performance 

requirements of the total collection of installations. Too 

great a variety leads to unnecessary overhead in storage and 

continual reinterpretation of descriptions for the structures 

currently in effect.”

A Relational Model of Data for Large 

Shared Data Banks

Edgar Frank "Ted" Codd
19 August 1923 – 18 April 2003
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Why NoSQL?

Optimized for storage Optimized for compute

Normalized/relational Denormalized/hierarchical

Ad hoc queries Instantiated views

Scale vertically Scale horizontally

Good for OLAP Built for OLTP at scale

SQL NoSQL
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Scaling DynamoDB
“We are stuck with technology when what 
we really want is just stuff that works.”

Douglas Adams
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Auto scaling

Throughput automatically adapts to your actual traffic

With auto scalingWithout auto scaling
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On-demand capacity mode

Start at zero

No limit

Features

• No capacity planning, provisioning, or 

reservations – simply make API calls

• Pay only for the reads and writes you 

perform

Key benefits

• Eliminates trade-offs of 

overprovisioning or underprovisioning

• Instantly accommodates your workload 

as traffic ramps up or down
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Millisecond variance

Consistent low latency

Many millions of requests per second per table

High request volume

Performance at any scale
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Super Bowl

Global-scale events: Elastic is the new normal

Peak Consumed Capacity

Provisioned Capacity
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Global tables with multi-Region replication

Performance at scale

14

Build high-performance, globally 
distributed applications

Low-latency reads and writes 
to locally available tables

Multi-Region redundancy, resiliency, 
and 99.999% availability

Multi-active writes from any Region

Easy to set up and no application 
rewrites required
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NoSQL fundamentals
“Data are just summaries of thousands of stories –
tell a few of those stories to help make the data 
meaningful.”

Chip & Dan Heath
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Table
Table

Items

Attributes

Partition
key

Sort 
key

Mandatory

Key-value access pattern

Determines data distribution

Optional

Model 1:N relationships

Enables rich query capabilities

All items for key
==, <, >, >=, <=
“begins with”
“between”
“contains”
“in”
sorted results
counts
top/bottom N values

GSI1PK

GSI1PK

GSI1PK

GSI2PK

GSI2PK

GSI3PK
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Partition overloading

Use generic keys to facilitate heterogeneous partitions  

SELECT * WHERE PK=Customer_1 AND SK > 2019-10-29
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Secondary indexes

• Support secondary access patterns

• Index across all partition keys

• Use composite sort keys for compound indexes

A1

(partition)
A2 A3 A4 A5

A5

(partition)

A4

(sort)

A1

(item key)

A3

(projected)
INCLUDE A3

A4

(partition)

A5

(sort)

A1

(item key)

A2

(projected)

A3

(projected)
ALL

A2

(partition)

A1

(itemkey)
KEYS_ONLY

Indexes

Table
RCUs/WCUs provisioned 

separately for GSIs 

Online indexing
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Partition/shard keys in NoSQL
• Partition/shard key is used for building an unordered hash index

• Allows table to be partitioned for scale 

Id = 1

Name = Jim

Hash (1) = 7B

Id = 2

Name = Andy

Dept = Eng

Hash (2) = 48 

Id = 3

Name = Kim

Dept = Ops

Hash (3) = CD 

Key space
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Write sharding Salt indexed keys to support high-density aggregations on GSIs
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Index overloading

Use generic keys once more to use indexes for multiple access patterns
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Index overloading

SELECT * WHERE PK=ONLINE#0 AND SK=US
…
SELECT * WHERE PK=ONLINE#N AND SK=US

SELECT * WHERE PK=B07G6CQQYG#0 AND SK=PROCESSING
…
SELECT * WHERE PK=B07G6CQQYG#N AND SK=PROCESSING
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NoSQL data modeling
“If we have data, let’s look at data. If all we have are 
opinions, let’s go with mine.”

Jim Barksdale
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It’s all about relationships

Document management Process controlSocial network

Data treesIT monitoring
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SQL vs. NoSQL 
design pattern
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Ad hoc “joins” in SQL
SELECT * FROM PRODUCTS 
INNER JOIN BOOKS ON 
productId = productId   
WHERE name = “Book Title”

SELECT * FROM PRODUCTS 
INNER JOIN ALBUMS ON 
productId = productId     
INNER JOIN TRACKS ON 
albumId = albumId        
WHERE name = “Album Title”

SELECT * FROM PRODUCTS 
INNER JOIN VIDEOS ON 
productId = productId     
INNER JOIN ACTORVIDEO ON 
videoId = videoId              
INNER JOIN ACTORS ON 
actorId = actorId             
WHERE name = “Movie Title”
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Modeled “joins” in NoSQL

SELECT * WHERE PK=“Book Title”

SELECT * WHERE PK=“Album Title”

SELECT * WHERE PK=“Movie Title”
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Modeled “joins” in NoSQL

SELECT * WHERE SK=“Author Name”

SELECT * WHERE SK=“Song Title”

SELECT * WHERE SK=“Actor Name”

SELECT * WHERE SK=“Director Name”

SELECT * WHERE SK=“Musician”

Swap PK and SK on index
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Complex queries
“Computers are useless. They can only 
give you answers.”

Pablo Picasso
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Serverless & event-driven architecture

AWS Lambda
Notify change

Amazon 

OpenSearch Service

Amazon Kinesis 

Data Firehose

Data events

Amazon S3

(Parquet)

Amazon

Athena

DynamoDB Streams
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DynamoDB Streams and Lambda

Partition A

Partition B

Partition C

1

2

3
Updates GetRecords

DynamoDB

table

DynamoDB Streams

Shards Lambda

function

DynamoDB Streams + AWS Lambda = reliable “at least once” event delivery 
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Example

AWS

Lambda

Amazon

DynamoDB
Amazon API 

Gateway

Amazon

DynamoDB 

Streams

Lambda

Amazon 

S3

Amazon 

OpenSearch 

Service

Amazon 

Athena

DynamoDB

Query sideOnline Transaction 

Processing (OLTP) side

A serverless app
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Modeling relational data

“Dude, where’s my lookup table?”
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Modeling complex relationships
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The table



© 2021, Amazon Web Services, Inc. or its affiliates. All rights reserved.

The index schema (GSI1)
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The index schema (GSI2)
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The index schema (GSI3)
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The final result
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Conclusions

• NoSQL does not mean nonrelational

• The ERD still matters

• RDBMS is not deprecated by NoSQL

• NoSQL can be a great fit for OLTP

• Use RDBMS for high-velocity OLAP
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Thank you!
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Rick Houlihan

Twitter – @houlihan_rick


