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Agenda

« Overview of Natural Language Processing
« Overview of Hugging Face with Amazon SageMaker
« Hands-on labs
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Prerequisites

Familiarity with
= AWS Management Console
= Amazon SageMaker
= JupyterLab
= Natural language processing (NLP)
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Natural
Language
Processing
(NLP)

NLP serves many human-
friendly functions and its
usage can have huge impact
on the business of a company

Language translation

NLP has made machine translation so fast and
accurate that translation becomes accessible to
many applications

Spell check and grammar check

This insures higher data quality from the very
source of data, reducing complex and tedious
data cleansing operations

Smart assistants

Offering human-friendly interactions using voice
to a broad category of devices

Natural query and search

NLP allows powerful query and search capabilities
using natural language questions and human-
oriented interfaces

Text analytics

Extracting topics or sentiments from unstructured
text to serve analytics and data-driven business
decisions
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What are the Hugging Face libraries?
@ Open source

Datasets, tokenizers and transformers

- Popular
N 53,000+ GitHub stars, 1,000,000+ downloads per month

Intuitive
NLP-specific Python frontends based on PyTorch or TensorFlow

|
State-of-the-art
Transformer-based models are state-of-the-art, enable transfer-learning and scale

[\, Comprehensive
e~ u Model hub with 15,000+ model architectures, 240+ languages
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A strong collaboration to make
NLP easy and accessible for all

Hugging Face AWS

Hugging Face is the most popular Amazon SageMaker offers
open source company providing high performance resources
state-of-the-art NLP technology to train and use NLP models
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Introducing a new Hugging Face
experience in Amazon SageMaker
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Deep learning containers (DLCs) developed with Hugging Face for
both training and inference for the PyTorch and TensorFlow frameworks

A Hugging Face estimator in the SageMaker SDK to launch NLP scripts

on scalable, cost-effective SageMaker training jobs without worrying
about Docker

An example gallery to find readily usable high-quality samples of
Hugging Face scripts on Amazon SageMaker

Maintained and supported by AWS
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What are the benefits of running
Hugging Face in Amazon SageMaker?

/@\ Cost effective — SageMaker optimizes scale, performance, and
N effectiveness to reduce costs; Amazon EC2 Spot Instances further
save costs for non-critical workloads

-—— ML ops ready - Includes automated metadata persistence and

s—[=] search in the SageMaker metastore, log extraction to Amazon CloudWatch,
monitoring with SageMaker Debugger and Profiler and experiment management

e Scalable — Able to run on clusters of GPUs, with efficient data-parallel and
]| ] model-parallel distribution provided by SageMaker; ability to launch several
concurrent jobs at the same time with the async mode of the API

© Secure - High bar on security, with available mechanisms including encryption
at rest and in transit, VPC connectivity and fine-grained IAM permissions
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Integrated workflow with Amazon SageMaker

Develop script on
SageMaker Notebook
Instances, SageMaker
Studio, or on your IDE

Train in Hugging
Face Deep Learning
Containers (DLC)

Hugging Face
10,000+ pre-trained Hugging
Face Transformers models
for NLP, speech and vision

Fine-tune and Deploy any Hugging
manage experiments Face model easily
in Amazon SageMaker

Automatically Download model from
monitor and scale Amazon S3 for self-
model endpoints managed deployment
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Training on Amazon SageMaker

Hugging Face estimator

# metric definition to extract the results
Letric_definitions [
{"Name": "train_runtime", "Regex": "train_runtime.x=\Dx(.%?)$"},
{'Name': 'train_samples_per_second', 'Regex': "train_samples_per_second.*=\Dx(.x?)$"},
{'Name': 'epoch', 'Regex': "epoch.*=\Dx(.x?)$"},
{'Name': 'f1', 'Regex': "fl.kx=\Dx(.%?)$"},
{'Name': 'exact_match', 'Regex': "exact_match.*=\Dx(.%?)$"}]

# estimator
huggingface_estimator = HuggingFace(entry_point='train.py"',
source_dir="'./code',
metric_definitions=metric_definitions,
instance_type='ml.g4dn.2xlarge’,
instance_count=2,
volume_size=volume_size,
role=role,
transformers_version='4.6",
pytorch_version='1.7",
py_version='py36',
hyperparameters = {
'model_name_or_path': 'bert-large-uncased-whole-word-masking',
'num_train_epochs': True,
'max_seq_length': 384})

starting the ti

huggingfa&e_estimator}fit()
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Training on Amazon SageMaker

A REFRESHERY

metric_definitions=[

me": “train_runtime", "
{'Name': 'train_samples
{'Name': ‘'epoch', 'Regex
{'Name': 'f1', 'Regex':

"1 "train_runtime.x=\Dx(.?)$"},
', 'Regex': "train_samples_per_second.*=\Dx(.%?)$"},
h.+=\Dx (. #7)$"},

{'Name': 'exact_match', 'Regex': "exact_match.x=\Dx(.¥?)$"}]

huggingface_estimator - HuggingFace(entry_point-'train.py',

| Amazon SageMaker control plain E

Create training job API call

Data Scientist

huggingface_estimator. it ()

Provision/stop/monitor instances

—— - — VPC

| Storage

Amazon SageMaker Training job
| g gj

! I | .Instance
\ | I I

Amazon FSx  Amazon Amazon S3 | | | | | | | |
for Lustre EFS ICopy/stream data
Training Code

I
L e e e e e e e -]

@ ccr

DL container:
TF/PT/custom

EBS/ NVMe

|
1
|
I
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source_dir="./code’

netric_definitions-metric_definitions,

instance_type-'nl.gddn.2xlarge’,

instance_count=2,

volune_size-volume_size,

role-role,

transformers_version='4.6",

pytorch_version='1.7",

py_version-'py36’,

hyperparameters - {
"mode1_name_or_path': 'bert-large-uncased-whole-word-nasking',
‘num_train_epochs': True
‘max_seq_length': 384})

Model artifacts

Models in S3

I Amazon
| CloudWatch |

Logs & metrics | |
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Amazon SageMaker
distributed training
libraries
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Challenges with large datasets and models

dgn
JAN
\S\ O
O &
Large datasets take Large models or models with
a long time to train, many parameters can exceed the

creating a bottleneck memory capacity of a single GPU
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How it works: Data parallelism library

Amazon S3 - .
Fully managed training on replicas
Store your on workers
training dataset -

Supports popular APIs like Horovod o N
and DistributedDataParallel

o

!
i

) 1 MM M0 Amazon
SageMaker

Includes a managed, Automatically synchronizes workers Trained model
optimized data-parallel

across multiple GPUs .
training toolkit in Amazon S3,
Amazon SageMaker ready to deploy

Launch a SageMaker
training job with data
parallelism enabled

&

[>| :<]| Import data
| — | parallelism library

to training script
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How it works: Model parallelism library

L —
AR Q Analyzes variables and
Store your ril graph structure
training dataset -
e Automatically partitions the model o P
- Amazon and sends subgraphs to devices
SageMaker
Includes a managed, C_——1 Managed distributed training on Trai
. rained model
optimized model- |:||:||:||:||:| pipelined microbatches .
parallel training toolkit in Amazon S3,
Amazon SageMaker ready to deploy
Launch a SageMaker
training job with model
parallelism enabled
[>| —<]| Import model
—— ' parallelism library
| — | to training script
aWwWs
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Managed spot training -
Save up to 90% on
model training costs
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Managed spot training workflow
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Enable managed
spot training

D 2

Training launched with
Spot-only Instances

)

WYes

Complete job

Resume from
last checkpoint

No

Restart job

Wait for Spot capacity

W

No

Spot available

V=S

Terminate job
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Train on Amazon SageMaker

HANDS-ON LAB - DURATION: 45 MINUTES

« Prepare and upload train and test datasets
to Amazon S3

 Prepare a fine-tuning script to be used with
Amazon SageMaker training jobs

« Launch a training job and store the trained
model in Amazon S3
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Let's get started...

Works on both Amazon SageMaker Studio notebook and
Amazon SageMaker notebook instances

https://bit.ly/AIM416-2021
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https://catalog.us-east-1.prod.workshops.aws/v2/workshops/74da6491-2f74-466a-86a5-3bcce6541904/en-US

Managed deployment
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Amazon SageMaker inference options

7\ PaN 7\

Near real-time
inference; large
payload and longer
inference time
supported

Low latency and real- Inferences on
time inferences batches of data
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Deployment flexibility

REAL-TIME OR BATCH INFERENCE

SageMaker
hosting

L/

AN

Create a long-running microservice
Effectively instant response for small data batches

Accessible from an external application

SageMaker
batch transform

o

00 90 NI
DDDDED O/(\@LO
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Bulk data transformation
Pay only for what you use

Periodic arrival of big chunks of data
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Problem - Emerging use cases
for near real-time inference
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e
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Inference payloads are large

Customers want to process large
payloads (100s of MBs or GBs) such
as high-def images and video frames

Latency-tolerant workloads

Real-time inference payloads have 5 MB
payload limit and 60-second timeout;
data needs to be processed as it arrives
so cannot process offline as a batch;
need near real-time inference

Model complexity is increasing

*@
New deep learning models are complex

and take long (in orders of minutes to
process)

oo Need to control costs

J‘lﬂP’rL Workloads don't need millisecond
latency so can tolerate cold starts;
deep learning workloads need to
control costs
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Deploy trained model on Amazon SageMaker

HANDS-ON LAB OPTIONS: 30 MINUTES

Choose one of the following labs:

 Real-time inference - Load a pre-trained model from
Amazon S3 and deploy on Amazon SageMaker endpoint

 Batch inference — Load a pre-trained model from
Amazon S3 and deploy on Amazon SageMaker

Bonus lab

« Asynchronous inference — Load a pre-trained model from
Amazon S3 and deploy on Amazon SageMaker endpoint
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Where to get help?

Sample notebooks Documentation Launch blog Hugging Face forum

Read the blogs
Training (https://aws.amazon.com/blogs/

. . machine-learning/aws-and-hugging-face-
Access Glt.HUb AWS Documentation collaborate-to-simplify-and-accelerate-
(https://github.com/ (https://docs.aws.amazon.com/ adoption-of-natural-language-processing- https://discuss.hugginaface.co/c/
huggingface/notebooks/ sagemaker/latest/dg/hugqging- models/) cagemaker/ . ;
tree/master/sagemaker) face.html) Inference (https://aws.amazon.com/blogs/ sagemaker/

machine-learning/announcing-managed-
inference-for-hugqging-face-models-in-
amazon-sagemaker/)
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https://github.com/huggingface/notebooks/tree/master/sagemaker
https://docs.aws.amazon.com/sagemaker/latest/dg/hugging-face.html
https://aws.amazon.com/blogs/machine-learning/aws-and-hugging-face-collaborate-to-simplify-and-accelerate-adoption-of-natural-language-processing-models/
https://aws.amazon.com/blogs/machine-learning/announcing-managed-inference-for-hugging-face-models-in-amazon-sagemaker/
https://discuss.huggingface.co/c/sagemaker/

Additional SageMaker sessions

« AIM402 - Develop your ML project with Amazon SageMaker

« AIM415 - Real-time recommendations using Amazon SageMaker
Feature Store

- AIM328 - Automatically scale Amazon SageMaker endpoints for
inference

- AIM405 - Rightsizing SageMaker compute instances for ML model
training & inference

« AIM320 - Implementing MLOps practices with Amazon SageMaker,
featuring Vanguard
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Join us for a Happy Hour on Wednesday

\ TN [ =\ ‘\@ SN

Hosted by SageMaker
Distributed Training Team

6—8 PM on Dec 1st

At Venetian Hotel Royal
Brittania Pub

RSVP now
nttps://reinventawsdthappy
nour.splashthat.com/
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Thank you!

Mani Khanuja Pallavi Nargund
mankhanu@amazon.com nargundp@amazon.com
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