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Abstract 
 
The trend towards higher resolution content is driving 
an exponential growth in content storage that calls for 
scalable and cost effective infrastructure.  
 
Today's media companies are looking at the promise of 
cloud storage as a means to address cost effectiveness, 
scalability, security and durability. However, a cost 
effective and scalable storage service alone cannot 
completely solve the needs of a complex media storage 
workflow. Several key considerations around diverse 
content acquisition, restoration, preservation and 
metadata management have to be taken into 
perspective.  
 
This paper discusses various cloud storage strategies for 
different media applications, from cold archival content 
storage to high performance content processing 
applications.  
 
This paper also covers the various methods and 
architectural best practices for very large content library 
migrations, metadata and asset management to build 
highly complex media archives, media supply chains and 
storage management of a modern studio's content in 
the cloud. 
 
 
 

 

1.  Introduction 
 
A growing number of M&E customers are moving their 
media workloads into the cloud and, in most cases, the 
first cloud component is content storage.  To meet the 
demands of their subscribers, there is a growing trend 
among content producers and distributors towards 
higher resolution content, causing content size to grow 
at a very large scale. Netflix1 and Amazon Video, with 
their direct-to-consumer content delivery and mobile 
device streaming, allow subscribers to be able to watch 
the content they like when they want and how they 
want. This is constantly pushing the legacy content 
producers to create more content. Because of this 
growing demand in content production, content 
producers are finding themselves pushed to the corner 
when it comes to storage capacity, and they are quickly 
realizing that a highly scalable, durable, secure, fully 
managed and pay-as-you go model (the characteristics 
of cloud-based storage) works very well for their 
content storage.  Studios, Broadcasters and Pay TV 
operators have workload requirements that are more 
directly associated with object-based storage volume 
requirements: 1) DAM/Archive, 2) Media Supply chain, 
and 3) OTT related workflows such as cloud DVR.  Other 
workloads, such as VFX/animation rendering, 
transcoding, broadcast channel playout, leverage more 
file-based storage. Storage requirements for these 
workloads vary depending upon business related 
concerns, but can range in the hundreds of TB to 
hundreds of PB, and represent a significant cloud 
storage opportunity (Overall cloud storage for media 
and entertainment is expected to grow about 25X 
between 2015 and 2021 – 4,826 PB to 130,150 PB, with 
cloud storage revenue to exceed $20.2B by 20202).  
 
This paper will attempt to dive deep into some of the 
content archive as well as content creation and delivery 
workloads that have a major storage component, 
covering some of the architectural best practices on 
how to design such workloads using cloud storage. 
While it is ideal to have both an archive and active 
processing storage, the current feature set requires 
additional effort and management to leverage different 
tiers based on the use case and cost vs. performance 
value proposition. We will segment this document into 
two workloads - content archival and content 
processing/delivery, and focus on the specific cloud 
storage services and their relevant features.  
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2.   Cloud Storage Services 
 
Amazon Web Services (AWS)3 provides several storage 
services and tiers that nicely serve the different media 
use cases. Cloud object based storage such as Amazon 
Glacier4 is well suited for the cold archive, while Amazon 
S35 (both standard and Infrequent Access tiers) is well 
suited for active archive, as well as certain direct 
processing workloads. Additionally, file system based 
storage services such as Elastic Block Store6 (EBS) and 
Elastic File System7 (EFS) provide IO performance for 
some of the most demanding processing workloads - 
such as VFX/Animation rendering, large scale distributed 
transcoding farms, large-scale deep learning and 
analytics, and broadcast channel playout originating 
from the cloud. There are also several utility services 
that enable customers to easily move content in and 
out of the cloud. This section will provide a quick 
introduction to some of the features that are provided 
by these different storage services. Figure 1 shows the 
AWS storage services and feature maturity level that we 
will reference in this section and throughout the 
document. 
 
2.1.  Object Stores 

Data/content files kept on object storage consist of a 
unique identifier. An object store is really a key to value 
map of the underlying data and metadata files. There 
are no file system semantics in an object store. Object 
storage does not provide a capability to incrementally 
edit one part of an object - objects have to be 

manipulated as a whole unit, requiring the object to be 
re-written in its entirety. Although object-based storage 
can store any kind of content or data, it is well suited to 
media files such as images or videos. Object storage 
data can be replicated across different data centers and 
offers a simple API or web (http/https) interface for 
access and durability. As long as the underlying 
application is compatible with interfacing without a file 
system, object storage can be considered for more 
hot/high IO type use cases. Most of the cloud based 
object stores offer a pay-as-you-go model with no pre-
provisioning requirement for the underlying storage 
service.  
 
Amazon Simple Storage Service (S3)  – Amazon 
Simple Storage Service (S3) is easy to use object storage, 
with a simple web service interface to store and retrieve 
any amount of data from anywhere on the web or 
inside a customer’s virtual private cloud (VPC via S3 
endpoint). Amazon S3 offers a range of storage classes, 
each designed for different use cases. These storage 
classes include Amazon S3 Standard for general-
purpose storage of frequently accessed data, Amazon 
S3 Standard - Infrequent Access8 (Standard - IA) for 
long-lived, but less frequently accessed data, and 
Amazon Glacier for long-term archive. Amazon S3 also 
offers configurable policies for managing data 
throughout its lifecycle. Once a lifecycle policy is set, 
data will automatically migrate to the most appropriate 
storage class without any changes to the underlying 
applications.  
 
S3- Standard – Amazon S3 Standard offers object 
storage with high durability, availability, and 

Figure 1.  AWS Storage Services and Feature Maturity  
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performance for frequently accessed data. Because it 
delivers low latency and high throughput, Standard is 
perfect for a wide variety of use cases including cloud 
applications, dynamic websites, content distribution, 
mobile and gaming applications, and big data analytics.  
 
S3-Infrequent Access – Amazon S3 Standard - 
Infrequent Access (Standard - IA) is an Amazon S3 
storage class for data that is accessed less frequently, 
but still requires rapid access when needed. Standard - 
IA offers the high durability, throughput, and low 
latency of Amazon S3 Standard, with a low per GB 
storage price and per GB retrieval fee. This combination 
of low cost and high performance make Standard - IA 
ideal for long-term storage, backups, and as a data store 
for disaster recovery. The Standard - IA storage class is 
set at the object level and can exist in the same bucket 
as Standard, allowing the use of lifecycle policies to 
automatically transition objects between storage classes 
without any application changes. A relevant use case for 
using both tiers are mezzanine assets on Standard-IA 
(suitable because the library transcodes only happen 
once) and deliverable formats on Standard 
(recommended because of multiple requests and 
distributions.) 
 
Amazon Glacier  – Amazon Glacier is a secure, 
durable, and extremely low-cost storage service for data 
archiving. Any amount of data can be reliably stored at 
costs that are competitive with (and often cheaper 
than) on-premises archival solutions. To keep costs low, 
Amazon Glacier is optimized for data that is rarely 
accessed and for which a retrieval time of several hours 
is suitable. Amazon Glacier supports lifecycle policies for 
automatic migration between storage classes. All object 
store tiers within AWS offer an “eleven nines” 
(99.99999999999%) durability promise with a highly 
auto-scaled, highly available front-end (underlying 
infrastructure running across multiple physical data 
centers) to manage the needs of subscribers.  
 

2 .2.  Block and Fi le  Cloud Storage 

 
Within the Cloud storage environment, there is a 
representation of the traditional storage types: Block 
and File. Block storage devices provide fixed-sized raw 
storage capacity. Each storage volume can be treated as 
an independent disk drive and controlled by an external 
server operating system. This block device can 
be mounted by the guest operating system just as if it 
were a physical disk. Within the physical environment, 

block storage is commonly attached via protocols such 
as Fiber Channel (FC), SAS, or over IP-based network 
connections using iSCSI or FCoE. When connected via 
these protocols, storage appears to the operating 
system as “local” or directly connected raw storage, 
ready for use by the OS or applications.  In a cloud 
environment, block storage can either be connected via 
transparent deployment mechanisms, such as those 
used by EBS and detailed below, or via externally 
provided IP storage using iSCSI.  Once attached to an 
instance, block storage is typically partitioned and 
formatted with file systems such as FAT32, NTFS, EXT3, 
or EXT4.  Block storage is suitable for active processing 
use cases like media transcoding, video editing and 
playout, and, more importantly, for “lift and shift” of 
applications that require file system semantics. 
 
Amazon Elast ic  Block Store  – EBS provides 
persistent block level storage volumes for use with 
Amazon EC2 instances9.  EBS is designed for “fives 
nines” (99.99999%) of availability and each Amazon EBS 
volume is automatically replicated within its Availability 
Zone10 to protect from component failure, offering high 
availability and durability of the data stored in it. 
Amazon EBS volumes are designed for an annual failure 
rate (AFR) of between 0.1% - 0.2%, where failure refers 
to a complete or partial loss of the volume (depending 
on size and performance of the volume). This makes EBS 
volumes 20 times more reliable than typical commodity 
disk drives, which fail with an AFR of around 4%. 
Amazon EBS encryption11 provides seamless support for 
security of both data at rest and data in motion 
between EC2 instances and EBS volumes. General 
Purpose (SSD) volumes and EBS Provisioned IOPS (SSD) 
volumes deliver low-latency through SSD technology 
and consistent I/O performance scaled to the needs of 
the underlying application.  Multiple volumes can be 
striped together in a RAID configuration to achieve even 
higher I/O performance or larger storage capacity. File 
storage, provides file system semantics to end users in 
the form of files and directories – common constructs 
that are well understood within environments.  File 
based storage uses two basic protocols, NFS and SMB, 
to present the file system structure to the instance, in a 
full formed manner.  NFS is most commonly used for 
Linux based applications, presenting either a “stateless” 
or “stateful” (as of NFS v4.x) mechanism of parallel 
access to the files under management.  SMB is almost 
exclusively used as the backend support protocol for the 
Windows Common Internet File System (CIFS) and 
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provides “stateful” persistent file locking across clients 
of the file system.  
 
Amazon Elast ic  F i le  System – EFS provides a file 
system interface using standard operating system file 
I/O APIs along with file system access semantics such as 
strong data consistency and file locking.  EC2 instances 
mount EFS file systems via the NFSv4.1 protocol, using 
standard operating system mount commands. EFS 
automatically and instantly scales the file system 
storage capacity up or down as the files are added or 
removed without disrupting applications, reducing time-
consuming administration tasks. EC2 instances running 
in multiple Availability Zones (AZs) within the same 
region can access the file system, so that many users 
can access and share a common data source. With EFS, 
throughput and IOPS scale as a file system grows, and 
file operations are delivered with consistent, low 
latencies. Amazon EFS is designed to be highly available 
and durable. Each Amazon EFS file system object - 
directory, file, and link - is redundantly stored across 
multiple Availability Zones. 
 

2.3.  Moving Content In and Out of  the 
Cloud 

 
Customers leveraging cloud based applications or 
storage for their content have to consider the key 
aspect of transferring content in and out of the cloud.  
The size and constantly changing nature of content files 
make this a much larger bandwidth requirement and 
time consuming task – although there are solutions that 
can be leveraged for physical transfer of devices to and 
from the cloud without any network.  
 
Amazon Import/Export Snowbal l12 – Snowball is a 
petabyte-scale data transport solution that uses secure 
appliances to transfer large amounts of data into and 
out of the AWS cloud. Using Snowball addresses 
common challenges with large-scale data transfers 
including high network costs, long transfer times, and 
security concerns. Transferring data with Snowball is 
simple, fast, secure, and can be as little as one-fifth the 
cost of high-speed Internet. Even with high-speed 
Internet connections, it can take months to transfer 
large amounts of media files. For example, 80 terabytes 
of data will take more than 80 days to transfer over a 
dedicated 100 Mbps connection. That same transfer can 
be accomplished in less than one day, plus shipping 
time, using a single Snowball appliance. 
 

Amazon Direct Connect 13 – Direct Connect makes 
it easy to establish a dedicated network connection 
from a customer’s premises to AWS via a private 
connection. In many cases, Direct Connect can reduce 
network costs, increase bandwidth throughput, and 
provide a more consistent network experience than an 
Internet-based connection. By transferring data to and 
from AWS directly over Direct Connect, the bandwidth 
commitment to the internet provider can be reduced 
and all data transferred over the dedicated connection 
is charged at a reduced AWS Direct Connect data 
transfer rate rather than Internet data transfer rates. A 
customer can request one or multiple sub-1Gbps, 
1Gbps, or 10Gbps lines on a pay-as-you-go basis.  
 
Amazon S3 Transfer Acceleration14 – S3 Transfer 
Acceleration combines innovative software, protocol 
optimizations, and AWS edge infrastructure to 
accelerate data transfers up to 300% on existing 
infrastructure. Amazon S3 provides the capability of 
multi-part upload with a highly scalable front end, so 
multiple components of single large file can be 
uploaded in parallel to use the upload bandwidth most 
effectively. Amazon S3 uploads and downloads can be 
accelerated by just enabling this feature, without the 
need to adjust protocols, change firewall settings, or 
buy additional acceleration hardware. Amazon S3 
Transfer Acceleration is designed to maximize transfer 
speeds over long distances, such as across countries or 
even continents to an Amazon S3 bucket. As data 
arrives at an Amazon edge location, it is routed to 
Amazon S3 over an optimized network path.  
 
Partner Solutions – Several key Amazon partners 
provide commonly used solutions for moving large 
amounts of content to and from the cloud. These 
include commercial solutions like Aspera15 and 
Signiant16 as well as open source solutions such as 
Tsunami UDP17 and UDT18. In all network based 
solutions, it is important to understand that an object 
store can be accessed via TCP (HTTP REST) and provides 
a highly scalable front-end. It is possible to saturate the 
available bandwidth to an object store by parallelizing 
the underlying upload – distributing smaller segments of 
the underlying large data/file set – and all other types of 
mechanisms, including UDP based WAN optimizations, 
will be via a proxy over to the object store. In proxy 
based solutions the proxy usually is created on the 
compute layer provided by the cloud (EC2, for example) 
due to its proximity close to the object store. While 
there are mechanisms and architectural patterns on 
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scaling the ingest/egress proxy in front of the object 
store, the maximum throughput will be dependent on 
the throughput of the proxy layer. When selecting an 
accelerator solution, key factors include: TCP window 
acceleration versus UDP delivery, payload encryption 
utilizing AES standards, ability to handle large-block 
erasure protection for entire IP frames instead of 
retransmits that may slow transfer speeds, and the 
ability to transparently cache incoming streams in 
memory and stream to S3, compared to file-based 
‘store and forward’ models that may require block-level 
(EBS) volumes. 
 
 

2.4.  Hybrid Cloud Implementations 
 
In many cases, customers want to leverage their existing 
on-premises resources, such as specialized compute or 
storage systems, but also be able to expand their 
capabilities into the cloud in an on-demand fashion.  
Leveraging the cloud for elastic consumption and 
expansion to meet dynamic demand needs is typically 
referred to as “bursting” to the cloud.  This is very 
common in the case of VFX/Animation rendering, 
transcoding, and other media processing pipelines. AWS 
provides capabilities to extend an existing content 
processing footprint into the cloud via VPN Gateway or 
Direct Connect.  Beyond the M&E use cases, customers 
use hybrid cloud implementations for use cases such as 
Backup/Recovery, Archive, and Disaster Recovery.  

There are several different solutions that provide 
capabilities that cover both the media and general 
purpose use cases. 
 
Amazon Storage Gateway19 – Amazon Storage 
Gateway provides simple services around block storage 
that allow an on-premises environment to locally mount 
iSCSI devices which are backed by local caches, and 
ultimately stored on Amazon S3.  These volumes can 
then be “re-hydrated” to form EBS volumes and used on 
the appropriate EC2 instance types for a variety of 
processing tasks.  For backup and archive software, 
Storage Gateway also provides a Virtual Tape Library 
(VTL) interface for data storage that requires a tape 

based interface, providing the capability to have a 
limitless collection of virtual tapes backed by S3 - IA or 
Glacier. 
 
Partner Solutions – There are several third party 
partner solutions that provide caching solutions for high 
performance storage. These solutions can be leveraged 
for hybrid processing scenarios while using object 
storage at the content repository. For example, Avere20 
is a high performance local storage solution that utilizes 
S3 as the backing store for the items placed within the 
Avere nodes.  Avere presents its storage using IP file 
protocols, both NFS and SMB, and uses both onboard 
RAM and SSD based disk to provide increased and 
scalable disk performance.  Avere provides these 
services whether on-premises through the FXT product, 

F igure 2 – A c loud based s imple Digital  Asset Management System 
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or within AWS via the vFXT offering.  Both versions 
provide support for large file reads for video. High 
availability can be achieved with a multi-node cluster 
setup and data can be secured with AES 256 
encryption.  The directory structure is kept consistent 
across all nodes and files are only synchronized across 
availability zones when requested. Assessing 
performance with Avere is made possible with stat 
counters and a user interface where custom graphs can 
be created. Similarly, NetApp ONTAP Cloud21 provides 
all the mature file system services found within a 
Clustered Data ONTAP on-premise environment, but 
operating within AWS as an EC2 instance with a number 
of gp2 EBS22 volumes providing the raw storage.  Just as 
with CDOT, Cloud ONTAP provides all the IP based 
protocols, including block ones. NFS, SMB, and iSCSI are 
all supported and provided to the EC2 instances as 
storage devices.  Cloud ONTAP can maintain bi-
directional synchronization between AWS and on-
premises via SnapMirror23 – NetApp’s native replication 
protocol, and can provide snapshot capabilities within 
the virtual device for quick rollback.  Encryption at rest 
is also offered, as well as an HA storage solution using 
two Cloud ONTAP devices.  
 

2 .5.  Media Asset Management and Search  
 
A key component of all media applications is the 
metadata associated with the underlying content files. 
While there are many different flavors of 
metadata/asset management systems (MAM, DAM, or 
CMS) depending on the underlying use case the 
purpose they perform is more or less the same – that is 
to store and manage metadata/information related to 
content that can consist of many separate files (audio, 
video, caption, etc.). In some cases, these systems also 
manage the underlying workflow and hierarchical 
storage.  
 
There are a large variety of MAM/DAM/CMS solutions in 
the marketplace. An important consideration when 
choosing a solution is to understand the mechanism of 
cloud storage integration, for example, if block storage 
is being leveraged as a primary content repository. 
While there are mechanisms, such as FUSE based 
solutions, which attempt to provide a bridge between 
the application and object store – one should be 
cognizant about the underlying performance 
characteristics of the application as well as its 
read/write patterns. As previously mentioned, object 
stores do not provide file system semantics such as file 

locking and immediate consistency. Thus, object stores 
are not well suited for active data access or data 
processing applications such as rendering, transcoding, 
editing, etc., where deterministic arrival time for write 
operations must be guaranteed. For example, a 
transcoder writing to a S3 location via FUSE that is 
monitored by a secondary ingest service running on a 
separate host.  This is because the underlying service 
will flush its local file buffer to object storage at non-
deterministic time intervals, leading to possible 
synchronization issues when multiple compute 
instances require consistent access on a single object. 
Control of threading, latency, bandwidth tuning, and 
local to remote content access patterns as well as any 
associated tuning may also not be available or optimal. 
However, depending on the application architecture, 
object stores can be used if their content is read 
sequentially before processing, and writes are buffered 
or in snapshots. For these reasons, more and more 
applications and asset management systems are now 
trending towards native support for cloud based object 
storage, making it easier for media customers to use 
object storage for their content repository.  
 
Some off-the-shelf products that have shown direct 
integration with an object store such as Amazon S3 are 
Dalet Galaxy24, Vidispine25, Wazee Digital26, Evolphin 
Zoom27 and LevelsBeyond Reachengine28 (to name a 
few). In addition to these off-the-shelf vendor solutions 
that are available in the cloud, several building blocks or 
components such as managed databases (both 
relational such Amazon RDS29 or NoSQL such as 
DynamoDB30), compute (Amazon EC2), serverless 
compute (Amazon Lambda31), cloud-based workflow 
engines, notification and queueing mechanisms 
(Amazon SNS32 and SQS33 - all offered as managed 
services) can be leveraged to build a simple asset 
management system.  
 
Figure 2 depicts a high level architecture of such an 
asset management system using different AWS 
components. In this scenario, S3 is used as the main 
content repository. There are multiple mechanisms to 
transport content into the S3 repository.  S3 also 
provides an automated notification mechanism 
(triggered by activities such as object uploads, deletes, 
etc.) and can further trigger Amazon Lambda functions 
which execute specific jobs such as transcoding or QC of 
media assets.  
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The output of a workflow can also be stored in S3, 
consequently triggering new notifications and Lambda 
functions for corresponding processing tasks. Metadata 
is extracted and stored in DynamoDB with an asset ID 
and link to corresponding asset in S3. This can be 
further enhanced into a web-based portal for users 
using simple application containers such as Amazon 
ElasticBeanstalk34 and Amazon CloudSearch35 for 
indexing and search capabilities across the asset library. 
Another modern trend is running machine learning, 
deep learning, and cognitive analysis on the underlying 
content and extracting frame level metadata (for 
example, facial recognition or object/scene tagging). 
This analysis can leverage the AWS massive compute 
layer to run deep learning algorithms at scale using 
GPU36 based instances or can use more cost effective 
models such as EC2 Spot37. The resulting metadata can 
be further related to other assets via tags (all metadata 
relationships and search capabilities from the existing 
architecture mentioned above.) The workflow can be 
managed by a service such as Amazon Simple Workflow 
Service38 with state capture and reporting capabilities.  

 

3.  Media Archival  Use Cases 
 
While there are several different use cases for content 
archive, we group these into three major categories as 
suggested by our most common customer use case 

requirements. Figure 3 shows these categories and the 
relevant downstream content workflows.  
 
Raw footage – Many studios are trending towards 
keeping all the “tent pole” production related footage 
given the cheap and highly durable storage options 
within the public cloud. With content now being often 
shot in 4K and beyond, and stored in a variety of high 
resolution source and distribution packaging formats 
including ARRI39, IMF40, J2K41 and DCP42 – it is common 
to have just the raw footage from a single production 
approaching upwards of 10s of PB. This is important 
footage and the requirement is to store at least two 
different copies in multiple systems/locations. The 
retrieval requirements are almost none aside from the 
need to hydrate (fix) a problematic copy from another 
source, or to create a new final copy (directors cut or 
re-mastering, etc.). The use case of digital preservation 
of archives is also becoming mainstream.  
 
Digital  Asset Preservation and Golden Copy – 
This archive consists of the finalized assets after post 
production. The most common use case is preservation 

F igure 3 – On-premises Production Archive 
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of these finalized assets. Some of these can be of 
historical significance. This is a highly critical set of 
assets and the content owners require multiple (in 
many cases more than three) copies in different 
locations across different systems. The retrieval 
requirements are almost none aside from the 
requirement to hydrate (fix) a problematic copy.  
Security, durability, and access control requirements are 
very stringent, given the value associated with these 
assets. Risk is further reduced via multiple copies across 
multiple platforms in multiple physical locations.  
 

Active Archive – This archive consists of mezzanine 
quality distribution copies of the finalized assets to the 
broadcasters and distributors. In non-theatrical use 
cases (for example, news and sports organizations), this 
archive consists of footage or assets used for workloads 
such as breaking news scenarios or sports reference 
footage during live sports events. The retrieval 
requirements for content availability from the time of 
request range from within a few minutes from to under 
an hour depending on the use cases. In other cases 
where the schedule is known far in advance (for 
example, channel playout for file based pre-recorded 
assets), the retrieval requirement could be close to a 
week. There are usually two copies: an on-site fast SSD 
or magnetic based storage cluster hosting the subset of 
the assets backed by a large tape storage tier, and an 
offsite copy.  
 
 

Some use cases involve accessing the active archive 
directly, for example, editorial workloads for breaking 
news (clip editing) and media supply chain use cases 
including content QC, content processing (transcoding/ 
encoding), versioning, mastering and packaging for B2B 
delivery. Running these processing workloads directly 
from the archive requires additional considerations such 
as integration/interoperability with graphic and video 
editors, latency induced by distance, third party utility 
software integration with object storage, and network 

connectivity as elaborated in the next section. These 
use cases can be implemented using cloud storage 
services in combination with on-premises storage as 
well as an entirely cloud-based option. Figures 4 and 5 
show these scenarios in more detail.  
 
 

4.  Cloud-Based Media Archival  
Patterns  

 
Figure 6 shows the mapping of cloud based storage 
services to the on-premises archive patterns based on 
cost, durability and retrieval characteristics. Commonly 
accessed content in the active archive is stored in 
Amazon S3 Standard followed by Amazon S3 - 
Infrequent Access. These tiers correspond to the active 
archive used by different workflow applications such as 
media supply chain for B2B distribution/packaging, post 

F igure 4 – Hybrid Archive Scenarios 

F igure 5 – Cloud-Based Archive Scenarios  
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production applications for clipping / editorial tasks, or 
to store pre-packaged distribution profiles in the case of 
B2C delivery. The output of these applications/tasks is 
also stored in this tier and can be accessed directly by 
other applications or partners/affiliates. Other use cases 
such as “Golden Copy” archives and raw footage use 
Amazon Glacier as the underlying storage system. 
Glacier is well suited to these deep archives due to very 
low retrieval requirements and flexible retrieval speed.  
The three-to-five hour retrieval time provided by Glacier 
is often more than enough time, if retrieval is necessary 
at all.  
 
Storing High-Valued Assets in  Cloud Storage – 
Cloud based storage provides a number of key features 
that help meet the business requirements of storing 
very high-value content, such as original theatrical 
footage and golden copies. For example, Amazon S3 
provides access logs on stored objects, which provides 
the capability to secure content by owner-access only 
and declare explicit permissions on all objects and 
buckets (folders).  S3 also supports time-based URL and 
user-based access policies as well as audit logging of all 
API calls via Amazon CloudTrail43. There are also 
multiple encryption capabilities in the cloud: encrypting 
content in transit by using SSL based transport 
mechanisms for all storage endpoints, encrypting 
content on-premises using customer-owned keys or 
AWS managed keys using Amazon KMS44 (Key 

Management Service), and encrypting server side at rest 
both via customer provided keys or KMS.  S3 also offers 
accidental deletion protection (by enabling versioning) 
and Multi-factor Authentication45 (MFA) for object 
deletion. Amazon Glacier also provides Vault Lock 
capability, where objects can be protected from 
unintended modification, such as time-based retention. 
A common concern with cloud based storage is access 
via the public Internet. However, using an Amazon S3 
endpoint46 within a Virtual Private Cloud47 (VPC) 
enables a solution that provides the capability to have 
all the interaction (uploads, downloads, or access) with 
the cloud based storage happen over a Virtual Private 
Network (VPN) or a dedicated physical connection 
(Direct Connect.) Policies and Access Control rules can 
be established to enable fine-grained control on user-
based permissions of these objects and storage tiers. 
Even though Amazon Glacier provides a very high data 
durability (99.99999999999%), redundancy via content 
replication across multiple physical data centers, and 
performs ongoing fixity check and automatic repairs - 
some content owners insist on keeping an additional 
copy on a different system, due to the high value 
associated with their assets. A common pattern in this 
case is to store two copies across two different AWS 
regions.  This pattern also provides disaster recovery 
capability. In the case of hybrid or multi-platform 
scenarios, there are patterns of doing ongoing fixity 
checks to confirm the validity of the underlying content 

F igure 6 – Cloud Based Production Archive 
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files. When content is uploaded into S3, S3 returns a 
checksum along with a successful upload of an object 
(in the case of multi-part uploads S3 returns a checksum 
for each part). The checksum can be requested via the 
S3 API/Object E-Tag and can be checked against the on-
premises copy’s checksum (computed on an ongoing 
basis). Even with the durability promise of Amazon 
object stores, if the customer is required to do their 
own checksums on an on-going basis services such as 
EMR48 (Elastic Map Reduce) along with EC2 Spot 
Instances can be leveraged to process large libraries of 
content (checksum, transcode, etc.) with good 
performance in a very cost-effective manner.  
 
Digital  Preservation of  High Valued Content  – 
Another important use case is the digital preservation of 
the content archives (such as the Academy of Motion 
Pictures AMPAS digital museum project 49). In this 
scenario the two most important considerations are 
access control for the assets and support of media 
standards. Amazon Glacier Vault Lock50 provides the 
capability to easily deploy and enforce compliance 
controls on individual Glacier vaults via a lockable policy. 
Controls such as “Write Once Read Many” (WORM) in a 
Vault Lock policy can be created and the policy will be 
locked from future edits. Once locked, the policy 
becomes immutable and Glacier enforces the 
prescribed controls to help achieve compliance and 
durability objectives. The actual content in such a long 
term archive can be stored uncompressed or in wavelet 
form to comply with future standards for a long period 
of time.  
 
Cloud DVR with Cloud Based Storage – Cloud 
based digital video recording is an emerging workflow. 
As content owners go Over-The-Top (OTT) straight to 
their subscribers, they have to provide mechanisms for 
those subscribers to record live content and watch that 
content at a later date or time. This is in addition to any 
catch-up or video-on-demand (VOD) services. Given the 
resolution, bitrate, and device type differences between 
OTT streaming and traditional broadcast, there are 
several questions surrounding the FCC’s regulations on 
storing subscriber copies for DVR scenarios. There is still 
a lot of ongoing legal debate around which copies to 
store – a single distribution copy for all subscribers, a 
unique distribution copy per subscriber, a lowest bitrate 
copy per subscriber and a higher bitrate distribution 
copy, unique KEK (Key Encryption Key) per subscriber 
for all file fragments, or merely a hash per subscriber 
and a single distribution copy. Each of these scenarios 

can have large scale implications on the amount of 
necessary storage for successful implementation. AWS 
storage tiers such as S3-Standard and S3-Infrequent 
Access can be used when a unique distribution copy per 
subscriber is required, S3-Standard and Glacier can be 
leveraged for a single distribution copy and low bit rate 
copy per subscriber, and S3-Standard along with a KMS 
and DynamoDB can be used to store subscriber 
entitlements and hash keys. Increased storage 
requirements for per-subscriber copy models may have 
additional implications for the speed at which copies 
need to be generated for each subscriber. In this 
scenario, the horizontal elasticity of both S3 and EC2 
can be utilized to generate unique assets in a highly 
parallel fashion. When combined with queueing 
mechanisms such as Amazon SQS and S3 event 
notifications, customers can also factor in cost as a 
limitation for throttling the velocity at which assets are 
created. In addition to the comprehensive security and 
durability mechanisms necessary to store very high 
value assets, several other key benefits include 
capabilities such as the requester pays feature. This 
feature allows the requestor of an object to be billed 
directly for the request and download charges, even 
though the object belongs to the content owner. 
Additionally, S3 bucket and object level tagging provide 
the capability for a fine-grained cost analysis as well as 
permissions/governance models. Given the amount of 
storage necessary to meet content duration 
expectations from subscribers, a cloud based storage 
environment is very attractive due to its cost 
effectiveness and infinite scale. 
 
Lastly, an important but often overlooked benefit of 
cloud based archives is the expanded reachability and 
monetization opportunities after the content is stored 
in close proximity to a variety of cloud services. AWS 
services such as API Gateway51 (an API front end), 
Lambda (serverless workflow orchestration), DynamoDB 
(metadata store), CloudSearch and Elemental Cloud52 
(video processing and delivery) can be leveraged to 
build systems which can provide a rich search and on-
demand content access portal or make content 
available with T/SVOD (Transactional or Subscription-
based Video On Demand) models in an easy to use 
turnkey fashion.  
 

5.  Challenges for Cloud Based 
Media Archival  
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A common challenge for using Cloud Based Storage for 
media archive is the maturity of the underlying asset 
management systems. These systems need to be able to 
directly integrate with cloud based storage, especially 
object storage. We have come a long way with many 
modern asset management systems such as Vidispine, 
Dalet, and others directly integrating with object store 
APIs, and we see a trend of more asset management 
systems following their lead. However, syncing content 
across different platforms (multiple public clouds or 
hybrid solutions) remains a challenge due to the size 
and maturity of asset management systems and will 
require innovative toolsets for fast and managed 
syncing tools with native object store support.  
 
Additionally, most all cloud based storage offers high 
durability via multiple transparent background copies in 
a single monolithic service.  This model does not lend 
well to most on-premises models of a single copy across 
multiple tiers. This can potentially translate into Total 
Cost of Ownership (TCO) implications; however, the 
benefits of the cloud storage outweigh these issues.  
 
Lastly, a majority of current content libraries are in the 
form of magnetic tape and migrating this tape-based 
content to the cloud includes both digitization and 
movement with metadata extraction. The process can 
be time-consuming and error-prone. There is an 
emerging market of solution providers for this 
challenge, but solutions and processes will take some 
time to mature. 
 

6.  Media Processing Use Cases 
 
There is a very wide array of media processing use cases 
that can be architected using both object and block/file 
system storage options available in the cloud. Some 
more common scenarios include: media supply chains 
(ingest, quality control, transcode, version, master, and 
package content for both B2B and B2C workflows), 
media streaming (Live and VOD), Live-To-VOD file 
recording for cDVR and Catch-up scenarios, 
VFX/Animation rendering, non-linear editing and other 
post production tasks in the cloud, and broadcast 
playout from the cloud. Digging deep into the 
architectural patterns for each of these workflows is not 
in the scope of this paper, however, in this section of 
the paper we will cover some I/O performance patterns 
of different cloud based storage services within the 
above mentioned scenarios.  
 

7.  Media Processing Architectural  
Patterns 

 
As discussed earlier, the underlying cloud based storage 
service choice is highly dependent on the I/O 
requirements and level of integration with object store 
by the underlying application. Many applications can 
natively support object storage such as S3, and due to 
the highly scalable front-end these applications can 
directly interface with S3. In some cases, FUSE based 
tools are used to translate the file system calls to the 
RESTful API calls of the object stores. However, while 
this approach may be applicable for single file 
sequential reads by the application, it is not 
recommended if there are consecutive reads/writes or 
high performance I/O requirements. In this section, in 
addition to some best practices on getting the most 
performance out of cloud based storage, we will discuss 
unique capabilities that AWS services such as Lambda 
can provide in media workflows. For example, Lambda 
functions, when triggered per object, can be used to run 
through the entire content library and compute 
checksums, or transcode a content file to different 
formats without having to run a fleet of compute 
intensive servers.  
 
Another set of workflows revolve around delivery of 
content from an object store to a Content Delivery 
Network (CDN), such as Amazon CloudFront.  Often, 
customers will leverage the scalability of an object store 
and pre-package content with multiple bitrates for 
adaptive bitrate delivery.  This allows the highly scalable 
frontend of Amazon S3 to act as an origin streaming 
server behind the CDN. The performance characteristics 
discussed earlier show this can be a viable solution for 
file based workflows where content is stored in the 
object store repository. The different object store tiers 
can be leveraged for further cost savings, as the ABR 
delivery profiles can be stored on S3-Standard and the 
mezzanine assets can be stored on S3-Infrequent 
Access. Given S3’s ability to trigger SNS Notifications or 
Lambda Functions, this type of service is easily 
expanded into a limited caching model where a certain 
amount of content is stored in a sliding window and 
removed via a first-in-first-out (FIFO) methodology. This 
limited caching model, in turn, opens up additional 
models such as catch-up streaming and event-based 
archival to nVOD. 
 
Performance numbers and relevant best practices for 
different cloud based storage types are discussed 
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below, benchmarked against some of the above 
mentioned media workflows  
 
Object Store Performance Best Pract ices – 
There are several articles on getting the most 
performance out of S3. While we reference a few in this 
paper, we also provide a few key best practices 
commonly used in the media workflows mentioned 
above when directly accessing Amazon S3. S3 provides a 
highly scalable front end for PUTs and GETs, and scales 
to support very high request rates. If the request rate 
grows steadily, Amazon S3 automatically partitions the 
underlying buckets as needed to support the higher 
request rates based on the prefix name. However, if the 
request rate for a particular bucket is expected increase 
rapidly (more than 300 PUT/LIST/DELETE requests per 
second or more than 800 GET requests per second), a 
manual partitioning is needed and customers are asked 
to request the partitioning via AWS Support.  If the 
requests to S3 are typically a mix of GET, PUT, DELETE, 
or GET Bucket (list objects), choosing appropriate key 
names for the objects ensures better performance by 
providing low-latency access to the Amazon S3 index. It 
also ensures scalability regardless of the number of 
requests sent per second. If the bulk of the workload 
consists of GET requests, using a CDN such as Amazon 
CloudFront53 for content delivery is highly 
recommended. Using a CDN helps reduce direct 
requests to S3 by caching, and the user experience is 
greatly improved because of the optimized network 
route between S3 and CloudFront.  
 
The sequence pattern in the key names introduces a 
performance problem within S3. Amazon S3 maintains 
an index of object key names in each AWS region. 
Object keys are stored in UTF-8 binary ordering across 
multiple partitions in the index. The key name dictates 
which partition the key is stored in. Using a sequential 
prefix, such as timestamp or an alphabetical sequence, 
increases the likelihood that Amazon S3 will target a 
specific partition for a large number of keys, 
overwhelming the I/O capacity of the partition. By 
introducing some randomness in the key name prefixes, 
we can assure that the key names, and therefore the 
I/O load, will be distributed across more than one 
partition. If sequential numbers or date and time 
patterns in key names is required (due to application 
requirements), adding a random prefix to the key name 
can help. One way to introduce randomness to key 
names is to add a hash string as prefix to the key name. 
For example, an MD5 hash of the character sequence 

can be computed and assigned as the key name. From 
the hash, a specific number of characters can be picked 
and added as the prefix to the key name. Another 
practice for better performance is by reversing the key-
name string. Reversing the key-name string lays the 
groundwork for Amazon S3 to start with multiple 
partitions, one for each distinct first character in the key 
name.  
 
TCP window scaling improves network throughput 
performance between the operating system, application 
layer, and Amazon S3 by supporting window sizes larger 
than 64 KB. At the start of the TCP session, a client 
advertises its supported receive window WSCALE factor, 
and Amazon S3 responds with its supported receive 
window WSCALE factor for the upstream direction. 
Although TCP window scaling can improve performance, 
it can be challenging to set correctly, hence settings at 
both the application and kernel level need to be 
adjusted. For more information about TCP window 
scaling, refer to the specific operating system 
documentation and RFC 132354. TCP selective 
acknowledgement is designed to increase recovery time 
after a large number of packet losses. TCP selective 
acknowledgement is supported by most newer 
operating systems, but might have to be enabled. For 
more information about TCP selective 
acknowledgements, refer to the specific operating 
system documentation and RFC 2018.55 
 
There has been a lot of discussion around performance 
between S3 and EC2, specifically the limits of 
connecting one EC2 instance or a fleet of EC2 instances 
to S3. As mentioned above, S3 has the capability to 
scale based on the requests per second and key-name. 
If all the best practices mentioned above are followed, 
S3 can scale practically to a point where the EC2 
instance or the client bandwidth can be completely 
saturated.  
The durability construct of S3 requires the underlying 
object to be successfully copied across multiple 
physically separate data centers (Availability Zones), and 
this distance factor introduces some delay to ensure 
consistency of the object. This should be taken into 
consideration if architecting Amazon S3 as an origin for 
a low latency live streaming.  When the underlying 
manifest file is updated on an on-going basis at a very 
rapid clip, it is often advisable to use a higher 
performance, lower latency store such as EBS or 
DynamoDB.  
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Block Store Performance Best Pract ices – It is 
important to understand that a cloud based block store 
(such as EBS) is not the same as an on-premises 
magnetic or SSD based disk.  Cloud based block stores 
have unique characteristics that should be leveraged to 
get the most out of the feature set at the cost point 
provided. For example, Amazon EBS provides two main 
options: SDD-backed volumes and HDD-backed 
volumes. SSD-backed volumes include the highest 
performance Provisioned IOPS SSD56 (io1) for latency-
sensitive transactional workloads, and General Purpose 
SSD (gp2) volumes that balance price and performance 
for a wide variety of transactional data. HDD-backed 
volumes include Throughput Optimized HDD (st1) for 
frequently accessed, throughput intensive workloads, 
and the lowest cost Cold HDD (sc1) for less frequently 
accessed data. The choice of a particular volume type 
should be based on the underlying application I/O 
pattern.  
 
EBS implements lazy loading from Amazon S3 so the 
underlying volume is usable right away. For 
performance sensitive applications it is recommended 
to read the entire volume to accelerate the loading of 
data from S3 and avoid potential latency increase. 
General Purpose (gp2) EBS volumes provide a baseline 
IOPs from 100 – 10,000 (3/GiB) and a 30 minutes burst 
IOPs at 3,000 IOPS. The throughput is up to 160 MB/sec 
with a single digit msec latency. GP2 is designed to 
deliver the provisioned performance 99% of the time. 
The provisioned IOPs model provides 100 – 20,000 IOPs 
provisioned by the customer, with a throughput of up to 
320 MB/sec with a similar single digit msec latency and 
the 99.9% performance consistency SLA. Based on the 
cost performance characteristics, GP2 (General 
Purpose) volume types are more suited for batched 
workloads involving media processing, where pIOPs 
volumes are better suited for mission critical 
applications and databases. ST1 is backed by hard disk 
drives (HDDs) and is ideal for frequently accessed, 
throughput intensive workloads with large datasets and 
large I/O sizes, such as MapReduce, log processing, data 
warehouse/ETL, and media use cases, such as large file 
transcoding or QC workloads (sequential I/O in larger 
I/O size). These volumes deliver performance in terms 
of throughput, measured in MB/s, and include the 
ability to burst up to 250 MB/s per TB, with a baseline 
throughput of 40 MB/s per TB and a maximum 
throughput of 500 MB/s per volume. ST1 is designed to 
deliver the expected throughput performance 99% of 
the time and has enough I/O credits to support a full-

volume scan at the burst rate. To maximize the 
performance of st1, we recommend using EBS-
optimized EC2 instances.  SC1 is backed by hard disk 
drives (HDDs) and provides the lowest cost per GB of all 
EBS volume types. It is ideal for less frequently accessed 
workloads with large, cold datasets. For example, 
Mezzanine assets that are not frequently used, but need 
to be accessed by an application requiring file system 
semantics. Similar to st1, sc1 provides a burst model: 
these volumes can burst up to 80 MB/s per TB, with a 
baseline throughput of 12 MB/s per TB and a maximum 
throughput of 250 MB/s per volume. For infrequently 
accessed data, sc1 provides extremely inexpensive 
storage. SC1 is designed to deliver the expected 
throughput performance 99% of the time and has 
enough I/O credits to support a full-volume scan at the 
burst rate. To maximize the performance of sc1, we 
recommend using EBS-optimized EC2 instances. EBS 
volumes can be used for infrequently accessed data 
such as dumping log files, utility libraries, scripts/plugins 
and in some cases output or result files that need to be 
buffered before sending to an underlying content 
repository such as S3. In many cases, sc1 is also a viable 
option for media transcoding, especially when it comes 
to more demanding high resolution content that is to be 
transcoded to low resolution bitrates. In this type of 
model, the CPU is the limiting factor, and serves to 
delay I/O operations to and from the storage. Optimally, 
however, the source mezzanine content should be 
streamed from S3 into the encoder’s buffer, instead of 
moved directly to a sc1 volume, as this would expire 
burst credits. It is important to understand the 
difference between two offerings on throughput, which 
is well suited for HDD based options vs. IOPs, which is 
well suited for SSD based options. 
Since EBS is network attached, the underlying EC2 
network performance and load can impact the I/O 
performance of the EBS volumes. Most EC2 instances 
now come with an EBS optimized flag that allows the 
underlying EC2 instance to support up to 4GB/sec 
throughput to a single EBS volume, and be able to drive 
32,000 16K IOPs or 500MB/sec. The 10Gb/sec instance 
types can support a maximum IOPs per node at 48,000 
16K IOPs.   
 
Elast ic  F i le  System Performance Best Pract ices 
– Because EFS is distributed across an unconstrained 
number of storage servers, multi-threaded applications 
and applications that concurrently access data from 
multiple EC2 instances can drive substantial levels of 
aggregate throughput and IOPs.  Many media 
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lower burst balance. If volumes are hydrated 
from snapshots no burst credits will be used. 
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workloads, including playout and video editing, require 
access to a shared pool of storage across many EC2 
instances. Those individual instances will need high 
throughput to maintain a consistent stream of video 
from the disk subsystem without dropping frames for 
playout.  It is also possible to have an edit client that is 
driving over 130MB/sec of throughput due to the Non-
Linear Editing (NLE) application reading, decoding, and 
compositing enough media files to easily saturate a 
1Gbps network connection before the client runs out of 
GPU and CPU power. 
 
EFS uses a credit system to determine when file systems 
can burst. Larger filesystems can burst to 100MB/sec 
per TB of storage for 12 hours each day or drive 
50MB/sec per TB of storage continuously. A 10 TB 
filesystem can burst as high as 1GB/s for 12 hours each 
day and drive 500MB/s aggregate read/write 
throughput continuously57.  There’s no provisioning 
with Amazon EFS, so making the file system larger is a 
simple as adding more data. Applications that perform a 
large number of read and write operations likely need 
more memory or computing capacity than applications 
that don't. When launching an Amazon EC2 instances, 
instance types should be chosen which have the 
appropriate amount of resources needed by the 
underlying application. The distributed architecture of 
EFS results in a small latency overhead for each file 
operation. Due to this per-operation latency, overall 
throughput generally increases as the average I/O size 
increases, since the overhead is amortized over a larger 
amount of data. The size of the read and write buffers 
for the NFS client should be increased to 1 MB when 
mounting the file system. Since EFS replicates data 
across all three availability zones within an AWS region, 
clients in each AZ can access the EFS endpoint in their 
respective AZ and get the same level of performance 
without any additional latency introduced due to 
distance. It is a good practice to buffer the writes 
increasing the size of underlying IO for best 
performance. 
  

8.  Challenges for Cloud Based 
Media Processing 

 
The flexible, scalable, and pay-as-you-go model for 
compute in the cloud is very well suited for processing 
large scale and growing media assets. In addition, 
offerings such as EC2 Spot Instances provide a very cost 
effective value proposition. However, it is important to 
understand that the most benefits are utilized within an 

all-cloud workflow. The more the content is moved back 
and forth between the cloud and on-premises, 
especially in the case of “bursting” workloads, the 
network bandwidth costs and cloud egress costs can 
greatly reduce the compute and storage cost benefits. It 
is important to analyze any cloud based media workflow 
properly and, even in the case of burst workflows, pick a 
task within the workflow that can be independently run 
in the cloud. Alternately, use a packaged dataset that 
can be moved to the cloud for an atomic execution. The 
earlier parts of the paper discuss various storage 
techniques and patterns such as Amazon Storage 
Gateway, Avere, and other appliance-type solutions that 
work well in the case of burst workflows. While all of 
these products provide the benefit of caching the 
content, any movement back-and-forth is a 
considerable factor and needs to be deeply analyzed 
during architecture and implementation.  
 
A content repository needs to be accessed often for 
several edit tasks that must be manual tasks and cannot 
be automated. A common example is creating clips from 
large assets to publish on websites or news broadcasts/ 
stories. In order to reduce the content movement in 
and out of the cloud, there are a couple of common 
techniques in use today. However, each one of these 
comes with some caveats. These two techniques are 
proxy-based workflows and remote application 
streaming. Several vendors are researching a proxy 
based solution, however this solution lacks maturity for 
high value workflows and, in some cases, there is a loss 
of quality not suited for premium quality content. For 
remote application streaming, while there are some 
solutions in the market (such as Teradici PCoIP58 and 
Amazon Appstream59 etc.), any solution requires a good 
network connection for this to realistically work. Aside 
from overall bandwidth, the distance between the 
content in the cloud region and the remote artist plays a 
huge factor from an interactivity perspective. Latency or 
lack of responsiveness between the keyboard and 
mouse of the artist and the underlying application has a 
dramatic effect on artist efficiency and productivity. 
There are currently other caveats including color 
fidelity, multi-channel audio, support for peripherals, 
and multi-screen sessions. Licensing is another big 
challenge. However, software vendors are actively 
working on creating a cloud based licensing model, and 
many of the remote streaming protocol companies are 
looking at implementing most of the currently lacking 
features. While there are caveats today, there is a trend 
for moving many media workflows into the cloud via 
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remote application streaming to leverage the cloud 
content repository at its fullest potential.  
 

9.  A Word on Amazon Storage 
Security 

 
Security is one of the key areas of concern for the 
content owners while deciding on the public cloud 
usage. This is not only emphasized in the case of the 
content owner’s content repositories but also for the 
distribution (third party) systems to which the content 
owners send their content.  
 
AWS provides a highly secure cloud platform and 
several security controls. These include secure 
transport, customer-owned encryption keys, Cloud 
based key HSM systems, the Key Management Service, 
and a variety of governance and identity and access 
management features. AWS also provide real-time 
logging, monitoring, and notification services that 
enable content owners to secure and process their 
critical assets with confidence. Content owners may also 
manage symmetric and asymmetric encryption secrets 
on-prem or in the cloud (on EC2) in self-managed 
keystores such as HashiCorp Vault60. Many of these 
controls and best practices have been highlighted in 
different parts of this paper and we suggest the reader 
to check out the AWS Security and Compliance 
whitepaper61 for additional information on the 
infrastructure security controls and practices that AWS 
deploys as well as the different industry compliance test 
and third-party audits that it undergoes on an ongoing 
basis.  
 
The AWS platform has shown alignment to the latest 
MPAA guidelines62 for content storage and processing. 
There are several content owners storing their high 
value assets in the various AWS cloud based storage 
offerings and leveraging the benefits that AWS cloud 
based storage provides, including the two primary 
benefits of security and durability. Given the value 
associated with these assets, deep knowledge of cloud 
security controls and relevant architectural patterns is 
required to create a robust environment for storing the 
highest value assets with confidence.  
 

10.  Conclusion and Looking Ahead 
 
In this paper we attempted to showcase the different 
use cases of cloud based storage services, the benefits 

and architectural patterns, some results around 
performance that actual customers have been able to 
achieve by leveraging these best practices, and security 
controls and challenges. More importantly, it should be 
clear that the benefits of cloud based storage outweigh 
many of the challenges and a migration towards cloud 
based storage for content repositories can be incredibly 
beneficial. The use cases presented go well beyond 
simple archive and disaster recovery and there are very 
few media specific workloads that cannot be 
implemented in a cloud based environment. 
 
Content owners should look at cloud based object 
storage as their main content repository (“content 
lake”) that can be accessed by many different media 
workflow applications and actors, such as affiliates, 
value-add service providers, customers (including 
distributors), and even consumers themselves.  
Positioning content in the cloud allows content owners 
to not only reduce infrastructure and management cost 
but also process, collaborate and monetize their 
content more effectively – content no longer needs to 
be shuttled around, rather, content access can be 
provided across a common cloud storage platform 
where everyone can become a consumer quickly and 
securely.   
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