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Abstract 

Capital markets operate in a complex and regulated space. Within capital markets, 

asset management requires buy side financial firms to carry out large-scale investment 

decisions, run risk modeling, perform in-depth market research, and conduct portfolio 

management and real-time analytics – all in the process of raising capital.  

Increasing regulatory requirements for liquidity and reporting, eroding profitability of buy 

side firms, ever-growing securities transaction volumes, and real-time data analysis 

pressures are furthering large-scale computation needs, which are best served by the 

computation pool depth and storage variety of the cloud. Hyperscale cloud service 

providers (CSPs), like AWS, are becoming an important deciding factor on how financial 

firms utilize scaled out compute, storage, and analytics to best run their businesses and 

transform under regulatory pressure.  

Financial firms that manage institutional investor assets, and capital markets technology 

providers who provide the required IT infrastructure to these firms, are both looking to 

leverage the economies of scale, security, elasticity, and agility of AWS to improve 

client relationships, increase efficiency, relieve cost pressures, and run greater financial 

modeling at lower cost.   

This whitepaper outlines the use cases and solution patterns that organizations are 

building on AWS to transform the Asset Management space.  
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Introduction 

Raising capital is a data-driven, research-intensive task. Within the financial services 

industry vertical, capital markets play the role of raising capital by issuing, pricing, 

buying, and selling financial products such as securities, debentures, bonds, and 

derivatives. Underpinning the capital markets are two macro segments: primary market 

(new issue market) and secondary market (after issue market), with the division along 

the lines of who the stakeholders and financial vehicles are in each.  

 

 

Figure 1: The capital markets ecosystem 

Within both primary and secondary markets, there are three key stakeholders: 

• Organizations or issuers (corporate and public sector) who must raise capital 

• Investment banks/broker-dealers (the sell side) 

• Institutions (the buy side) 
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The issuers must raise capital for a possible expansion of business, or new initiatives 

for the organization.  

The buy side firms manage funds from institutional or high net worth individual 

investors, look for opportunities to invest, and maximize assets (or funds) under 

management (also known as Assets Under Management or AUM).  

The sell side firms have dual roles to play: 

1. Advise the issuers on public issue of debt and equity, perform issuance activities 

on the behalf of issuers, and create fund marketing collaterals for attracting 

investors. 

2. Liaise with buy side firms to position new investment opportunities, attract 

investors (matching), and acquire or resell the issues (underwriting). 

Additionally, within secondary markets, entities that have major roles are capital 

markets infrastructure providers (CMIPs) like stock exchanges, clearing houses, and 

central securities depositories, which work in the capital markets ecosystem like a 

trading venue. CMIPs are referred to as the pipes and plumbing of global finance.1 

The focus of this whitepaper is the wealth management (asset) function within the buy 

side of capital markets.  

A large portion of asset management activities involves industry research, portfolio 

management, pricing analytics, data management, and risk evaluation. These asset 

management activities enable investors to understand risk posture, balance portfolios, 

minimize total cost of ownership, gain operational efficiency, and cater to an ever-

increasing need of regulatory reporting.  

Investors and investor firms with professional services rely on AWS to provide the cloud 

infrastructure and other cloud-based managed services that enable asset management 

activities. AWS helps customers in this industry subdomain gain near real-time global 

reach, increase agility to address market making events, and provide elasticity to cater 

to ever-increasing end user and regulatory demands — all while keeping costs low for 

running mission critical workloads. 
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AWS for Asset Management Functions 

Within the classical asset management space, the following functions are prevalent: 

• Modeling: risk, research, compliance, attribution, and portfolio 

• Pricing analytics 

• Market research 

• Fraud detection 

• Regulations 

• Data archiving 

• Transaction cost analysis 

AWS works closely with a number of buy side investor firms and Fintech independent 

software vendors (ISVs) that provide differentiated asset management capabilities built 

on AWS. 

Modeling: Risk, Research, Compliance, Attribution, 

and Portfolio  

Modeling is central to the universe of investment. All of the investment decisions made 

by investors on behalf of their institutional customers and high net worth individuals are 

predicated by determining risk associated with an investment. Risk modeling using 

artificial intelligence, advanced mathematical algorithms, and data analytics are pivotal. 

In addition to modeling for various types of risk (operational, liquidity, market, credit, 

volatility, systemic, etc.)2, models are pervasive in market research, compliance, 

performance attribution, and portfolio management.  

In risk modeling, a complex set of parameters is considered for simulating risk over a 

statistically significant temporal space. These parameters include, but are not limited to, 

geography, political indices, market benchmarks, and various alpha factors, which are 

fed into a chosen mathematical model (like derivatives of the Black-Scholes model, 

stochastic models using Monte Carlo methods, historical simulation models, and 

extreme value theory) defined by the organization. Outside of forecasts, these models 

are also run for stress testing and back testing purposes. Stress testing is performed to 

simulate extreme market conditions and to define a hedging strategy based on the 

stress testing results. Hedging strategies help investors mitigate against a possible loss. 

Stress testing is a requirement for capital adequacy and reporting per the 2010 Dodd-
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Frank Act, Comprehensive Capital Analysis and Review (CCAR), and Financial Stability 

Board (FSB) requirements. Back testing simulates a trading strategy using historical 

data to generate results and analyze risk and profitability before risking any actual 

capital.3 

Models play a major role within the asset management research functions. In research, 

emphasis is given to determining the present value of assets or equities for a target 

company. This falls under the macro discipline of finance valuation. Valuation models 

include, but are not limited to, discounted cash flow (DCF), discounted dividend model 

(DDM), and Black-Scholes-Merton models. Asset management research functions also 

perform financial forecasting using a number of econometric models.4 Examples of 

these models are multiple regression, multivariate analysis, and time series based  

autoregressive integrated moving average (ARIMA) models. 

New compliance regimes are forcing organizations to implement emerging technologies 

to reduce compliance risk. Compliance offices or legal departments within asset 

management firms are requiring those firms to build in compliance checks within their 

business processes. Compliance constructs like Systematic Integrity Risk Analysis 

(SIRA) are prevalent in determining the risk posture of an organization dealing with 

financial instruments.5 With advanced analytics, big data, and advanced statistical 

modeling techniques, organizations are predicting and identifying problem patterns and 

are taking proactive actions.  

Performance attribution is the analysis to convey why a portfolio’s performance differed 

from the benchmark. For well-managed portfolios, active return (difference between the 

portfolio’s return to that of the benchmark) is a key indicator on how well the portfolio 

has been managed by the asset manager. Performance attribution is typically measured 

using arithmetic and geometric models. Prevalent models include Brinson, Hood and 

Beebower (BHB), and Brinson and Fachler (BF). 

One key entity within the asset management function is the existence of a portfolio. A 

portfolio is a group of assets or financial instruments that are amalgamated within a 

virtual boundary of investment in an effort to maximize returns while offsetting risks. 

Analysts and asset managers frequently run portfolio analysis to simulate real world 

scenarios that could adversely affect the portfolio and in turn create investment 

strategies based on those model outcomes and real-world considerations.  

Portfolio analysis includes, but is not limited to, identification of suitable assets, portfolio 

optimization, and portfolio rebalancing, these require complex quantitative models to 

output simulated results, which are used to determine investment strategies. 
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There are commonalities across portfolio models; most models use the principality of 

multivariate statistics. These models require statistically significant datasets (often very 

large in size) to simulate a real-world scenario.  

Multivariate statistics is a discipline that involves observing multiple variables 

corresponding to one problem domain. Multivariate statistics can take many forms, 

depending on the type of analysis under consideration, and is beyond the scope of this 

whitepaper.  

Modeling using the multivariate principality (example: Monte Carlo simulation) around 

corporate finance requires a large amount of compute, storage, and database. Compute 

is required to run the mathematical algorithms, while storage is required to store and 

provide access to the necessary parameters, comparable, and benchmark data. 

Although not prevalent, databases are used to store model run results, and audit trails. 

AWS helps customers build and run these complex models on high performance 

computing  (HPC) or high-throughput computing (HTC) environments that support 

parallel-processing techniques.  

HPC and HTC paradigms can differ in many ways, but the most important difference is 

the degree of coupling between processes. HPC follows a tightly coupled compute 

principle where parallel processes depend on each other. HTC on the other hand 

follows a loosely coupled principle where smaller processes are run independent of 

each other. Flexible HPC/HTC computing capabilities on AWS allow asset managers to 

conduct simulations that identify risks within their portfolio of products, hedging 

opportunities, and areas for optimization. They can also quickly model the impact of 

hypothetical portfolio changes. 

AWS has offerings across solution components to support HPC/HTC needs. To 

understand the variety required in the compute and throughput characteristics for these 

workloads, AWS offers: 

• Compute: C5n and P3dn as high bandwidth compute instances, and Z1d as 

high clock speed compute instances. In addition, Amazon EC2 Spot Fleet are 

perfect for modern non-sticky grid workloads with ephemeral 

session/persistence. Some workloads are optimized to take advantage of 

graphics processing units (GPUs) or field-programmable gate array (FPGA) 

accelerators on EC2 instances. 
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• Networking: Elastic Fabric Adapter (EFA) for high levels of interinstance 

communications. Running HPC/HTC workloads for model simulation also 

benefits from AWS proprietary network, which provides full bisection bandwidth 

in Placement Groups, with low latency, reduced jitter, and no network 

oversubscription. 

• Storage:  

- Amazon Elastic Block Store (EBS) for elastic, high-performance block storage 

- Amazon Elastic File Store (EFS) for petabyte-scale elastic file storage 

- Amazon S3 for low cost, highly scalable object storage 

- Amazon FSx for fully managed high-performance shared file systems 

• Scheduling & Orchestration: AWS Batch for multi-node parallel job support 

using dynamic provisioning of resources, plans, schedules, and execution; AWS 

ParallelCluster for cluster management, which is based on the CfnCluster open 

source content.  

For further reading on common HPC scenarios, refer to the AWS Well-Architected High 

Performance Computing Lens whitepaper. 

A representation of the HPC stack on AWS is shown below.  

 

Figure 2: High Performance Computing (HPC) stack on AWS 

https://d1.awsstatic.com/whitepapers/architecture/AWS-HPC-Lens.pdf
https://d1.awsstatic.com/whitepapers/architecture/AWS-HPC-Lens.pdf
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Pricing Analytics 

While making investment choices, one key decision-making factor is the valuation or 

price of a financial asset. Asset managers must get accurate and contextual information 

for a price. The contextual information relates to various market factors like issuances, 

ratings, bids, trades, and spread on assets. Data troves from Trade Reporting and 

Compliance Engine (TRACE) for OTC fixed-income transactions, SIFMA data, 

Municipal Securities Rulemaking Board (MSRB) data, swap rate data, and other 

benchmark data are all considered for evaluated and non-evaluated pricing. 

These pricing analyses require a big data platform with the ability to stream API, and 

batch input data. AWS provides a number of deep data ingestion and data processing 

services by providing purpose-built tools.  

Market Research 

Capital market investment decisions pivot on the market value of the underlying 

financial instruments. Asset managers seek out undervalued instruments and test these 

instruments against a number of parameters over a long-term horizon to identify if it will 

grow in value. They determine how great the value growth may be, and identify the 

factors that might impact it. These important factors must be validated and tested in 

real-world scenarios representative of a market or markets. Market research is central 

to the investment valuation.  

One important measure of the research is called market efficiency. Efficient markets 

have an unbiased estimate of the true value of an investment and have a natural 

tendency to become inefficient over time, thus needing correction through further 

trades.6 When looking at a market, analysts look at a range of datasets to study 

possible events and their effect on a portfolio: credit spreads, issuances, stock 

performance, price to earnings (P/E) ratios, currency valuation, tax rates, transaction 

costs, etc. There is an element of behavioral finance associated with market research, 

which requires advanced models to simulate human reaction around trades in a market 

in response to an economically significant event.  

Market study is not a linear research following a defined pattern. Every analyst and 

market require varying test treatments and research methodologies, making market 

research a significant time, effort, and budget intensive activity for the cost center. 

Organizations are looking for ways to ensure that their market research function 

monetizes the effort expended, and the cloud enables low cost of storage and compute, 

global availability, use of managed services, and variable opex spend. 
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Fraud Detection 

Securities fraud adversely impacts the economic wellbeing of a market. Fraud in capital 

markets asset management requires mitigation against instances such as, anti-money 

laundering (AML), terrorist activities, and insider trading. Finding implicit correlation in 

transaction data, including but not limited to time of transaction, payment method, 

location, and trading behavior, are critical. Asset management organizations are looking 

to reduce false positives and operational costs around fraud detection. Similar to the 

research function, fraud detection is usually a cost center for most organizations.  

Identifying anomalies in market-wide transactions requires big data treatment and 

unsupervised deep learning models paired with rule-based detection. Various AI models 

like multi-variate Gaussian, regression, and random forest are used to determine the 

data correlation and transaction anomalies.  

Key technical characteristics for supporting fraud detection are:  

• Data ingestion: High volume transaction data ingestion during regular market 

operating hours for near-real-time transaction anomaly detection. Amazon 

Kinesis Data Firehose is the easiest way to reliably load streaming data into data 

lakes, data stores, and analytics tools. It can capture, transform, and load 

streaming data into Amazon S3, Amazon Redshift, and Amazon Elasticsearch 

service, enabling near-real-time analytics with existing business intelligence tools 

and dashboards you are already using today. 

• AI assisted anomaly detection: Amazon SageMaker is best suited to apply 

machine learning to the incoming data to identify fraud behavior correlation 

based on an existing dataset. Amazon SageMaker is a fully managed service 

that provides every developer and data scientist with the ability to quickly build, 

train, and deploy machine learning (ML) models.  

• Data storage: For ML models to be trained accurately, dependency on a large 

training dataset is mandatory. AWS provides a number of relational, non-

relational, and object data stores that can be integrated with the model training 

pipeline. Typically for model training, customers use the highly redundant and 

available object data store S3, which can provide low cost and low latency 

access to stored data. AWS Lake Formation (a meta service for building data 

lakes on AWS) brings together a number of other AWS services, including:  

- Amazon RDS for relational data 

- Amazon DynamoDB or Amazon DocumentDB for NoSQL data 
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- AWS Glue for source data crawling, data extraction, and transformation 

- Amazon Athena for efficient data querying 

- Amazon EMR for big data processing 

Regulations 

Regulations exist in capital markets to protect investors and consumers. While 

regulations in Capital Markets are not new, the 2007–2008 financial crisis has 

strengthened the need for regulations and have furthered oversight into asset and 

investment management organizations. Regulatory reforms and legislative frameworks 

that exist for this purpose include Dodd-Frank, Markets in Financial Instruments 

Directive (MiFID) II, Consolidated Audit Trail (CAT), and Fundamental Review of the 

Trading Book (FRTB). While the pace of new regulation slows, these existing mandates 

increase regulatory burdens, reduce margins, and disproportionately impact smaller 

firms. 

To remain compliant yet profitable, organizations are adopting AWS Cloud technologies 

to reduce operational costs. CAT and FRTB require high transaction volume in order for 

data analysis, matching and reporting, which efficiently and accurately oversee trading 

in the market. CAT alone ingests more than 100 billion market events per day, pulling 

together data from 22 stock exchanges and 1,500 broker-dealer firms, enabling the U.S. 

Securities and Exchange Commission and Self-Regulatory Organizations (SROs) to 

analyze CAT data.  

The Financial Industry Regulatory Authority (FINRA) CAT relies on the breadth and 

depth of the AWS portfolio, including Amazon Aurora (for its primary database 

needs), Amazon Redshift (for data warehousing), Amazon S3, as well as the 

unparalleled AWS security and compliance capabilities for platform development. By 

using Amazon EMR (for data analysis) and Amazon Redshift (to analyze data in 

Amazon S3), FINRA CAT is able to provide insights on market trading activities to Self-

Regulatory Organizations (SROs) and the SEC so that they can identify anomalies in 

market data in order to better detect illegal market activity, prosecute offenders, and 

protect investors.  

CAT is the first-ever repository for all equity and listed options data for regulatory 

compliance purposes, leveraging AWS security capabilities such as AWS Key 

Management Service (AWS KMS), Amazon GuardDuty, and AWS CloudTrail for the 

security of sensitive financial data. FINRA uses the cloud’s instant scalability to manage 

500,000 compute nodes, ingest 7 terabytes of data, and perform ½ trillion validation 

checks – on a daily basis. 
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Data Archiving 

Data retention needs within capital markets have risen significantly to complement 

compliance and regulatory needs. Various data archival regulations that exist today 

include, but are not limited to, FINRA 10-06, FINRA 11-32, FINRA 11-39, SEC Rule 

17a-3 and 17a-4, Dodd-Frank, Graham-Leach-Bliley Act, and MiFID I & II. SEC Rule 

17a-4(f) requires data be stored with write-once-read-many (WORM) compliance. 

A variety of data archival solutions are available on AWS, depending on the use case, 

with varying hydration times, redundancy, and cost implications. S3 is a highly trusted 

public cloud storage with varying tiers – warmer (more active retrieval and access) to 

colder (less active retrieval and access).  

• S3 Intelligent-Tiering: The S3 Intelligent-Tiering storage class is designed to 

optimize costs by automatically moving data to the most cost-effective access 

tier, without performance impact or operational overhead. It works by storing 

objects in two access tiers: one tier that is optimized for frequent access and 

another lower-cost tier that is optimized for infrequent access. 

• S3 Standard-Infrequent Access (S3 Standard-IA): S3 Standard-IA is for data 

that is accessed less frequently, but requires rapid access when needed. S3 

Standard-IA offers the high durability, high throughput, and low latency of S3 

Standard, with a low per GB storage price and per GB retrieval fee. 

• S3 One Zone-Infrequent Access (S3 One Zone-IA): S3 One Zone-IA is for 

data that is accessed less frequently, but requires rapid access when needed. 

Unlike other S3 Storage Classes that store data in a minimum of three 

Availability Zones (AZs), S3 One Zone-IA stores data in a Single-AZ and costs 

20% less than S3 Standard-IA. 

• S3 Glacier: S3 Glacier is a secure, durable, and low-cost storage class for data 

archiving. You can reliably store any amount of data at costs that are competitive 

with or cheaper than on-premises solutions. Within S3 Glacier, S3 Glacier Vault 

Lock allows you to easily deploy and enforce compliance controls for individual 

S3 Glacier vaults with a vault lock policy. You can specify controls such as “write 

once read many” (WORM) in a vault lock policy and lock the policy from future 

edits. Once locked, the policy can no longer be changed. 

• S3 Glacier Deep Archive: S3 Glacier Deep Archive is Amazon S3’s lowest cost 

storage class and supports long-term retention and digital preservation for data 

that may be accessed once or twice in a year. 
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For more information on tiered storage and performance comparison across the storage 

tiers, see Amazon S3 Storage Classes. 

Transaction Cost Analysis 

Transaction cost analysis (TCA) involves determining if a transaction happened at a 

favorable price. TCA is done across pre-trade (before an actual trade happens in order 

to help define an execution strategy) and post-trade (after a trade has occurred the 

analysis is used to compare prices with benchmarks and is used to inform future 

transactions). TCA ultimately helps investors and asset managers make informed 

trading decisions. For TCA to be effective, it requires intraday and end of day analysis 

on an everyday basis. This requires the sophisticated level of messaging, data 

ingestion, and data analysis services that AWS has developed over the years. 

Based on the use case and data type, AWS has purpose-built messaging services. 

Amazon MQ is a managed message broker service for Apache ActiveMQ that makes it 

easy to set up and operate message brokers in the cloud and enable hybrid 

architecture. Amazon Simple Queue Service (SQS) is a simple, flexible, fully managed 

message queuing service which allows for reliably and continuously exchanging any 

volume of messages. Amazon Simple Notification Service (SNS) is a fully managed 

pub/sub messaging and mobile push notification service which offers high throughput, 

highly reliable message delivery. Amazon Kinesis Streams is a fully managed, highly 

scalable service for collecting and processing real-time data streams for analytics and 

machine learning.  

Information Asymmetry in Asset Management 

“Asymmetric information, also known as "information failure," occurs when one party to 

an economic transaction possesses greater material knowledge than the other party. 

This typically manifests when the seller of a good or service possesses greater 

knowledge than the buyer; however, the reverse dynamic is also possible.”7  

Information asymmetry in asset management can lead to bad investment decisions and 

incorrect valuation of underlying financial instruments. This can also lead to a ripple 

effect (also referred to as the “lemon” problem by G.A. Akerlof, in his 1970 publication 

“The Market for Lemons”), which can increase trading of incorrectly valued equities or 

stocks. This information asymmetry can occur across the asset management value 

chain, namely: product strategy, risk identification, portfolio strategy, forecasting, and 

https://aws.amazon.com/s3/storage-classes/
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valuation. In corporate finance, information is as valuable, if not more so, than the 

underlying financial instruments in question. 

Information asymmetry cannot be fully removed, and some may even argue it should 

not be removed, considering that without information asymmetry a market becomes 

perfectly efficient and trading stops. However, to lower obvious information asymmetry, 

analysis of data from various sources, as well as efficient identification of an unbiased 

set of data for model training purposes, is required. This leads to a data lake use case 

and a big data treatment.  

Another consideration for lowering information asymmetry is related to the field of 

communications. Communication from equity originators to the investors is important to 

provide a higher level of confidence on the available data. To support both of these use 

cases, AWS provides services for: 

• Data ingestion: Kinesis Data Firehose, AWS Data Pipeline 

• Data storage: S3, and other SQL and NoSQL databases like RDS, DynamoDB, 

Amazon DocumentDB 

• Data discovery: catalog and crawlers from Glue, ELK stack from Elasticsearch 

• Data analysis: Amazon SageMaker, EMR, Athena, QuickSight 

The field of information asymmetry has seen the use of mechanism design theory, 

which is sometimes also referred to as reverse game theory. Mechanism design theory 

helps economists and analysts understand how businesses can achieve a certain 

outcome given the information asymmetry. Mechanism design has been proven by a 

variety of mathematical theorems and recently has seen some use in cryptoeconomics. 

Using scalable and elastic compute resources from AWS, it is easy for organizations to 

implement a mechanism design at a fraction of cost on the cloud, and also create 

reusable building blocks to institutionalize mechanism design. 

Model Risk Management (MRM) 

“Though I will use models boldly to estimate value, I will not be overly impressed 
by mathematics” – The Modeler’s Hippocratic Oath: The Financial Modelers’ 
Manifesto by Emanuel Derman and Paul Wilmott. 

Models are everywhere in asset management. The proliferation of models across the 

trade lifecycle  means that overreliance, lack of monitoring, and lack of correction could 

cause catastrophic failures in the capital markets. In the years 2007—2012, a number of 



Amazon Web Services Capital Markets Asset Management on AWS 

 Page 13 

multi-billion failures (the London Whale, subprime mortgage crisis) have underscored 

the impact of unattended model risk. These events led to stricter regulations around 

model use, model validation, model risk measurement and mitigation, and model risk 

monitoring and reporting.  

Regulations (namely OCC 2011-12/SR 11-7, FRTB, CRD IV/CRR) have been 

established to implement policies to mitigate exposure to model risk. To remain 

compliant and ensure reliability, organizations are implementing new analytical models, 

accessing new reliable data sources, and building model explainability to ensure that 

their intent and use are aligned. New development and model use principles are 

becoming mainstream for: 

• Testing 

• Documentation 

• Error reporting  

• Risk rating 

Within model validation, new processes are emerging, including: 

• Monitoring 

• Outcome analysis 

• Sensitivity analysis 

• New model drift monitoring requirements 

AWS sees this as an area where a number of AI/ML services can be leveraged by 

organizations. Amazon SageMaker is a fully managed service that allows for the 

building, training, and deployment of ML models quickly. Traditional ML development is 

a complex, expensive, iterative process, made even harder because there are no 

integrated tools for the entire machine learning workflow. You must stitch together tools 

and workflows, which is time-consuming and error-prone. Amazon SageMaker solves 

this challenge by providing all of the components used for machine learning in a single 

toolset so models get to production faster with much less effort and at lower cost. 
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Figure 3: ML Development steps using Amazon SageMaker 

Amazon SageMaker Studio provides a single, web-based visual interface where you 

can perform all ML development steps. Amazon SageMaker Studio gives you complete 

access, control, and visibility into each step required to build, train, and deploy models. 

Amazon SageMaker Studio can be used as your model inventory.  

For model explainability and to identify model use versus intention, Amazon SageMaker 

Autopilot can be used. It is the industry’s first automated machine learning tool to offer 

the capability to give you complete control and visibility into your ML models. Typical 

approaches to automated machine learning do not provide insights into the data used in 

creating the model or the logic that went into creating the model. As a result, even if the 

model is mediocre, there is no way to evolve it. Also, you don’t have the flexibility to 

make trade-offs, such as sacrificing some accuracy for lower latency predictions, since 

typical automated ML solutions provide only one model choice.  

Amazon SageMaker Autopilot automatically inspects raw data, applies feature 

processors, picks the best set of algorithms, trains and tunes multiple models, tracks 

their performance, and then ranks the models based on performance, all with just a few 

clicks. The result is the best performing model that you can deploy in a fraction of the 

time normally required to train the model. You get full visibility into how the model was 

created and what’s in it. Amazon SageMaker Autopilot integrates with Amazon 

SageMaker Studio. 

Conceptual soundness and continuous validation, monitoring, and mitigation can 

be achieved using Amazon SageMaker Model Monitor. It continuously monitors the 

quality of Amazon SageMaker machine learning models in production. It enables 

developers to set alerts when there are deviations in the model quality, such as data 

drift. Early and proactive detection of these deviations enables you to take corrective 
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actions, such as retraining models, auditing upstream systems, or fixing data quality 

issues, without having to monitor models manually or build additional tooling. In 

addition, Amazon Augmented AI (Amazon A2I) makes it easy to build the workflows 

required for human review of ML predictions. A2I brings human review to human 

stakeholders, removing the undifferentiated heavy lifting associated with building human 

review systems, or managing large numbers of human reviewers. 

For periodic testing and ensuring that the ML training jobs are effective, you can use 

Amazon SageMaker Debugger. During training runs, it can work through the model 

states to detect problems and save the state along with defined values, called tensors. It 

creates a debug job, which is attached to a rule that you specify when a training job is 

run, and if it detects a problem it stops and logs additional information. You can then 

review the log information to identify and fix the problem. 

For faster ML model deployment and to cater for increasing regulatory demands, 

Amazon SageMaker Multi-Model Endpoints can be leveraged. It provides a scalable 

and cost-effective way to deploy large numbers of custom machine learning models. 

Amazon SageMaker Multi-Model endpoints enable you to deploy multiple models with a 

single click on a single endpoint and serve them using a single serving container. You 

specify the type of instance, and the maximum and minimum number desired, and 

Amazon SageMaker takes care of the rest. It will launch the instances, deploy your 

model, and set up the secure HTTPS endpoint for your application. Your application 

simply needs to include an API call with the target model to this endpoint to achieve low 

latency, high throughput inference. 
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Conclusion 

Asset Management consists of multiple principalities, each of which can be crystallized 

into three domains: data, messaging, and analytics. These domains can be viewed 

more closely through compute, storage, and database lenses. Solutions emerge by 

using these lenses, either together or separately depending on the use case. As we 

have explored, AWS provides a number of purpose-built services to help implement 

Asset Management solutions. A number of financial services and CMIPs are already 

using AWS technologies to implement and improve capital markets buy side solutions. 
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